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			Introduction

			Venkatesh Rao

			In the Fall of 2022, the word protocol was suddenly everywhere. The proximal cause was obvious: fueled, in part, by the highly visible and fractious change of ownership at Twitter, large numbers of people began heading for the exits.

			Most of them, of course, were just looking for alternative products or platforms offering roughly the same user experience as Twitter, just with more allied politics and ownership. Many, for instance, fled to Meta’s hastily cobbled together Threads offering. Others fled to Substack or LinkedIn. And a great many simply curtailed their participation in public social media, retreating to cozier private enclaves online.

			But a significant minority—amounting to perhaps several million—chose to do something much more creative. Instead of looking for yet another flavor of what they were already used to, they went looking for an alternative technology paradigm. And began discovering a curious class of alternatives to Twitter that described themselves as protocols rather than products or platforms.

			They found themselves immediately mired in confusion swirling around both the word protocol and the curious things it was pointing to. What on earth was this Fediverse? Or were you supposed to call it Mastodon? No wait, you were supposed to call it ActivityPub! And what was this Bluesky/ATProto thing? Or this Warpcast/Farcaster thing the crypto crowd was pushing? Or this strange beast called Nostr? Why did “signing up” work in weird ways? What is a public/private keypair, and why do you need one? What does it mean to pick a client, instance, wallet, relay, or host? Why weren’t there single points of entry into whatever these things were?

			Intimidated by the arcane facade, many bounced off immediately and returned to the world of platforms to make their peace with the familiar set of choices. But some stayed long enough to give what are now called protocol social media a quick test drive, and acquire rudimentary orientation, situational awareness, and literacy.

			Of these, many decided it was not worth the trouble. The convenience, simplicity, and promise of vast global reach offered by traditional social media was much too attractive. But unlike those who had bounced off the surface, they left with a newly educated awareness of options they previously had no idea existed.

			Despite these multiple rounds of winnowing, which served as a kind of accidental, emergent marketing funnel, enough people stuck around that the world of protocol social media still found itself dealing with the largest wave of immigration and adoption it had experienced in its brief existence. Protocol technologies are notoriously terrible at marketing themselves (since coherent brand identities and narratives are somewhat at odds with the typically decentralized architectures), so this was a welcome windfall of attention and adoption.

			Those who stuck around were slowly seduced by the strange new worlds they were discovering. Worlds characterized by a fundamentally different approach to technology that didn’t just promise to replace one unaccountable authority with another, but offered an entirely different scheme of governance and ownership for true technological commons. An approach that promised to anchor desiderata such as censorship resistance, data rights, anonymity protections, and that elusive holy grail, “decentralization,” not in glib ideological rhetoric, or even the legal assurances of sympathetic political regimes, but in the inviolability of mathematical theorems. They began to acquire a taste for a property of certain technological systems that Josh Stark calls hardness in one of the essays included in this volume, “Atoms, Institutions, and Blockchains.”

			To use a phrase many of them would go on to encounter, they had discovered a world whose lighthouse principle was not Google’s don’t be evil, but can’t be evil. A phrase that strikes some as naively utopian and others as more ominous than Google’s motto, but has significant substance no matter how you think about it.

			You’re about to embark on a similar journey to those explorers in 2022 (and perhaps you were even among them). This volume is intended to introduce you to a strange new world that has invisibly taken shape all around us over the last fifty years, and is now beginning to alter the very fabric of the world in visible ways—the world of protocols. You may or may not like what you find. You may or may not decide to stay. But for those of you who choose to stay, this volume is designed to help you learn, in the words of Morpheus in The Matrix, just how deep the rabbit hole goes.

			By the time you’re done with these 26 essays by 35 authors, which we’ve curated into what is hopefully both an enlightening and absorbing sequence, we are confident you will become ­protocol-pilled. To be protocol-pilled is to be both literate in the powerful emerging technological idiom of protocols and its associated discourses and, to use a term coined by cartoonist Randall Munroe, nerdsniped by the deeply satisfying lenses, levers, and mental models it offers.

			The essays in this volume are the product of the pilot year of a program called the Summer of Protocols, which began in 2022 around the same time the exodus from Twitter was unfolding. The program goal was simple: to study protocols in the broadest sense, from as many perspectives as possible, to see if there is a there there. Were we like the blind men in the fable, in the dark touching different parts of the elephant? Were we chasing a coherence and unity that wasn’t there to be found? Was there perhaps something more universal and coherent lurking beneath a word used for such disparate things as computer networking schemes, climate treaties, hand-washing practices, interactions with royals, treatment of football injuries, medical research design, fire-fighting practices, diplomatic etiquette, and blockchains?

			The last of these provided the precipitating motivation. Now entering its third year, Summer of Protocols was initially funded by the Ethereum Foundation, and motivated by a relatively narrow but fiendishly difficult sociotechnical challenge—the problem of consciously “ossifying” the Ethereum blockchain: managing the tension between the desire to keep adding tempting new features and the opposed desire to converge on a minimal reliable functional scope, capable of lasting not merely years or even decades, but a century or longer. We hoped that by studying protocols in the broadest way we could conceive not only would we help an undertheorized subject reach a threshold of critical mass but, via oblique side effects, discover creative new ways to approach unprecedented planetary-scale challenges like managed ossification, climate change, and the rise of AI.

			The research and entrepreneurship community that has emerged around the program—an eclectic mix of practitioners and academics, bloggers and artists, hackers, and protocol entrepreneurs from around the world—now has 66 program alumni, and hundreds of more casual participants. The output, of which this volume is a subset, already fills a three-inch binder of printed materials. And more material—in the form of case studies, speculative fiction, artistic explorations, design studies, code, and dozens of seminar videos by both our researchers and invited guests—is rapidly accumulating. You will find all of it on our website (summerofprotocols.com), available open-access, for free, under a liberal open-source license.

			We hope you will not just explore the material, but think about ways it can inform or shape your own activities. We hope some of you will even join us in future Summer of Protocols activities, as researchers, educators, institutional partners, protocol entrepreneurs, or even just casual hobbyists. If you’ve ever played with Legos, made music, or geeked out over cool infrastructure, you’ve already been exposed to protocols as a hobby.

			As we’ve discovered through two years of experimentation, it’s hard to protocol pill even the most thoughtful person in five minutes. While protocols are not quite as arcane as a bewildering first encounter might suggest, they are also not trivial to wrap your mind around.

			If you’re willing to invest the weekend it will take you to get through this book, we are confident we can get you there and that you will thank us for it. The material here is more demanding than an airport bestseller, but requires no specialized knowledge or skills to understand. Let’s get oriented to the material you’re diving into.

			The Rise of Protocols

			The word protocol in its modern, technologically colored sense, but encompassing more social and cultural usages as well, has steadily gained currency and salience over the last four decades, especially in modern technocratic organizations.

			The trend is visible in a Google Books Ngram view, which shows a steep rise in usage starting in the 1970s, with a peak around 2000—corresponding to growing interest in basic internet protocols. After this, usage fell to a high valley, followed by another small peak starting around 2017—corresponding to the crypto boom as well as growing interest in protocol social media and smaller trends like interest in health and longevity protocols. As of 2024, usage appears to be settling at a high plateau.

			[image: ]

			The shape is a classic instance, if radically temporally distended, of that staple of technology analysis, the Gartner hype cycle.1 The build-up has been slow, but inexorable. Protocols—if we may be forgiven a touch of evangelical hubris—are like the mills of the gods: They grind slowly, but they grind exceedingly small.

			Two cult television franchises2 give us a clue about what was going on through these decades, as the incidence of protocol traversed this curve. In the original Doctor Who that ran from 1963 to 1989, the word protocol appears in just two episodes out of 695, a per-episode incidence of 0.3%. In the modern run, 2005 to 2022, we find seventy instances in 180 episodes, an incidence of 39%, two orders of magnitude higher!

			The contrast is even more striking in Star Trek. The original series that ran from 1966 to 1969 featured zero instances across eighty episodes, while the 1995 to 2001 Voyager series features 176 instances in 168 episodes, a 105% incidence! Similar trends can likely be found in other kinds of shows, such as crime procedurals or medical dramas.

			The trend is evident in movies as well. A video montage compiled by Summer of Protocols researcher Kara Kittell3 features a dizzying variety of characters, in movies from a surprising range of genres, talking about protocols.

			Even casual sampling of these shows and movies reveals the reason. Over the last four decades, our environment has gotten increasingly technologically structured, sophisticated, and abstract, in ways that cut across traditional institutional boundaries. Computers and software are everywhere. And even where they are not, our behaviors are increasingly protocolized or “by the book”—a result of necessary training in (often counterintuitive) procedural skills without which many kinds of advanced technological agency are not accessible.

			Even the stereotype of the “maverick” butting heads with the “system” has evolved—from a relatively low-tech improviser who disregards the notional book to a drunken master who understands the book better than their straight-laced foil. As Geoff Manaugh, author of the presciently titled Burglar’s Guide to the City, argued in a guest talk hosted by the program, the modern burglar often understands the protocols of urbanism better than the insiders who are their nominal stewards. In a world that increasingly comprises protocols, power follows knowledge, not ascriptive authority.4

			One result of the shifting environment is that the institutionally anchored “competent man” trope of Golden Age science fiction has evolved into what is sometimes called “competence porn” tropes, showcasing advanced patterns of technological agency increasingly detached from particular institutional contexts. The new tropes are anchored instead in the general technological environment.

			Where the bureaucratic hero has mastered a specific set of institutional realities (and is typically helpless outside those realities), the hero of a protocolized world has mastered a general set of technological patterns that undergird not just the internal realities of organizations across the entire planet but even the interstitial spaces between them.

			This mastery is marked by a sensitive attunement to what program participant Samuel Chua described as “technology without technocracy.” Such attunement enables the hero to disregard boundaries and cosmetic appearances and, like the awakened protagonists of the Matrix (already a quarter-century old!), engage directly with the protocolized bedrock of our environment. Where the cyberpunk hero was a lowlife maverick outsider who typically had to hack their way to technological agency from an external locus, what we might call the protocol punk hero operates from within a protocolized environment where boundaries separating insides and outsides are increasingly meaningless.

			The protocol punk hero is an archetype that merges the 1950s style insider bureaucrat hero5 and the 1980–90s style outsider maverick hacker hero. It is an archetype whose earliest manifestations can perhaps be traced to characters like Andy DuFresne in The Shawshank Redemption, John McClane in Die Hard (the inspiration for Geoff Manaugh’s burglar’s-eye view of built environments), and, of course, Neo in The Matrix. More recent examples can be found in shows like Burn Notice, Mr. Robot, Person of Interest, and recent installments of the long-running Mission Impossible franchise.

			When everything is inside the belly of the technological beast, there is no “outside” or “underbelly.” There is only a range of postures of greater or lesser agency that one can adopt while on the inside. The greater the attunement to the protocolized environment, the greater the agency. The greater the attunement to mere technocracy, the lower the agency.

			In terms of the popular typologies introduced by Deleuze and Guattari, the protocol punk hero, unlike the bureaucratic hero or the outsider maverick, is master of both smooth and striated spaces, and able to navigate both arborescent and rhizomatic epistemic environments.

			Protocol Phenomenology

			As the on-screen portrayal of protocols correctly suggests, the phenomenology of protocols is vast. Janna Tay’s essay, “The Phenomenology of Protocols,” and Olivia Steiert’s “Protocols in (Emergency) Time” explore this territory in broad ways, but it is worth highlighting a few key elements.

			Slow-but-inexorable is the main “tell” of protocol technologies. In his 2013 New Yorker essay, “Slow Ideas,” physician Atul Gawande noted that simple but powerful ideas in healthcare, such as the use of disinfectants and handwashing, spread characteristically slowly, often taking decades or even a century or more to fully spread across the world.6 Another example is container shipping, a simple idea that took decades to spread across the world, a story that is told in Marc Levinson’s magisterial book, The Box. A third example is industrial safety practices in coal mining, which took nearly two centuries to spread, evolve, and mature into their modern form, a story told in an essay in this volume, “Safe New World,” by Timber Schroff.

			Though they arrive slowly, protocols typically install themselves in extraordinarily persistent ways, often turning into seemingly immortal and unconscious parts of our built environment. Their relative invisibility is a second major tell. A lighthouse idea that you will find cited frequently in this volume helped shape the early priorities of our program and has to do with invisibility—philosopher Alfred North Whitehead’s observation:

			Civilization advances by extending the number of important operations which we can perform without thinking of them.

			The phrase Whitehead advance has become a term of art in our research conversations.

			Whitehead advances often take the form of protocols. It took a pandemic to make most of us realize that we possessed disciplined handwashing behaviors, and that at one time they constituted a Whitehead advance in public health. In the United States, for instance, children are now taught that washing their hands properly should take as long as singing Happy Birthday—a protocol that is clever both in its simplicity and in how it coopts a familiar melody (not an accident: there is often an element of musicality to protocol technologies).

			Handwashing is the tip of a very large, mostly invisible iceberg. Many of the advances in public health protocols made during the COVID-19 pandemic rested on invisible advances that had already been installed over a century of fighting infectious diseases across the world, much of it lost to living memory. From basic sanitation and quarantine practices, to randomized controlled trials for new drugs and vaccines, to ER protocols for the critically ill, a universe of latent protocols kicked into high gear. And more were added, which will serve us well in the next pandemic.

			Few who had experienced the Spanish Flu of 1919 lived to experience COVID-19 a century later, yet the world’s healthcare protocols retained powerful and valuable memories, even if living humans did not. As a result, far fewer humans died. And despite the failure of many individual institutions, the protocols of healthcare held up surprisingly well across the century.

			Protocols arrive slowly, and can be incredibly fragile when young, but are remarkably hard to kill once they do arrive. The adoption of protocols, unlike the adoption of more visible, and typically more short-lived, products or ideas, takes time in part because it involves installing unfamiliar and often counterintuitive behaviors in large populations. But once these new societal muscle memories are installed, their largely unconscious nature makes them harder to dislodge than traditional technologies. Email, for instance, one of the oldest internet protocols, has outlived many shallower product- or platform-like alternatives that have attempted to displace it.

			One way to understand this is to note that while most technologies are consciously adopted, serving as deliberately employed tools until they become obsolete, protocols tend to enter our lives obliquely, in the form of deceptively simple behaviors, often without even a central technological element, and go on to transform human nature in powerful ways. Where products merely create new kinds of customers, powerful protocols can sometimes create entirely new kinds of humans. Arguably, the very notion of a modern consumer is the product of the early 20th century protocols of industrialization and urban life.

			Driving a car, for instance, involves adopting the protocols of road traffic, yet we don’t think of driving behaviors in those terms. We think in terms of buying a car and passing a licensing test. Once we learn to drive, while cars typically become part of our conscious identities, consciousness of traffic protocols recedes into the background—until we attempt to drive in a region with different traffic protocols. In his essay, “Protocols Don’t Build Pyramids,” Drew Austin examines the protocols of urbanism through this lens—as an invisible layer of technologies and behaviors that offer no charismatic symbols of themselves, but instead quietly exercise control over our lives, hiding between the “hardware” and the more visible cultural “software” of cities. Visible only to the sensitive eye, and only as suggestive patterns and regularities in the phenomenology of cities. Chenoe Hart, in her essay “Addressable Space,” casts a similar eye on the addressing schemes that permeate built environments.

			Sensitizing oneself to such patterns in different environments, and learning to parse the grammars governing them, has emerged as a critical research methodology for protocols. Many of the essays in this volume take an approach based on inventorying and analyzing the patterns in the emergent phenomenology around a set of protocols (many such inventories can be found on our website). Christopher Alexander’s classic, A Pattern Language, has become a touchstone reference for a significant thread of ongoing research. The resulting insights often generalize much better than those yielded by more traditional objects of inquiry, such as organizations or culturally defined communities.

			Protocols create new kinds of humans because the patterned near-invisibility of successful protocols induces a kind of deepening ludic immersion. Such immersion molds human personalities so strongly that we begin to identify with the roles we play in protocols, often without even being aware of them, like fish in water. Visible motifs of powerful technological protocols, such as clocks, watches, smartphones, and cars, can come to define the personalities of individuals and even entire cultures. But the most important parts are typically invisible. For example, while clocks and watches are ubiquitous and highly visible, they are the tip of the iceberg of time protocols in modern life. It is easy to miss the myriad invisible ways in which clock time structures our lives, from train schedules and norms of scheduling meetings to begin at half-hour boundaries, to the structuring of work and leisure hours by calendars with roots in ancient religions.

			The upside of such molding is that we can become highly skilled and acquire de facto superpowers without realizing it. To cite a reference that has been popular in our conversations, protocols often instill behaviors the way Mr. Miyagi did in The Karate Kid. Daniel-san acquires karate skills without realizing it, practicing wax-on-wax-off behaviors. The downside, of course, is that their unconscious nature can make protocols powerful mechanisms for coercive control and induced self-destruction.

			In her essay on the history of time cultures, “Control and Consciousness of Time,” Saffron Huang dives deep into this phenomenon, around possibly the most powerful class of protocols in our world—those relating to timekeeping.

			Less obviously, such ludic immersion with all its positive and negative potentialities is characteristic even of protocols that are mostly cultural in origin, such as those of organized religion. In her essay, “The Protocol System Experience,” Angela Walch takes a broad look at what it means for humans to be unconsciously immersed in protocols, and the often heroic efforts that may be required to break out of them when they begin to fail.

			Arguably, we only become aware of the vast majority of protocols when they fail, making us conscious of the patterns of control they embody. Nadia Aspourohova, in her essay, “Dangerous Protocols,” extends arguments first broached by Alexander Galloway two decades ago in his early seminal book, Protocol: How Control Exists After Decentralization.7 Through exploring the ways protocols can become oppressive and destructive, Nadia’s research inspired what has since become both a term of art and a research technique in our program—the Kafka protocol: a speculative protocol that is the absolute worst one conceivable for given circumstances.

			It turns out that the thought experiment of Kafka protocols—which some real-world protocols such as TSA airport security approximate—is a surprisingly useful diagnostic tool. In her account, Nadia suggests two other categories of protocols—Whitehead protocols, protocols that represent Whitehead advances and embody net benign and positive patterns of control, and Bartleby protocols, named for the Melville short story, where agency can only be found through inaction and passive resistance.

			From Tradeoffs to Tensions

			When the Summer of Protocols program began in the fall of 2022 as a pilot study involving half a dozen of us in the Ethereum ecosystem—and which resulted in the essay, “The Unreasonable Sufficiency of Protocols,” included in this volume—we had no idea if there would be a there there. We struggled to come up with a working definition of the word protocol, and to classify a bewildering array of candidates as protocol or not a protocol. It was genuinely challenging to try to distinguish the term from the universe of similar terms (many of which had their vociferous champions)—API, algorithm, platform, norm, standard, tradition, ritual. Drew Austin proposed a useful test of rigor—does your idea suffer if you try to express it without using the word protocol? Does the term add clarity or muddy matters?

			The story of the evolution of our definitions (plural) of the term is revealing. The definition we started with, which you will find in “The Unreasonable Sufficiency of Protocols,” is from Ethereum researcher Danny Ryan:

			A protocol is a stratum of codified behavior that allows for the construction or emergence of complex coordinated behaviors at adjacent loci.

			This definition has now been debated, challenged, rejected, fought over, adopted, ignored, extended, restricted, and generally tortured with relentless energy by dozens of strongly opinionated minds over two years. In several of the other essays, you will find many competing definitions.

			In hindsight, each of these conversations, which were often frustrating in the moment, represented steady and, dare we say, convergent progress. Our conceptual understanding steadily improved, as did our ability to draw useful and provocative boundaries.

			Through our arguments, we bootstrapped each other into the beginnings of protocol literacy, protocol pilling and nerdsniping each other in a hundred different ways, and collectively muddling through to a rough consensus around what we were talking about. A recent fruit of this process is a definition we’re enamored of:

			A protocol is an engineered argument.

			This definition was inspired by a definition of the word tension proposed by Tim Beiko, one of the directors of this program:

			A tension is a tradeoff plus a conflict.

			This definition emerged from a week-long futures workshop held as part of our 2024 program in collaboration with Edge City, an ongoing experiment in virtual urbanism, and 0xParc, a protocols research collective.

			In one exercise, participants collected “tension cards” from each other—for example “ossification vs. adaptability” or “regionalism vs. nationalism”—and imagine futures progressively constrained by them. The activity worked beautifully and led to some fascinating output. The Tensions Game, as we call it now, has become a key research tool of the program. The game itself is protocol-like: instead of being choreographed top-down via visioning prompts and scaffolding, the conversation is driven by a peer-to-peer exchange of constraints in the form of digital trading cards.8 It turns the insight behind the joke, “you’re not in traffic, you are traffic,” into a generative collective-visioning mechanism, and protocolizes Frederik Pohl’s famous dictum:

			A good science fiction story should be able to predict not the automobile but the traffic jam.

			Every successful protocol, arguably, is the result of successfully anticipating some sort of traffic jam, and presciently engineering mechanisms to manage the underlying tensions. Almost everything around us, in technologically modern environments, comprises “engineered arguments” that resemble urban traffic in their phenomenology.

			The reason this happens, as Tim likes to observe, is that most people intuitively imagine the future to be “the current world, plus their pet thing.” In reality, the future emerges as a traffic jam of multiple things that are changing in unexpected ways simultaneously, driven by actors with different priorities and headed towards different destinations, creating emergent tensions that all must learn to manage.

			The Tensions Game helps build perhaps the important element of protocol literacy—the ability to navigate multiple things changing at once, not all of which you are able to even observe, let alone control. This literacy is primarily social, not technical. Unsurprisingly, even experienced architects who have engineered important protocols can lack this literacy, while seemingly inexperienced “lay” people sometimes just intuitively “get” it.

			This notion of a tension is a subtle level-up of the more familiar engineering notion of a tradeoff. Where tradeoffs precipitate decisions, which often enjoy the benefits of finality once made, tensions describe dynamic states that require ongoing management and can call for sophisticated social skills. Unlike the epic heroes of antiquity, or even cyberpunk heroes, protocol punk heroes are rarely lone wolves. Instead, they often exhibit remarkable social skills. Their uncanny protocol-whispering abilities often rest as much on social engineering skills as on technical engineering or architecture skills. And it should come as no surprise that protocol criminality too, of the sort involved in charismatic cryptocurrency heists, or the sorts of modern burglary profiled by Geoff Manaugh, usually involves sophisticated social engineering.

			Tensions manifest strongly in protocol-based technology ecosystems like Ethereum where no single person is in charge and many actors are in a state of continuous, stylized punk-on-punk conflict—conflict that can be incredibly generative if managed well and incredibly destructive if managed poorly.

			Unlike traditional technologies created by private corporations, governments, or even open-source communities, where an individual auteur architect or engineer might powerfully shape major tradeoffs by fiat and with finality, protocols tend to evolve through, and as, structured arguments that no one actor can dominate. Protocols evolve as moving traffic jams.

			Blockchain protocols, of course, exhibit this property in particularly clear and legible ways, with key design decisions being shaped by technical, political, and social arguments among actors whose influence can be measured precisely in terms of the software infrastructure or cryptoeconomic assets they control. A subtlety worth noting: in blockchain protocols, operational control matters more than nominal ownership or authority, as the common phrase not your keys, not your coins highlights.

			A major component of the work of protocol whisperers is to manage constantly shifting tensions at an ecosystem level, rather than within a single organization. Often the only levers available are soft personal authority earned through a history of contribution, trusted relationships with allies on many sides of many active arguments (undermining the naive understanding of blockchains as trustless in some cosmic and absolute sense), and, perhaps most importantly, a strong sense of the collective memory of an evolving commons.

			The authority of consensus memory is perhaps the closest thing protocols have to a source of continuously renewable legitimacy. The evolution of protocols can be seen as ongoing arguments about what features to enshrine in the protocol itself and what associated narratives to enshrine in the meta of the protocol, to borrow a term from gaming. Stewards of these narratives play something like an intercessory role in the evolution of protocols, mediating relationships of all actors to the evolutionary history that came before them. A commonly held tenet is that a deep sense of history is necessary—without a traditionalist’s attachment to that history—and almost sufficient for effective protocol stewardship.

			Not surprisingly, the relationship between protocols and memory turns out to be a deep and important topic, one explored in Kei Kreutler’s essay here, “Artificial Memory and Orienting Infinity.” The things you choose to remember about the history of a protocol arguably constitute your revealed preferences about how you think it ought to evolve in the future. The things a protocol itself remembers is some function of all the things individual participants in it remember and all the traces their behaviors leave behind in the material substrates it touches.

			The infinity in Kei’s title points at an important feature of protocols. In the protocol paradigm, the game of technology becomes what the philosopher James Carse called an infinite game—one where you play to continue the game rather than to win. This does not mean that protocols are immortal, or that immortality is a desirable feature. Nor does it mean that protocols preclude competitive vigor or radical changes. As Sarah Friend argues in her essay, “Good Death,” protocols in fact demand a significantly more evolved and actively conscious attitude towards mortality, aging, and yes, death. And as Rafael Fernandez demonstrates in his essay, “Welcome to the Swarm,” powerful protocols can induce some of the most intense and generative kinds of competitive environments, capable of driving innovation and evolution far faster than either traditional markets or top-down organizations. In a similar vein, David Lang notes in his essay, “Standards Make the World,” that protocols and standards are:

			Neither state nor market, but essential to both.

			Protocols are perhaps best understood as technologies that self-consciously aim to embody the spirit of biological evolution. All technology has an evolutionary character of course, as Brian Arthur demonstrates in his seminal book The Nature of Technology,9 but protocols, as engineered arguments, are evolution-aware technologies that attempt to internalize their key ongoing conflicts in structured and stylized ways, without necessarily “solving” them.

			In protocol design and architecture conversations, a truly remarkable amount of conscious and active attention is devoted to things like selection pressures, incentives, red-teaming, and modeling of emergent equilibria. Unlike the engineer in a private corporation, or the bureaucrat in a hospital or a government agency, the protocol whisperer must simultaneously think like an Organization Man, a central banker, a hacker, a market maker, and a military strategist.

			This is obviously not easy, and good protocol whisperers are rare and highly valued. But the skills necessary are becoming increasingly visible, imitable, and teachable. The rising level of ­protocol-whispering abilities is perhaps the best evidence that we are rising to what Stewart Brand proposed as the central challenge of the modern human condition:

			We are as gods, and might as well get good at it.

			Awareness is becoming evident in traditional technology discourses. For instance, in a classic 2014 commencement address, Only Openings,10 designer Frank Chimero employs an evocative pair of stories drawn from wildlife management protocols at Yellowstone National Park as allegories for good and bad philosophies of technology. As an example of a bad approach, he cites the ­near-extermination of the gray wolf in the American West by park rangers in the 19th century at the behest of ranchers, which critically destabilized the ecosystem. As an example of a good approach, he cites the more recent case of a similar issue with bears, where rangers began to successfully manage tensions involving bears, rather than attempting to “solve” the bear problem “once and for all.”

			Such thoughtfulness is rare, as we continue to discover in our ongoing research. Two 2024 projects, on forest fire management in California and shoreline adaptations in response to sea-level rise in Brooklyn (material on these projects can be found on our website), discovered, unsurprisingly, that the “wolf extermination” approach is far more common than the “bear management” approach. Misguided attempts to solve problems “once and for all” are the default. Efforts to create the right engineered arguments are the exceptions. Playing to win is the norm. Playing to continue the game is rare.

			The pluralist infinite-game idea of a protocol as an engineered argument can be contrasted with a complementary “playing to win” definition of an API11 suggested by Tim Beiko: an engineered agreement. Unlike a protocol, an API can be, and usually is, the design outcome of a fiat perspective that aims to solve a problem once and for all, to serve the interests of a single dominant actor. And that perspective is often motivated by a play-to-win mindset. Many corporations and even open-source projects publish such play-to-win APIs relating to their products or platforms. In an increasingly software-eaten world, we often talk of jobs being “below the API,”12 hinting at the natural disposition of the API as an architectural pattern embodying centralized control.

			While there may be internal arguments and debates around APIs, typically a powerful architect or group has final say. Underlying tradeoffs are, in corporate-speak, owned by specific individuals or workgroups and never rise to the level of live open-ecosystem tensions managed in, and by, a commons. Internal victories by powerful actors within organizations or communities turn into predetermined external victories at the level of technological ecosystems. These then end up being governed by fragilizing “wolf extermination” philosophies that drive incredibly valuable natural and technological commons to their destruction. In his eponymously titled classic 1998 book, James Scott called this tendency seeing like a state, and the associated technological ideology authoritarian high modernism.13 While the book is increasingly popular in technological circles, contributing to the generally growing awareness and literacy, in protocol-oriented technological circles its lessons are everyday lived realities.

			In the world of protocols, authoritarian high-modernist individuals and organizations, able to exercise unchallenged authority and impose play-to-win finite game philosophies, are often termed BDFLs—benevolent dictators for life—a term that first emerged in the Python community to describe the inventor of the language, Guido von Rossum. The term is nearly always employed ironically. Unlike most powerful corporate technologists, such as Steve Jobs, von Rossum famously didn’t want to be a BDFL. But in traditional technological paradigms, BDFLs, whether eager and willing like Steve Jobs and Linus Torvalds, or reluctant, like von Rossum, often have no choice but to play the role. The underlying approach to building technology requires the presence of BDFLs. The seeming indispensability of BDFLs often leads people to the tempting conclusion that the very nature of technology calls for such a source of charismatic authority. The traditional theory of technology is what we might call a Great Man theory of technology.

			Protocols though, as engineered arguments, appear to have an unreasonable capacity to evolve coherently without the need for a fiat authority, and make use of the talents of exceptional individuals without becoming vulnerable to their caprices or blindspots. Or to make a stronger statement, they resist BDFLs. Even ones with historical claims to fiat authority.

			Of course, many step up and play leadership roles at various times around specific transient challenges, but modern protocol ecosystems resist any single individual becoming a linchpin—a persistent single point of human failure—no matter how benign or positively disposed to the health of the ecosystem they may be. The presence of linchpin individuals is often viewed as being as dangerous as capture by a hostile adversary. Many of these issues are explored in depth in Trent van Epps contribution to this volume, “Capital and Enclosure in Software Commons.”

			There are also non-human single points of failure (SPOFs). In a thoughtful critique, Moxie Marlinspike, co-creator of the Signal messaging protocol, pointed out the many SPOF vulnerabilities in the Ethereum ecosystem.14 In the worst cases, they can lurk unseen until they cause the unexpected fatal collapse of a valued protocol.

			In well-managed protocols, SPOFs are broadly recognized, consciously managed, gradually mitigated, progressively moved to less and less critical loci, and in the best cases, eliminated altogether. The threats they represent are slowly reduced from existential to manageable to non-existent. SPOFs, both human and non, are typically a major focus of the ongoing engineered argument that is the meta of a protocol. This is true not just of Ethereum, but all thoughtfully stewarded modern protocols. The Signal protocol itself, for instance, while not invulnerable to attack, any more than Ethereum, is less subject than competing messaging technologies to caprices and whims of any single individual or organization.

			One reason we do in fact see many examples of healthy protocol ecosystems, full of people who possess not just appropriate skills, but appropriate sensibilities, is that there is a growing loyalty to the paradigm of protocols, beyond any loyalties to specific embodiments of particular technical or social ideas. The idea of end-to-end encryption (E2EE), for instance, has been firmly installed in our collective technological consciousness, regardless of whether specific projects like Signal live or die. The set of ideas that make blockchains possible are here to stay, regardless of whether Bitcoin or Ethereum survive. The protocol paradigm is here to stay.

			New Discontents

			Discontent with prevailing technological paradigms and the institutions and social paradigms associated with them is, of course, neither new nor rare. Neither is the impulse to exit from them. What is rare is for the impulse to find a foothold in a meaningful alternative paradigm—one with a set of powerful ideas clearly different from the ideas sparking discontent and ideas that have enough coherence and validity to them that we can expect them to survive in the long term, even if particular embodiments don’t survive.

			The good news is that protocols do, in fact, represent such a paradigm. They really are an alternative to the paradigm represented not just by traditional social media, but by nearly all industrial-era technologies.

			To answer our own question from the beginning of the program, a growing number of us are now convinced, two years in, that not only is there a there there to protocols, it is in fact much more substantial than the prevailing technological paradigm.

			The bad news? This new paradigm comes with its own new causes for discontent. The protocol paradigm only promises alternative questions and answers, and different sources of reassuring hardness to bet on. It does not make any promises about satisfying items on whatever ideological checklist you might be bringing with you. Protocols, honestly represented, do not promise that you will face no problems or discontents—only that they won’t be the same old discontents that leave you feeling trapped in the traditional paradigm. They don’t promise a tension-free existence, where all conflicts are magically resolved. They only promise interesting new tensions and an interesting new meta of engineered arguments to manage them.

			During the 2022 exodus from Twitter, many immigrants to protocol media reacted with confusion and incoherent expectations upon encountering deeply unfamiliar realities lurking beneath deceptively familiar user experiences. They wanted the comforting affordances they were used to on centralized media. Many found they could not stomach the alien realities—realities that shattered naive utopian expectations, but in ways that bewildered rather than disillusioned, and disoriented rather than infuriated.

			For instance, many demanded that mechanisms they were used to—“following,” “muting,” “blocking,” “reporting abuse”—work in familar ways. They tried behaviors and tactics learned on centralized media—such as drives to “deplatform” or “cancel” ideological adversaries—and discovered to their dismay that their tactics either didn’t work at all or had unexpected and confounding results. Tactical skills, hard-won over a decade of culture-warring experience with centralized social media, turned out to be, to use the physicist Paul Dirac’s famous phrase, not even wrong for protocol social media. Some tactics they had mastered, it turned out, had been engineered out of the argument altogether. Other tactics, which they did not understand, had been engineered in, and were driving battles they could make no sense of.

			Upon learning that some of their expectations were simply mathematically impossible to provision on protocol media, many reacted with disbelief, anger, and frustration. Surely it was possible to comprehensively block a troll in a guaranteed way? To truly censor an unconscionable view?

			Those who arrived full of eagerness to live by what they thought were the absolute principles of the new paradigm encountered disappointment as well. Instead of a lofty and absolute commitment to the principle of “decentralization,” for instance, they found arcane conversations about “sufficient decentralization” constrained by hard-edged technical tradeoffs rather than insufficient ideological fervor. Fraught conversations around anonymity were replaced by new conversations about “KYC regulations” and “Sibyl resistance.”

			Both unconscious partisans of the old and diehard ideologues of the new found that they had to manage the tensions of the protocol with a pragmatic and collaborative spirit.

			Many experienced an even more unsettling kind of meta-anger and meta-frustration: They discovered that not only was there no way to address their grievances, there wasn’t even anywhere to direct them. While organizations, software products, and individuals associated with a protocol might offer ready and tempting targets, they were not meaningful targets. They had no ability to override the mathematical laws at the root of many grievances. At best, you could hope for the limited satisfaction of imposing your preferences locally or dethroning an influential individual, organization, or software element within a protocol’s ecosystem.

			When it comes to protocols, sticking to any kind of ideological hardline position cedes agency to those willing to participate in the engineered arguments. There is no winning move, and the only way to continue to play is to recognize that you’re not in traffic, you are traffic.

			Faced with this reality, many, as you might expect, bounce off of protocol social media. Many discover that they have much more of an authoritarian streak than they want to cop to and are unconsciously or not looking for a more global, absolute, and totalitarian imposition of their preferences than protocol social media allow. The necessary affordances are simply missing.

			To partisans of protocol media, of course, these “missing” affordances, far from representing bugs or incompleteness, are the defining features. Protocol media, in many ways, are defined by what you can’t do. Ways in which you can’t be evil. Not because some unaccountable authority prohibits it, but because the math says so. The phrase “code is law” has become a bit of a cliché precisely because in protocol media, there is a good deal of substance to it.

			This substance, it turns out, is more than just an inconvenient truth for some with deeply held political convictions. It is an unconscionable one. To certain political sensibilities, being told that certain behaviors are mathematically impossible to police by design is a moral affront. It provides sufficient cause to advocate for the outright banning of protocols that do not admit familiar modes of imposition of moral authority. It elevates a subset of modern cryptographically secure protocols to a rarefied tier of technologies—alongside nuclear power, AI, and genetic engineering—that attract efforts to impose blanket bans on their existence and continued development.

			The world at large is starting to come to terms with a profound realization: The technologies underlying protocol social media, such as end-to-end encryption and blockchains, and the powerful composable and distributed systems they allow us to build, do not conform to familiar moral expectations and intuitions. The laws of the strange new worlds of protocols cannot be bent to conform to those expectations or intuitions. They address old discontents, but also trigger new ones for which no satisfying answers may exist. We must either choose to trade old discontents for new ones, and proceed to explore these worlds on their own terms, or retreat from the adventures they promise. And if we choose to explore, we must do so with the same sense of heightened responsibility we bring to other potentially dangerous technologies.

			We hope this book will convince you to choose exploration over retreat. The structure we have adopted aims to take you from ­protocol-curious to protocol-pilled; literate and empowered to act in ways you perhaps did not realize were possible. But if instead, we provoke powerful new discontents for you, and turn you into a committed critic, devoted to alternative paradigms, we’ll still consider that a win. If a discourse is engineered right, a literate adversary can sometimes add more value than an ignorant ally.

			In Part 1, Seeing Protocols, you will find a set of essays that will help sensitize you to the protocols all around us, and the patterns of phenomenology they present. In Part 2, Arguing Protocols, we will introduce a variety of analytical and conceptual frameworks designed to help you think about protocols. In Part 3, World Engines, we have a set of application-oriented essays from a variety of domains that aim to build your basic “protocol muscles,” and intuitions, enabling you to make decisions and choose behaviors with a literate awareness. Finally, in Part 4, Living With Protocols, we have a set of wide-angle essays that offer broad views of the world through protocol-tinted glasses, and two speculative fiction pieces that attempt to envision protocolized futures.

			The structure is one some of you may recognize—it is loosely based on John Boyd’s OODA loop (observe, orient, decide, act), itself a kind of epistemic protocol. Our goal with this volume is to help you install a basic protocol-pilled OODA loop in your thinking, and learn to see the world through it, as well as develop what is sometimes called Fingerspitzengefühl—a finger-tips feeling—for this fascinating subject.

			Once you’re done with this book, if you want to know more, and join us on our future adventures, we encourage you to check out our website, summerofprotocols.com, and explore the array of resources and opportunities to participate you will find there.

			Venkatesh Rao is the Program Director of the Summer of Protocols program.

			Part 1

			Seeing Protocols

			Protocols Don’t Build Pyramids

			Drew Austin

			IN 2010, a traffic jam formed on China National Highway 110 between Beijing and Inner Mongolia that would last for 12 days and extend more than 60 miles, slowing thousands of cars to a near standstill, with speeds measured in single-digit miles per day.15 The size and duration of the slowdown made the mass of stuck vehicles into a temporary, linear city, spawning a local economy of food vendors who catered to truck drivers as they passed the time playing cards. By some accounts, it was the worst traffic jam ever observed.

			Notwithstanding extreme cases like China’s, there is no historical record of traffic jams. Like a rainy day, a traffic jam is an unexceptional event: statistical noise without a unifying narrative, a cascading slowdown that makes the inciting disruption irrelevant as it engulfs more and more cars. Traffic congestion is not a catastrophe but business as usual, often quite predictable, rising and falling on daily cycles like tides. And while a traffic jam’s aggregate cost is quantifiable, in dollars or wasted hours, the pain it inflicts is ultimately personal, experienced as quotidian and arbitrary tedium by thousands of individual drivers. Nothing is less interesting than someone else’s traffic jam story.

			Traffic Jams as Protocol Friction

			Local news media report on traffic in a manner that resembles their weather coverage, as though it’s a natural feature to plan one’s day around and beyond the scope of anyone’s control (which it is). A phenomenon like traffic congestion, having settled into its cyclical equilibrium, eventually congeals into a permanent feature of the built environment, and the traffic-laden roadway is thus a microcosm of the urban landscape as a whole: a layered matrix of material infrastructure (buildings, roads, fiber-optic cables) supporting additional strata of flows (people, money, information), with each layer possessing a different degree of flexibility.

			Like traffic itself, the jam is a recognizable pattern that emerges from the interaction of these layers: human behavior, physical infrastructure, laws, and a variety of other forces. However slowly it moves, this congestion is not a static object but a flow, a temporal mismatch between the supply of road capacity and the demand for it. At first glance, traffic jams appear to be a coordination failure—not quite anyone’s fault, but rather the emergent product of a self-organizing system. When understood as individual sacrifice in the interest of collective mobility, however, traffic jams begin to blur the distinction between failure and success: by broadening or narrowing one’s perspective, either assessment is possible.

			Traffic congestion is a representative problem of the contemporary Western city: a chronic tension between the built environment’s hard constraints and the fluid, volatile demand for that infrastructure and its various uses—a conflict that, in its worst cases, reverses the utility of a system altogether (like a municipal sewer system overflowing during a storm). Better coordination mechanisms could presumably help, but the tradeoffs necessary for such optimization are often undesirable, entailing higher costs or restricted freedom. As growing vehicular flow approaches the limit of a road’s maximum throughput, a traffic jam becomes the most likely resolution, like a packet-switched network suffering from bufferbloat16 and jitter17—an analogy that highlights how cars and drivers are more like a highway’s informational content than individuals with agency, at least while on the road. Such outcomes, in their apparent disorder, may seem to indicate the absence of protocols. But they are more likely just symptoms of flawed protocols, or necessary headaches meted out by protocols working as intended.

			Traffic jams are a problem that is not meant to be solved but managed—one possible approach to the challenge of distributing aggregate benefits and costs among individuals. The jam is a feature of traffic, not a bug—less a failure than the janky avoidance of failure, a necessary compromise, the sufficient but “dumb” management of high throughput. What is traffic, after all, but a multitude of cars on the road, each driver pursuing their own self-interest, using transportation infrastructure for its intended purpose? You aren’t stuck in traffic. You are traffic.

			Cities and Their Problems

			As nodes of concentrated human activity, cities are inherently sites of conflict, as well as systems for resolving that conflict. If civilization is increasingly urbanized, so are its problems. Many of the contemporary city’s seemingly disparate troubles, including traffic congestion, are unified by an underlying condition: a mismatch between the built environment and the collective needs of its inhabitants, between physical systems and information flows, between material structures and the ever-changing uses to which they are put.

			In the United States and elsewhere, city dwellers grapple with this mismatch in a variety of ways: widespread, often imprecise complaints about gentrification, along with an increasingly polarized debate about the proper solution to declining residential affordability, attest to a dissatisfaction with how access to the built environment is distributed. Other urban areas, meanwhile, face economic decline and population loss, a phenomenon epitomized by the deindustrializing American Rust Belt in the late 20th century. The more recent explosion of remote work has led to a persistent underutilization of central city office space that seems poised to echo that previous phase of urban deindustrialization. Globally scaled problems like climate change and the COVID-19 pandemic have threatened the perceived viability of specific cities, or of cities in general, while exposing flaws in how those cities are organized. Chronic issues like traffic congestion endure. In all of these cases, the cumbersome base layers of the built environment can’t keep up with circumstances that seem to change faster and faster—and in their rigid materiality, how could they?

			More fundamentally, there is a prevailing sentiment among individuals that the city they want is unattainable—that they lack the agency to shape the built environment they inhabit, with real estate market conditions, digital platforms, corporate interests, vast infrastructure networks, and inexorable climate volatility superseding more local or individual control of housing, public space, commerce, and other urban systems. This misalignment fuels a desire for a more authentic, participatory urbanism: walkable cities, third places,18 local community, a flourishing small business ecosystem, and a general reclamation of agency in an atomized, consumerized city.

			Not only is the built environment temporally mismatched to collective needs, it is spatially mismatched: the mechanisms for effecting change at local and individual scales are deficient, exacerbating both categories of misalignment. Traffic exhibits this quality too, as a large-scale system that negatively impacts specific neighborhoods or commercial districts while subsuming or overwhelming individual action. As these global forces exert a growing influence over local activities, there is a dearth of agency at more local scales: the individual, the household, the block, the neighborhood, and even the city itself.

			The urban environment, again, is a layered system. In his 1994 book How Buildings Learn, Stewart Brand quotes architect Frank Duffy’s assertion that a building is not a building per se, but “several layers of longevity of built components.”19 These “pace layers” range from the more rigid—the building’s site and structure—to the more fluid and adaptable—the interior layout, furniture, and decorative elements. Beyond its practical insight, Brand’s framing offers a broader understanding of how systems evolve over time and how humans live with those systems. Organizational agency, he notes, often corresponds to the pace layers, with faster-changing layers subject to more individual control (a homeowner or tenant) and slower-changing layers stewarded by the community or state.

			[image: ]

			From Stewart Brand, How Buildings Learn: What Happens After They’re Built, chapter 2, “Shearing Layers” (New York: Viking Penguin, 1994)

			Perhaps most importantly, Brand observes, the dynamics of a building, city, or any system “will be dominated by the slow components, with the rapid components simply following along.”20

			This is both a blessing and a curse: the slow layers provide continuity, constraint, and stability, while the quicker layers are sources of innovation and dynamism. “But if we let our buildings come to a full stop, they stop us.”21 The tension or “shearing” between the built environment’s various layers as they change at different rates is an unavoidable condition, but Brand notes that an adaptive system allows for “slippage” between those layers:

			Otherwise the slow systems block the flow of the quick ones, and the quick ones tear up the slow ones with their constant change.22

			When the base layers of the urban landscape, being both slow and expensive to modify, are unable to adapt and change as quickly as we’d like them to—when the hardware can’t keep up with the software that runs on it (sometimes literally)—then, in the meantime, we can turn our attention from its more rigid base layers to the more flexible and adaptable upper layers—the parts of the built environment that aren’t nailed down, so to speak, and the social, commercial, and informational layers on top of it all.

			Those malleable upper layers, as Brand observed, are also more responsive to local and individual influence. It is easier to reorganize the furniture in one’s house than to change the building’s structure or expand the site on which it’s built. Longer-term interventions in the built environment that adapt the base layers to new conditions are still worthwhile—they are as critical as ever—but, for individuals working at smaller spatial and temporal scales, the “software” (and the protocols that mediate it) may be a more fruitful domain of intervention than the hardware.

			The traffic jam, again, exemplifies this dynamic, and foreshadowed the broader problem when it first emerged in the 20th century: a coordination challenge bounded by physical infrastructure constraints that make subpar performance seem inevitable—quick systems blocked by slow systems, with insufficient slippage between them (in contrast to the infrastructure for a transportation mode like the bicycle). Aside from limited solutions like tolls, congestion pricing, and HOV lanes, highway traffic protocols amount to a faux-democratic non-decision about how a multitude of overlapping vehicular trips should be organized and prioritized, with little regard for alternative paradigms that might reflect different goals or priorities. (Notably, mobile apps like Waze and Google Maps have emerged as an ad hoc coordination layer for traffic, although they have not changed the underlying paradigm.) Despite the looming prospect of self-driving cars finally rationalizing traffic, most drivers do not expect congestion to go away; our acceptance of the traffic jam is a kind of infrastructural fatalism.

			The allocation challenges afflicting many other urban systems, such as housing and public space, are versions of the traffic jam. Like traffic jams, they have become so familiar and so persistent that they seem less like problems than like a sort of weather—abiding circumstances we should just learn to live with.

			How Protocols Work

			To claim that the built environment is full of infrastructurally constrained coordination problems is another way of saying that cities have protocol problems. If protocols are coordination mechanisms supported by infrastructure, then cities are dense clusters of overlapping protocols—organizing processes that channel or filter physically grounded behavior in the pursuit of some overarching goal, such as traffic flow, public space usage, or the allocation of housing. In his 1996 paean to the urban street grid, Ladders, Albert Pope argues that the widespread expansion of the grid in the 19th century “reconceived the city as an active process rather than a discrete urban plan.”23 As this has become even more true in the time since, the role of protocols in the built environment has grown accordingly.

			As with computers, the protocols of the built environment form a supple middle layer between hardware and software, binding the two together by engaging with the specific characteristics of each. Building codes and zoning laws, for example, address both the physical forms of the structures they regulate as well as their uses and externalities.

			Broadly, protocols can be understood as infrastructure plus behavior (this oversimplifies the concept somewhat but will suffice for now). While protocols often depend upon their supporting infrastructure, they are also separate from it. At the end of Don DeLillo’s novel White Noise, the protagonist’s 6-year-old son rides his tricycle down an embankment and across the busy multi-lane expressway near their home, narrowly avoiding a catastrophic accident:

			The drivers could not quite comprehend. In their knotted posture, belted in, they knew this picture did not belong to the hurtling consciousness of the highway, the broad-ribboned modernist stream.24

			It is thus possible to occupy infrastructure without participating in its corresponding protocols. Traffic protocols are not the road itself, nor are they the drivers, but a layer that mediates the interaction between those domains—a set of rules, norms, incentives, and design affordances that work together to translate a potentially chaotic range of behavior into a more orderly result. To perhaps state the obvious, not every immaterial process or set of rules is a protocol. Additionally, not every protocol works well. There are certain characteristics that all protocols share, along with a larger set of criteria, such as legibility, that characterize good protocols.

			Protocols are essential to cities. The physical concentration of thousands or millions of people and the intersection points of myriad local and global systems, all competing to use the same finite space, are places of constant compromise at every scale, full of externalities that must be managed, boundaries that must be negotiated, and conflicts that must be resolved. From the individual lot to the block to the neighborhood and on up, cities contain sites of potential chaos that only maintain stability via the delicate balancing act that protocols perform, constraining individual agency along certain dimensions in order to extend it along others (but always within limits).

			A local street in a dense urban core, for example, must accommodate traffic circulation, pedestrian movement, commercial activity, the interface between public and private residential space, and the wide range of additional activities that happen in the urban public realm. These various systems are often at odds, sharing physical space by necessity. Pedestrians cross the street orthogonally to the flow of cars while delivery vehicles find it expedient to park in bike lanes, risking a traffic citation that may be inconsistently enforced. Construction and maintenance work disrupt routine activities in exchange for longer-term benefits, which do not always accrue to the same parties who suffer its inconvenience. Protocols help to manage these inevitable conflicts: shared street usage depends upon a mixture of behavioral patterns and laws, such as pedestrians’ right of way in crosswalks, along with physical design elements like street signs, traffic lanes, and curbs. In many places, jaywalking is prohibited by laws that are largely unenforced, giving individuals discretion to decide when such crossings are safe or appropriate.

			Defining what a city actually is, and what purpose cities ultimately serve, affirms the importance of protocols: a city is a place of concentrated exchange and interaction—an active process, as Pope describes it. Urban theorist Michael Batty writes that the city’s essential feature is “interactions between different individuals rooted in time and space.”25 Cities are where we meet to exchange money, goods, ideas, and above all, information. This implies a physical clustering of people—the people who are doing the interacting and exchanging, in the forms of commerce, cultural production, and social activity—and while cities are sites of concentrated population, that is secondary to their status as sites of concentrated interaction. A city is an information system, a conduit of flow. As architecture historian Kazys Varnelis argues, a city is a communication system, inextricable from the network infrastructure that supports it.26 (Suburbs and other settlement patterns that are not commonly understood as “cities” also enable interaction, but less densely.)

			Viewed another way, protocols are the immaterial apparatus that support and direct the physically grounded information flows that are concentrated in cities and transmitted by urban infrastructure. In her 2014 book Extrastatecraft, Keller Easterling describes the contemporary built environment as being increasingly structured by “infrastructure space,” an operating system or medium of information that governs the physical realm:

			The information resides in invisible, powerful activities that determine how objects and content are organized and circulated.27

			Those “invisible, powerful activities” are often protocols. And despite their immateriality, protocols imprint themselves on the physical landscape itself, producing observable patterns that both express the protocols’ nature and shape their ongoing performance, in a feedback loop. The design of parks and public squares, for example, often codifies the informal protocols of public space usage (a process documented in William H. Whyte’s 1980 book The Social Life of Small Urban Spaces).

			Cities as Protocols

			Where flows of information, human behavior, and physical infrastructure meet, protocols are often found. Not only do cities contain protocols within and between systems like traffic and public space, cities also are protocols themselves. A city, at its essence, is a localized system for organizing and focusing collective behavior toward coherent goals, like commerce or cultural production. And that is just what protocols facilitate. A more robust definition of protocols is this: a structured process that organizes participants’ behavior in the interest of achieving a collective goal.

			Alfred North Whitehead said that “civilization advances by extending the number of operations we can perform without thinking about them.”28 Protocols embody this process; understanding them this way supports the assertion that cities themselves are protocols, efficiently compressing civilizational knowledge and effort, thereby maximizing others’ ability to make use of it. As Lewis Mumford writes in The Culture of Cities:

			What the shepherd, the woodman, and the miner know, becomes transformed and “etherealized” through the city into durable elements in the human heritage . . . Within the city the essence of each type of soil and labor and economic goal is concentrated: thus arise greater possibilities for interchange and for new combinations not given in the isolation of their original habitats.29

			Protocolization is thus an essential quality of the urban built environment. Cities extend the operations available to their inhabitants by “doing the thinking” for them, enabling more sophisticated forms of interaction than would be possible in rural isolation. Geographic hubs like Silicon Valley, Hollywood, and Wall Street all illustrate the amplifying effects of urban clustering and the shared infrastructure that it creates, but those are only the most visible examples of a phenomenon that every city dweller benefits from. The cognitive burden of city life is likely higher than that of rural life, of course—a density of choices accompanies the density of interactions—but cities’ ability to amplify and extend one’s actions means that the benefits of that cognitive burden are higher still, encouraging more intensive usage of urban infrastructure.

			A protocolized landscape tends to be user-friendly relative to the unprotocolized alternative, at least along the dimensions that align with the protocols’ functionality (and at the expense of dimensions that do not). Today, many individuals inhabit a nearly continuous globalized ecosystem of protocolized infrastructure, evoked by metaphors like the “cloud”—in this milieu, an iPhone and a credit card are enough to ensure seamless passage through cities around the world, with relatively uninterrupted access to an array of services like Uber and Airbnb that smooth over the differences between places.

			In his 1965 essay “The Great Gizmo,” Reyner Banham praised the potent role of the gizmo or “clip-on device” in American culture, which he describes as “a small self-contained unit of high performance in relation to its size and cost, whose function is to transform some undifferentiated set of circumstances to a condition nearer human desires.”30 Although Banham did not invoke protocols, his essay implies a complementary relationship between protocols and gizmos, with the protocols making gizmos more potent and versatile and gizmos making protocols more useful and usable. Smartphones and cars are both ubiquitous because of robust mobile network coverage and road access; widespread usage of those devices, in turn, creates demand for further refinement and utilization of the protocols and infrastructure that support them.

			If the city itself is a protocol, it is also a Russian doll that comprises many more protocols, at every scale. That is, protocols are frequently nested within other protocols, in the built environment and everywhere else. The most complex instances of protocols, such as markets or religions or cities, are made up of countless “smaller” protocols that coordinate narrower subsets of behavior. An auction is a protocol within markets, for example, just as a bid is a protocol within auctions. Likewise, cities function as nodes within global networks, linked via air travel, real estate investment, and circuits of business conferences and trade shows. Within cities, protocols operate at the most local and granular scales, organizing informal retail, parking, interactions between neighbors, and the usage of public spaces ranging from parks to sidewalks.

			Like all protocols, those that mediate the built environment possess functionality but lack higher purpose. Every protocol seeks to produce some outcome via behavioral coordination, but that outcome may not be worthwhile, and may even be counterproductive in other domains. The protocol itself does not know or care, although its existence implies support for its functional objective simply by making the objective’s achievement more likely. Traffic protocols, in this framing, express an inherent affinity for movement by car, as they enable driving from one place to another without any perspective on the value of a given journey or its particular details. While a protocol’s design often reflects the extrinsic values system or higher purpose that originally gave rise to it, the intrinsic operation of the protocol itself is independent of those values, and frequently drifts further from them over time.

			Cities are no different: they concentrate human interaction and facilitate exchange without answering the question of why such coordination matters (to answer that question with a purpose like economic growth or progress is to beg the question). For this reason, protocols become problematic, or at least unhelpful, within systems that demand such value judgments. Those questions must be answered outside the scope of the protocol itself. Trying to project higher purpose onto protocols is a futile endeavor—one that is all the more tempting when their design hints at the system of values that originated them.

			Protocol Failure

			If protocols lack any higher purpose, then protocol failure is difficult to diagnose. What does it mean for a protocol to fail, and which subset of urban problems can accurately be described as protocol failures?

			When a protocol fails, it does not fail according to external criteria, but according to its own internal objectives. A cryptocurrency protocol that fosters illicit activity via the financial transactions it was built to enable, or a bureaucratic protocol that has become decoupled from any external usefulness but persists by inertia, have not failed by their own standards. Neither has a traffic jam, as discussed above: what matters—what the protocol cares about—is that cars and passengers reached their destinations, however significant or pointless their journeys. A traffic jam highlights the possibility of improved performance, but from the narrow perspective of traffic itself, that congestion is not quite a failure—rather, a driver’s decision to forego car travel altogether, for fear of traffic, would be the true failure. According to its own internal logic, a protocol succeeds to the extent that it is used.

			Within a complex ecosystem like a city, this solipsistic quality of protocols means that they have externalities that must be managed—often by other protocols. A protocol that is nested within another protocol, after all, can still fail with respect to the encompassing protocol’s objectives while succeeding according to its own. Within a more broadly defined protocol of regional mobility, then, a traffic jam can indeed be considered a failure, if the narrow traffic protocol achieves a suboptimal solution by prioritizing excessive driving at the expense of other modes like transit or biking. Zooming out far enough, it becomes possible to question the purpose of the car passengers’ trips themselves, and ask whether they should have just stayed home. These questions, again, cannot be answered within the context of traffic itself.

			Protocol failure can be hard to identify for other reasons. Many of the best protocols fulfill Whitehead’s mandate so effectively that the problems they solve disappear from view, only to reappear when something breaks. We mainly think about how the power grid works when it becomes unreliable, for example. In this sense, protocol failure offers a more complete view of a protocolized system, making the invisible visible. The average person’s awareness of protocols, in the built environment and elsewhere, likely suffers from adverse selection: the most visible protocols are the most dysfunctional ones.

			There are positive and negative modes of protocol failure. The positive mode creates a tangible problem—garbage piling up on the street, traffic congestion, rising housing costs, crime. The negative mode, however, consists of missed opportunity: the markets that weren’t made, the transactions that didn’t occur, the value not created. The negative failure mode is more difficult to observe or quantify, but is theoretically infinite. To put it another way, there is always room for protocols to improve.

			Protocol failure is ultimately difficult to assess. For chronic urban issues like traffic congestion and housing shortages, the appearance of failure often masks a system working more or less as designed, but to the detriment of certain participants. The protocol itself does not care, and failure has different meanings at different scales and from different perspectives. Efforts to solve problems that involve protocols, however those problems are defined, must first identify the contours of those protocols, and then understand whether the proper domain of intervention is the protocols themselves or the context in which they operate.

			The Urbanist’s Dilemma

			The field of urban planning, Thomas Campanella writes:

			has been largely unsuccessful over the last half century at its own game: bringing about more just, sustainable, healthful, efficient and beautiful cities and regions.31

			The contemporary urbanist is stifled by protocols, having failed to adequately recognize or engage with them. “Architects and designers stick to the discrete and the designable,” Albert Pope writes, “even as their efforts are undermined by forces far beyond their control.”32 As recent history has shown, urbanists’ failure to shape so much of the built environment does not mean that no one has done so, just that other industries like real estate and tech have shaped it instead—and they have shaped it according to their own objectives. As discussed above, the built environment is both temporally and spatially mismatched to the collective needs of those who inhabit and use it, and it is tempting to believe that this is an unresolvable conflict.

			Urbanism, as a practice and a point of view, is hampered by its core competency, a focus on the design of the physical environment. The discipline suffers from a bias toward the visible and the tangible—a bias toward built forms. To a hammer, after all, every problem is a nail. Pope continues:

			This retreat to the logic of form is a transparent attempt to regain our traditional prerogatives, our fixation on the known and the designable, to the neglect of the actual state of the contemporary urban environment.33 

			While form does matter, it is no longer the primary lever of meaningful change. The overall quality of urban and suburban life has become less correlated with the quality of its physical design and more dependent upon global information flows, market forces, and infrastructural affordances (the two are not mutually exclusive, of course, and many places enjoy both).

			As Stewart Brand’s model implies, the shearing that occurs between a system’s slow and fast layers is a fundamental feature of built structures, whether individual buildings or cities. To somehow eliminate this quality—by forcing solid structures to become flexible or freezing moveable parts in place—would undermine many of those structures’ advantages. Demand for various parts of the built environment will always fluctuate, and the volatility of those fluctuations is likely to keep increasing. The true problem is not that this happens, but rather the urbanist’s ongoing failure to properly engage with it.

			In his 2001 essay “Junkspace,” architect Rem Koolhaas offers an ambiguous and backhanded tribute to a protocolized urbanism, which the rest of his piece goes on to describe: 

			We have built more than did all previous generations put together, but somehow we do not register on the same scales. We do not leave pyramids.34

			Much to the dismay of traditionalists who hope to restore a fading vision of the city, the protocolized built environment is not inherently monumental or even photogenic, and must be evaluated according to different criteria. Core urbanist values like walkability and density—the values espoused by Jane Jacobs and codified by the profession in the subsequent half century—have been historically correlated with the centers of European and prewar American cities, which happen to be aesthetically legible and visually appealing (partially due to nostalgia). The failure of any competing urbanist paradigm to emerge in the intervening decades suggests a lack of imagination at best and an abdication of responsibility for the built environment at worst.

			Today, we no longer build pyramids, or cathedrals, or Venice (unless you count the simulacra found in Las Vegas or Disney World). Protocols don’t require monuments and they don’t generate them. This is not for lack of ability, obviously, but rather a shift in priorities as well as the processes that create the built environment. Today we build fulfillment centers, freeways, container ships, and supertall skyscrapers, all accidental monuments to the various protocols that utilize them, and equally impressive (but usually more esoteric, largely appreciated by the “protocol literate”). Unlike cathedrals and pyramids, the charismatic qualities of protocol monuments are likely to be incidental, a side effect of their primary purpose. Like computer hardware, they are often not even meant to be seen—only indirectly, through the output of their software.

			The people who claim to still want literal or figurative cathedrals are rarely the ones shaping the contemporary built environment. If they were, they would likely realize they wanted something else instead. And when they do get their cathedrals, they come in the form of marketing content or superficial decoration that disguises otherwise unassuming infrastructure space.

			It’s possible that much of “urbanism” as we know it today is a kind of pyramid or cathedral—a red herring that reflects our bias toward the concrete and the visible at the expense of protocols, which already mold the built environment whether we choose to acknowledge them or not. To bemoan the unflagging prevalence of suburbia and the junkspace that Koolhaas describes is to miss the point: those arrangements have clear problems, yes, but urbanists should inquire why so much of the built environment has escaped their purview, only to get their attention later as an object of knee-jerk criticism. When human settlement is successfully protocolized, it no longer must wait for anyone to plan it. The same is true of the massive informal settlements that have flourished on the margins of cities around the world: permissionless urbanism for populations who can’t access the official version.

			Traffic congestion is notorious for being a problem you cannot simply build your way out of. Expanding highway capacity induces additional demand following a period of temporary relief, ultimately settling at a new equilibrium that is as bad as the original congestion.35 Occasionally, new road capacity even makes the problem worse.36 The intuitive explanation is that drivers have a congestion tolerance and will increase the amount they drive as long as that threshold is not exceeded, but more fundamentally, traffic congestion is an inherent feature of traffic protocols.

			Protocol problems exhibit this quality more generally: although infrastructure, broadly defined, is a prerequisite for protocols to work, infrastructure is not enough to ensure that they do work. Protocols are supported by infrastructure but also separate from it, such that changing the infrastructure doesn’t necessarily change the protocol. Like traffic, then, we can’t build our way out of protocol problems—we need to tweak (or overhaul) the protocols themselves. This is a more complex and uncertain endeavor than simply building, which is perhaps why we avoid doing it, and why bad protocols become intractable and endemic: in many cases, they can only be fixed by stepping outside of the protocols themselves, and addressing the broader context in which those protocols operate. Traffic protocols, in other words, will not solve the fundamental problem that traffic represents.

			In a 1994 essay, “What Ever Happened to Urbanism,” Rem Koolhaas articulates a vision for a protocolized approach to urbanism, in contrast to efforts that had remained fixated on built forms, master planning, and traditional ideals:

			If there is to be a “new urbanism” it will not be based on the twin fantasies of order and omnipotence; it will be the staging of uncertainty; it will no longer be concerned with the arrangement of more or less permanent objects but with the irrigation of territories with potential; it will no longer aim for stable configurations but for the creation of enabling fields that accommodate processes that refuse to be crystallized into definitive form . . . it will no longer be obsessed with the city but with the manipulation of infrastructure for endless intensifications and diversifications, shortcuts and redistributions.37

			Nearly thirty years later, the relevance of Koolhaas’s words continues to grow. Good protocols, more than comprehensive physical design, enable the staging of uncertainty, the irrigation of territories with potential, and the accommodation of unanticipated opportunity (protocols and physical design can complement each other, of course). Protocol literacy—for individuals, groups, and institutions—is more than just a means of appreciating the monuments of the contemporary built landscape. It is a path to efficacy.
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			The Grid: Toward a Protocolized Urbanism

			Traffic congestion represents a particular kind of modern drudgery: the unpleasant second-order consequences of new technology, expressed in Frederik Pohl’s assertion: 

			a good science fiction story should be able to predict not the automobile but the traffic jam.

			Protocols are often generative, catalyzing an array of unforeseen outcomes beyond the specific problem they address. But those emergent outcomes aren’t always good. Flawed protocols like traffic create bad surprises.

			Good protocols, on the other hand, create good surprises—hence Koolhaas’s call to “irrigate territories of potential.” In the century before traffic became an everyday concern, another protocol, the urban street grid, emerged as an equally fundamental organizing principle of the modernizing built environment. Albert Pope writes in Ladders:

			As they were grafted onto historical urban cores, the 19th-century grid extensions did not so much represent planned entities, but the initiation of a system . . . that preempted the need for future episodes of planning.38

			Pope makes a compelling case for the grid as a successful protocol—generative, legible, and flexible enough to accommodate the slippage between the built environment’s temporal layers. In its apparent simplicity, the grid is imperfect but good enough, reproducible, extensible, and widely applicable, reconciling a range of urban activities and enabling a self-organizing, unplanned form of urbanization. Although the grid had ceased to be the default arrangement of urban growth by the 20th century, Pope writes, its residual presence in cities serves as an ongoing reminder of its generativity:

			The bond between gridded space and urban development is related to the grid’s inherent ability to generate systems of infinite complexity. Its ubiquitous power comes from the manner in which it conceals this complexity beneath an otherwise simplistic pattern of organization… It is not the simplicity of the grid that accounts for this elaborate social topography; it is its deference to complexity that supports the wide range of its adaptive heterogeneity—to be the enabling apparatus of such an unlikely collection of things and events.39

			In a way, the grid’s permissiveness as a spatial organizing system is the opposite of traffic’s self-sorting autonomy. Traffic surprises us with hard constraints; the grid surprises us with expansiveness and adaptability, demarcating new territory for urban development well before any buildings or people arrive. As a protocol, the grid is far from perfect, but it is both flexible and constrained in the right ways. Traffic is both flexible and constrained in all the wrong ways.

			Protocols don’t build pyramids. But the grid may be the closest thing we have to a protocol monument, so fundamental to our perception of cities that it is hidden in plain sight. Seemingly humble in its understated simplicity, the grid is as audacious as it is visible and comprehensible, promising to extend infinitely outward and map the world onto its coordinate system. Although the grid itself no longer furnishes the guiding logic of urban expansion, urbanists would do well to learn its lessons and seek their own grid-like protocols—even if the autonomy those protocols enable threatens to make central planning unnecessary. At their worst, protocols create traffic jams. At their best, they can be something more enchanting: as Pope writes, “the concrete configuration that gives access to a greater, unknowable whole.”40

			Drew Austin is a writer whose work explores the relationship between technology, culture, and cities. His newsletter, Kneeling Bus, investigates the complicated relationship between physical and digital space, inquiring how those spaces evolve together and how they interact. Drew is trained as an urban planner and has spent his career looking for ways to make transportation better, including the design of protocols like ridesharing. He lives in Brooklyn. kneelingbus.net

			Addressable Space

			Chenoe Hart

			Hidden Floors

			You may not notice in everyday life when a building you walk into is constructed of words and numbers in addition to bricks and mortar. 

			Consider the composition of One Burrard Place, a condominium in Vancouver. It was described as a 60-story building, but it contains only 54 physical floors. Its developers, in an effort to appeal to prospective residents from Chinese cultures where digits containing the number four—which sounds similar to the word for “death” in many East Asian languages—might be considered less desirable, skipped past floors in the building’s floor count ending in four. The developers also omitted a number considered undesirable in western culture, floor number 13. 

			While the building was under construction in 2015, the city banned developers from omitting any floor numbers from their buildings, after fire safety concerns were raised about the potential confusion introduced by such alternative labeling schemes.41

			The plan for a condominium proposed for construction in Manhattan in 2019 contained nearly twenty nonexistent floors. Tall buildings dedicate a handful of floors to house behind-the-scenes equipment such as elevator motors and HVAC machinery. But the first version of the 775-foot tall design proposed at 50 West 66th Street would have dedicated 192 feet of its total height to such mechanical spaces, and that count included one floor with a 160-foot-high ceiling.42 The building’s mechanical systems would have needed only a fraction of that open space, but the very tall floor allowed for apartments located above the void to offer desirable higher views. That and other similar proposals prompted the city to reevaluate its zoning laws43 and the developers were approved to construct an alternative version of the proposal containing 64- and 48-foot-high internal voids instead.44

			Whether a building’s hidden floors are nonexistent or inaccessible, they are presented in a similar manner to visitors: as spaces concealed by information. A panel of elevator buttons symbolically depicts floors in a building; it does not convey the height from the ground of each floor. The buttons enumerate the floors as discrete standalone units, akin to digital information. And that information, abstracted away from analog reality, can then become more arbitrary; the numbers pointing to floors on an elevator’s panel may convey a distorted representation of the number of floor slabs the building actually has. The information takes on an indirect relationship with the physical world in the same way that a website URL address does not reference the physical location of the server hosting it. 

			Like computers, where software programs use pointers to indirectly access data in physical memory, floors and apartments subject to abstract addressing schemes become randomly accessible. This system is similar to the chaotic storage of automated warehouses, where inventory items are placed in arbitrary locations instead of being grouped with similar objects.45

			When we navigate physical space through digital abstractions,46 like we do when pressing an elevator button or looking up a street address, we see the world in the same geographically neutral way that a computer might.47 

			This translation process might mean that information has to be made appropriately legible, to borrow a term from political scientist James C. Scott, in order to exist in a form capable of being processed by an abstract organizational system.48

			Digital Rooms

			Digital methods of organizing physical space emerged in the 18th and 19th centuries, as governments sought to develop methods to informationally comprehend their territories. House address numbers were introduced primarily for purposes of tax collection and military conscription, allowing for, according to historian Anton Tantner, the interior of the house to become “transparent” to the state.49 

			Meanwhile, the adoption of corridors in governmental buildings streamlined internal passage, creating conduits that allowed for faster transmission of information within those organizations. As corridors aligned the doors to multiple offices or classrooms alongside each other in relatively equal relationships, they introduced a new architectural dynamic. Architectural theorist Mark Jarzombek suggested this alignment could exert an equalizing social influence, creating neutral common spaces for interaction among people of different backgrounds and social classes.50 Distances between rooms mattered less than they had before.

			Around that time, residential homes acquired a feature that we now take for granted: the idea of private rooms. Architectural theorist Robin Evans identified a progression towards enclosed rooms within Victorian households, in contrast to a earlier Italian Renaissance-inspired paradigm in which rooms opened up to each other. Evans described the interior experience of the Villa Madama from 1525 in Rome as rooms that could function like

			[. . .] an open plan relatively permeable to the numerous members of the household, all of whom—men, women, children, servants and visitors—were obliged to pass through a matrix of connecting rooms where the day-to-day business of life was carried on.51

			Defined by Victorian norms of social separation, later British household spaces became more self-contained. Entrance was often via a single door on one wall, leaving other walls closed off from their surroundings. We might perceive such an enclosed room as a discrete entity, a place where awareness of the external spaces and events occurring beyond its walls is not necessarily present. Those singularly identifiable rooms could then take on implicit names and associations regarding their functions and purposes. One room in a house might be called a dining room or designated as servant quarters.52 

			A room inside a home might not have an official label like those numbered along an institutional corridor, but an informational association was still involved. You were either allowed in a room or you were not; the room was either being used for its intended purpose or it wasn’t. Such a room could be said to embody a binary spatial condition. By virtue of this binary nature, these spaces could also be metaphorically described as digital.

			Cinematic Elevators

			Elevators were introduced into buildings in the 19th and early 20th centuries. Their subsequent technological evolution enabled physical space to become, like modern computer memory chips, a randomly accessible medium. To access a floor in a high-rise building today, you push an electric button which has, like a memory address code, a discrete label of digits associated with it. That interface was a significant development beyond those of early elevators, which were manually controlled by operators using levers. Before, reaching the fifth floor once required holding down the lever for a longer duration than was needed to reach the third floor.

			After the early 20th-century introduction of relays for semi-automatic analog electrical control, which regulated the elevator’s speed when stopping at floors, the need for an elevator operator’s hand crank—and the skill to use it—was gradually automated away.53 In 1950 at the Atlantic Refining Company building in Dallas, Otis Elevator installed the first modern (sufficiently automatic to handle commercial traffic volumes) passenger-controlled elevators featuring panels with dedicated buttons for each floor like those we push today.54 Accessing a high floor now involved the same amount of physical effort as a low one.55

			Floors in residential buildings had once been described using hierarchical terms, which indicated their decreasing desirability as reaching them involved ascending more flights of stairs. The main level, where a house’s owner resided, was called the piano nobile, and was accessible by two or three flights of stairs, while the cramped garrets, just below the roof, commonly housed servants. The elevator’s arrival equalized the levels in a building, as now each was equally accessible.56 It facilitated a more neutral way of describing floors by using numbers instead of names.57 

			In some cases, this system inverted older hierarchies, making the top floor into a more desirable penthouse. Either way, the journey to get there became artificially linear.

			The experience of ascending a 10-foot floor or a 20-foot lobby within a windowless elevator car became relatively interchangeable, as the elevator passed each with equal ease. It could also bypass additional levels of space58 located between its designated stops, like those of a stair landing or a conversation pit slightly sunken into a floor. The range of potential vertical spaces was reduced (or, in signal processing terms, quantized59) by the logic of the elevator design. It limited the usable areas to a smaller set of levels, specifically the top surfaces of the slabs at which it was programmed to stop.

			Passengers foregoing the stairs might miss aesthetically appealing opportunities to look down onto other floors from a mezzanine or to make a grand entrance into a room. The architect Philip Johnson once lamented that elevators disrupted the “whence and whither” of a continuous unfolding visual narrative which visitors might otherwise experience when walking through a building. The sense of surprise or delight one might feel when entering a new room or turning a corner could be diminished if the journey to get there had been interrupted by a disorienting elevator ride.60

			From the less traditional perspective of the filmmaker-turned-architect Rem Koolhaas, the fragmented transitional experience of entering and exiting an elevator could instead be engaged with. Just as a movie may cut abruptly between footage of two different locations, leaving out mundane events outside of its main narrative, architectural spaces could similarly be designed to “connect episodes.”61 And in both mediums, the technique could be used to tell new kinds of stories.

			For Koolhaas, the elevator’s ability to grant independent access to any floor transformed each floor into a discrete enclosed zone, capable of harboring its own distinct thematic world. As with the enclosed Victorian rooms, those floors were able to take on greater degrees of information, as a result of each floor’s isolation from its surroundings. Koolhaas found an exemplifying precedent for his ideas in New York City’s Downtown Athletic Club built in 1930, within which disparate spaces coexisted on different floors inside the same 35-story building, including a boxing gym, a swimming pool, and a golf course.62 The interior experience of a building could be, like footage recorded onto film, cut up and rearranged.

			Informational Walls

			We’re told a story whenever we ride in an elevator that omits floors from the buttons on the panel. Omitted floors can be invisible to your awareness, unlike the way a closed door remains seen and known. An elevator’s jumps through space create additional walls in a building, defined by information rather than physical space. Shaded-out areas of architectural floor plans can sometimes present the inaccessibility of physical barriers like walls and underground soil similarly to how they represent socially unauthorized spaces like the interior of a neighboring building; similarly, spaces bypassed by an elevator could also be presented shaded-out with a color or pattern of impassable poché. 

			The world accessible from an elevator is like a movie set: you don’t see the spaces behind the facades. Just as Hollywood movies edit everyday life into an idealized form, our interfaces for traveling through physical space can intentionally bypass inconvenient or undesirable locations, in a potential continuation of Victorian forms of spatial isolation. 

			Some real estate developers constructing new residential apartment buildings in cities where they are required to include affordable housing units have incorporated separate circulation systems for accessing those units. These buildings feature what journalists and commentators have referred to as poor doors63—separate entrances, lobbies, and elevator shafts for the affordable housing renters to access their units. One Riverside Park on New York’s Upper West Side, the building that inspired the term poor door, required different journeys to access locations in its interior even though all of its units could have been easily accessed via a single bank of elevators.64

			The poor-door practice was banned by New York State in 2015,65 but continues in other places with tight real estate markets.66 Other types of separate circulation systems were still being implemented in New York after the ban. 

			One building can informationally become two: Building 15 within the city’s expansive Hudson Yards Development, for example, features two doors and lobbies which are connected together but located on different floors. The less prominent of those two entrances was associated with its own street address used on the application form for affordable units.67 Giving the building’s two entrances individual street addresses allowed for the income-segregated portion of the building to be informationally represented as a different building. 

			Duplicate Places

			Other informational labels can make us feel like we are inhabiting multiple places at once in our minds or that different locations are the same. You may live in many different houses during your lifetime, yet call each one “home.” In the commercial sphere, we recognize new locations of familiar retail chains via symbols we have seen in the past. In addition to selling familiar foods or products, those buildings will typically also have similar physical layouts since they are designed according to a standard store prototype. In the terminology of object-oriented programming, an individual location of a chain business could be called an instance of a class.68

			When you enter an instance of a food chain like Chili’s or a Starbucks, you know it will provide an experience consistent with your memories of other instances you’ve visited. You go through the motions of walking through its interior for the first time as though you were traversing the interior of that other remembered building.69 

			You also know what its interior will look like before you walk inside: Panera Bread will have soft benches and a Chipotle will have plywood and aluminum decor. You know in advance where to order, where to sit, and where the restroom is. Visiting a chain takes less mental effort than trying a new and unfamiliar restaurant. A chain is familiar territory in the same way your home or your office is. And indeed, that phenomenon is part of the business model which has made chains successful. 

			Today, technology may guide you more effortlessly to familiar places, since we are likely to search a digital map for places with names we remember. When asking a GPS to direct you to the nearest location of a chain, as long as no errors occur, you don’t need to know the destination’s address or recognize its surroundings any more than you’d need to know where a website’s physical server is located. And like websites, we might bookmark places in the world around us, artificially prioritizing them over their surroundings. The more you focus on the dots and lines on a digital map instead of your surroundings, the more your travel starts to resemble an elevator ride. You bypass the experience of the spaces between your journey’s start and end. 

			When our movement through physical space becomes sufficiently abbreviated, it no longer involves travel at all. You can order delivery from a restaurant you might never visit in person. You can summon a ridesharing driver to take you “home” (a place that you might well have bookmarked on your phone) from anywhere in a city without knowing the navigational steps involved. 

			Like the hidden floors in an elevator building, new spaces concealed by uneven access to information exist in our cities. One example is the “cloud” or “ghost” kitchens providing food-delivery services. With their growth catalyzed by the Coronavirus pandemic, these kitchen-only, online-only cooked meal providers had no need for the costs associated with providing seating. Sit-down restaurants were meanwhile forced to scale back to only providing meal pick-up and delivery, rendering their in-person experiences temporarily obsolete.

			Cloud kitchen brands can also be deployed to manipulate information about the offline world. In the spring of 2020, consumers who saw Pasqually’s Pizza appear as an option on their delivery app, if they read the company’s promises of “fresh ingredients” and “handcrafted pizza crusts”70 might have imagined they were buying from a local business. 

			Behind the scenes, though, their pizza was made by the large food and amusement chain Chuck-E-Cheese.71 Small print on the Pasqually’s website noted that it was owned by CEC Ent. or CEC Entertainment. A CEC representative acknowledged that its goal was to offer “a more flavorful, more premium pizza experience” from their regular child-oriented brand, despite its pizzas being made in the same kitchens.72 The food was being ordered and delivered as though it had come from somewhere else.

			Virtual Worlds

			When physical spaces overlap, they can start to exhibit traits typically found in virtual spaces. Travel can resemble teleportation instead of walking. One example of how information governs access to virtual space can be found in the game designer Michael Nitsche’s description of the Cube Club level of Common Tales, a virtual storytelling experiment:

			… two opposing doors from one virtual room lead to similarly opposing doors in a different room. When an avatar leaves the first room through the northern door, he or she will enter the seemingly adjacent second room, also through the northern door—the same way the southern doors are connected. Both rooms occupy the same logical space—a physical impossibility.73

			The connectivity of the game space originates from how it is loaded by the computer, leveraging the computer’s ability to link disparate pieces of information. Locations within a game level can be placed nearby each other even if there is no “spatial connection” between their data files. This teleportation provides game designers with what we might interpret as a Koolhaas-esque opportunity to, in Nitsche’s words, “interlink” game spaces “in any way.”74 

			The Common Tales player’s instant journey might have been physically impossible. But like an elevator ride, it still involved bypassing a space located between two other spaces. 

			In the game, the player entirely avoids traveling through the omitted space, at least during that particular moment of gameplay, while an elevator rider might unknowingly travel through omitted spaces. If such a jump between two virtual rooms were to involve a period of waiting while the new room loaded, then that act of waiting might be comparable with time spent during an elevator ride. 

			Nitsche, like Koolhaas, turned to the concept of montage as a reference point when constructing his virtual spaces, employing the same term when discussing the capabilities of game design as a medium. The use of editing to connect scenes in either a game or a film could, “generate impossible but meaningful virtual structures” and support “the creation of coherent space, even if there is none.”75

			Reverse Skeuomorphism

			As our physical spaces start to mirror facets of digital worlds, including abstraction, random-access convenience, and arbitrary barriers, methods of navigating these physical spaces increasingly resemble those we use for accessing despatialized digital information. Today’s cars featuring sophisticated driver assistance and navigation systems76 now commonly have many of their controls accessible via touchscreens instead of physical buttons. 

			Many modern elevators also use touchscreen interfaces, allowing users to input floor destinations by typing, much like dialing a phone number or by swiping through options like they are icons on a smartphone. In some cases, the process is made even more seamless when a visitor’s destination is automatically retrieved from a scanned barcode beforehand. Some elevator interfaces even block unauthorized visitors from floors by displaying lock icons over their floor numbers on-screen, presenting the floors like protected digital files.77

			Such resemblances may be intentional. The website for the elevator manufacturer Schindler, for example, proclaims that their PORT control system follows “the latest design and tech trends” by incorporating “touch screens that swipe (not scroll).”78 Schindler manager Nicole Saloio, writing in a Facilities Management Journal article,79 noted a symbolic connection between elevators and phones in the design of first-­generation computerized elevator interfaces, which required passengers to dial in floor numbers on a physical button keypad:

			The popularity of touch-tone phones mixed with the shrinking size and cost of computer technology meant that the system could overcome the learning curve of a keypad on the outside of an elevator in a user-friendly, cost-effective interface.80

			Computers became widely adopted by the general public after their software interfaces began mimicking objects in the physical world, in an approach known as skeuomorphism and exemplified by designers referencing a physical desktop as a metaphor through which users could manipulate the computer’s file system. Today, we are witnessing a pattern of reverse skeuomorphism, where our offline physical world starts to resemble not only the external interfaces of a computer’s hardware but also the underlying logic of its software. A place name or a street number is an addressable piece of data. 

			As our world becomes increasingly automated, networked, and sensor-filled, our levels of awareness regarding the invisible interfaces, processes, and protocols through which computers comprehend our world will translate into a new awareness of physical space. Our digital literacy will enable us to retain a sense of effective agency as we design and navigate what is a new category of virtual worlds operating (through the assistance of automation) within the medium of physical space. If you travel far enough in an elevator, you might eventually reach the sky of a Windows desktop background filled with pixelated clouds.
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			Safe New World

			Timber Stinson-Schroff

			From 1900 to 2017, the fatality rate in the American coal mining industry fell by 97%.81 What made this improvement possible? How did it affect society? Will it continue?

			Despite a never-ending supply of new hazards, all forms of work have become increasingly safe. This can be partly explained by advances in technology, legislation, and/or wealth. But I feel these explanations neglect the human element. 

			The missing part of the story is safety protocols. I define these as intentional patterns of constraint on human behavior that reduce injury, disease, and death. Safety protocols have evolved in lockstep with changes in the industrial environment. I use the coal mining industry as a case study. Its longstanding, thorough documentation makes it a rich source. From the case study, I derive a theory of protocol evolution. I base it on a cyclical model of new protocol-based social orders emerging from old ones through mutation and selection effects.

			Human ingenuity has solved problem after problem in coal mining. But these solutions have externalities (side effects). Using coal for energy kicked off a world-changing process. On the one hand, coal “would raise up not only our civilization but our very souls.”82 On the other, coal “helped create a new kind of savage existence not controlled by nature but virtually severed from it.”83 Throughout the history of coal mining, the world was getting more complex, thanks to technological progress.

			Progress in coal extraction technology “reduced some risks while increasing others.”84 For example, the electrification of coal-cutting machinery eliminated dangerous mechanical parts but increased the risk of electrocution. Some externalities are predictable. But history shows we often do not know or cannot afford to care about all the consequences of our choices. How could early miners have known that burning coal would lead to global warming? How could 18th-century households have afforded to avoid air pollution if their immediate survival depended on burning coal for warmth?85 

			Our predictions about consequences can be wrong, ignorant, or superseded by immediate interests.86 It takes time to understand new hazards (which often arise from prior solutions) and the mix of hazards that workers must mitigate continually shifts. To cope, workers need a reliable source of short-term solutions to deal with this unstable, unpredictable mix.

			Protocols are the first line of defense against hazards. We intentionally constrain our behavior to prevent exposure to hazards. For example, lockout-tagout protocols—procedures that prevent the accidental startup of machinery by physically locking it and placing warning tags—allow just one worker to power on a piece of equipment, to avoid electrocution. New norms, divisions of labor, and decision-making hierarchies emerge to enforce such constraints. This results in a new protocol-based social order.87

			Technological progress, including natural science, is a key source of hazards. Protocols are the first defense. Thus new technologies quickly induce new protocol-based social orders. Nuclear power plants, airplanes, and railroads are powerful, hazardous technologies. Protocols were created as responses to their externalities. These protocols were perpetuated by new social orders. For instance, the invention of nuclear energy quickly induced a locally centralized, authoritarian social order that continues to perpetuate control over its alarming hazards.88

			We have been in a centuries-long struggle against the externalities of technological progress. Inequity, social instability, and environmental degradation are awaiting resolution. In the case of safety, however, I believe the struggle has succeeded. Protocols have nearly eliminated fatal workplace accidents. We are at the end of the history of safety.89 After the case study, I’ll discuss what the future of safety will look like. But before that, what exactly is safety?

			Table 1. Mining Safety Protocols

			
				
					
					
					
				
				
					
							
							Mining safety protocol

						
							
							Individual benefit

						
							
							Emergent group benefit

						
					

					
							
							Group meeting and risk review before entering mines

						
							
							Increased knowledge of risks and how to avoid them

						
							
							Reduced chance of one member compromising group safety

						
					

					
							
							Annual Mine Emergency Response Development exercise

						
							
							Faster and better response to well-known types of mining emergencies

						
							
							Reduces the total harm in the case of an emergency

						
					

					
							
							Reporting workplace accidents and near misses

						
							
							Root cause of the incident is fixed

						
							
							Enhanced ability to allocate investments

						
					

					
							
							Proactively alerting coworkers of your presence by flashing high beams at mine shaft intersections

						
							
							Many potential accidents (collision, exposure) are averted

						
							
							Operations are uninterrupted due to lost time

						
					

					
							
							Using signs to indicate the presence of a hazard

						
							
							Worker can rely less on memory

						
							
							First-timers know to avoid area

						
					

					
							
							Rotating inspection and monitoring duties

						
							
							Workers spend less time on cognitively draining tasks

						
							
							Performance goes up as a result of heightened attentiveness

						
					

				
			

			Safety as a Dynamic Non-Event

			Our brains have finite bandwidth. To deal with limited memory and processing powers, we get used to things going well. The result: our brains only notice when things go wrong—when there is an event. We do not notice the non-events (i.e., the status quo, the day-to-day). But events and non-events are both consequences of human actions. No actions, no events. Action performance varies, putting the dynamic in dynamic non-event.90 Safety is a dynamic non-event. Talking about safety (and health) is difficult because it is a sustained absence of events, not an event itself.91

			When you use a stapler, it’s low probability that you will prick yourself the way you might with a pin or even a paperclip. In safety terms, stapling yourself is an event. Stapling without pricking yourself is a dynamic non-event. The risk of an event is always there and you might get close to stapling your own thumb to that freshly printed pdf. Action is dynamic, and the outcome value is always slightly different. After a while, the only actions that catch our attention are those with outcome values below the “limit of unacceptable performance” (Figure 1).92
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			Figure 1. Hollnagel’s Outcome Value Framework showing the “limit of unacceptable performance” (dashed line)

			We can easily count the times we’ve stapled ourselves (the event). It’s harder to count the times we haven’t stapled ourselves (the dynamic non-event). This is because, on the surface, all non-events are alike, where every event is eventful in its own way. It’s easier to identify discrete events. Each time you staple the paper successfully, you avoid many negative possibilities. The action’s outcome value remains above the limit of unacceptable performance and below the threshold of awareness. This is due to “moment-to-moment adjustments and compensations,93 thanks to you, the astute operator of the stapler. The same principles apply to higher-stakes situations with the well-being of others on the line.

			Good safety protocols don’t just benefit individuals. They also benefit others. Reducing disease and injury improves knowledge creation and economic productivity. In other words, “The less energy expended merely in keeping a society alive, the more is available for change.”94 A few examples are listed in the table of mining safety protocols (Table 1).

			Reporting an accident improves the safety of a worker by flagging a hazard for removal. The emergent benefit is aggregate information, which can facilitate investments in high-return interventions, like heart disease screening. These safety protocols all directly benefit individuals and have positive emergent effects on safety, often coordinating actors separated by space and time.

			The Evolution of Safety Protocols in Coal Mining — Case Study

			Pre-industrial safety protocols before 1700 A.D. 

			As early as the 13th century, Europeans started to mine coal in bell pits. Miners sunk bell pits to about 30 feet below ground, with a narrow mouth, and dug wider at the bottom. They were typically operated by a serf family and owned by a lord. It’s hypothesized that miners excavated bell pits until the structure appeared unstable, then abandoned them. A new shaft was dug nearby to access the same vein. Here we have one of the first records of a workplace safety protocol: establish a sufficient distance between bell pits so that the structural integrity of one bell pit doesn’t affect another.95

			Drift mines were another early method of coal extraction. Miners dug a near-­horizontal slope into a hillside or cliff, rather than digging a vertical shaft in a field. Dragging coal up a slope was easier and probably safer than using a ladder—but early drift mines were simple and shallow.96 As they delved deeper, coal miners disentombed a new hazard: gas. Methane was the most well-known, but there were several kinds. Each gas was identifiable by how it killed, giving them grim names:

			
					chokedamp: stythe, damp, or blackdamp; carbonic acid gas; an asphyxiant gas

					firedamp: methane gas/carburetted hydrogen; a highly explosive gas

					afterdamp: mix of carbon monoxide, firedamp, and nitrogen; an asphyxiant and poisonous gas

					stinkdamp: hydrogen sulfide; a poisonous gas97

			

			The discovery of these gasses led to new safety protocols. Chokedamp is heavier than air; miners would hold a candle near the floor. If it dimmed or went out, it was time to go. Miners avoided firedamp by preemptively igniting buildups. This was initially done by a “penitent,” a convict who instead of going to jail, took on the extremely dangerous job of preemptively igniting gas build-ups.98 Miners tested nonflammable methods of illumination—they “even experimented with bringing phosphorescent fish.”99 Miners used birds like canaries to detect afterdamp and stinkdamp. Birds show symptoms faster than humans, signaling the presence of a dangerous gas. The “canary in the coal mine” was an early protocol.

			Humans and animals powered pre-industrial mines. Cranks, pulleys, tools, wheels, and carts were wooden—iron was too expensive. Power sources and materials imposed limits on the scale of mining operations. Things changed dramatically with the introduction of steam engines. 

			The Carbon Flywheel 1700–1850 A.D. 

			After centuries of incremental progress, the coal industry had a big bang. With the industrial revolution came steam engines, boilers, coal furnaces, new machinery, and cheaper steel. These technologies enabled a new flywheel of productivity in the coal industry. The demand for coal skyrocketed and the pace of development went exponential. Britain’s annual production was ~3 million tons of coal in 1700. About 200 years later, U.S. annual production hit ~680 million tons.100

			Companies worked mines near-constantly and miners were often paid a piece wage (by the amount of coal produced, rather than time spent mining). In North America, mines were shallow, but miners worked in isolation across large areas.101 For this reason, supervision was logistically challenging and expensive. Lack of supervision plus the incentive of piece wages led miners to trade safety for productivity. (There are similar issues today with truck drivers falling asleep while trying to finish their routes faster—necessitating the need for rest protocols.)

			With increased production speed, dust was a greater issue: air in mines became saturated with flammable coal dust, and silica dust, which causes tuberculosis.102 Boilers, furnaces, and explosives like Emulex were also hazardous. Heavy steel rail carts and locomotives could crush miners. Personal protective equipment was nonexistent by today’s standards.103 

			The combination of these changes precipitated disasters that killed tens or hundreds of miners at a time. Respiratory diseases were rampant. Workplace safety protocols were not keeping up with the pace of the industry. Workers were replaceable and unions were illegal in most of the West until the late 1800s. Miners often couldn’t afford to take precautions in their jobs.

			Accumulating Complexity 1850–1950 A.D. 

			Coal mining safety records before around 1850 in the United States aren’t readily available. But by that time, governments were collecting data on fatalities. The grim reporting protocols tell an essential story about the philosophy of accidents. The first records didn’t even consider responsibility; clerks listed workplace deaths as inevitable, a cost of doing business.104

			This period coincides with two early peaks in U.S. coal production and peak employment in the industry. Interaction between technological development and safety protocols was rapid and productive. The Bureau of Mines—established in 1910, now named the Mine Safety and Health Association (MSHA)—established mining ventilation standards. Mines had to ensure that particulate and gas levels fell under certain thresholds. Governments legalized unionization. Engineers designed equipment with safety in mind. Protocols around training, ventilation, and explosives spread.

			Despite all this, terrible workplace accidents like the Monongah mining disaster happened. Called a model mine and with a sterling reputation, the mine in West Virginia exploded in 1907. Filled with chokedamp, it killed 362 people. Due to the new complexity and scale of mining operations, the root cause of the explosion was never determined.

			Preventing disasters like Monongah isn’t easy, and it’s not merely an engineering problem. This era highlights the political side of safety. In the early 1900s, the U.S. government sought to ban cigarette smoking in coal mines. Today it’s obvious that was a reasonable idea. Yet, there were multiple labor strikes protesting the ban. One compelling theory: resistance to the ban was a byproduct of the traditional view of coal miners’ role and responsibilities, in that miners were viewed as craftsmen and independent contractors who were responsible for their own safety. This status, plus piece wages, suggests there were economic and social incentives to value productivity over safety. And, importantly, each worker assumed their safety was independent from every other miner’s safety. This assumption was no longer correct.

			Diminishing Returns 1950–2000 A.D. 

			U.S. coal production peaked between 1950 and the early 2000s. At the same time, employment fell. Technology catalyzed per-worker productivity growth but also increased operational complexity. In a few centuries, the industry went from pickaxe-wielding peasant families to bulldozing megacorporations.

			Protocols first appear as behavioral changes in response to newfound hazards. These protocols get built into the environment, creating rigid instead of flexible constraints on behavior. When protocols are engineered into the built environment, it frees up mental bandwidth, but a new, meta-protocol is necessary: maintenance. Specialists will emerge to sustain the rigid protocol. As a result, protocol benefits (and costs) are sustained in a scalable fashion.

			Accident and fatality rates in the mining industry plunged as ventilation, detection, and respiration equipment became more effective. Protocols promoted equipment use and kept dust and gasses at benign levels. From the 1970s onwards, mining companies used atmospheric monitoring systems and automatic alerts to prevent build-ups of methane, carbon monoxide, and dust.

			The protocol for deploying these systems was to space units closer than 2,000 feet apart and as high in the tunnels or chambers as possible. Following these air quality protocols would prevent explosions, cave-ins, and common mining-related diseases like black lung.105

			But with so many moving parts, operations became unpredictable in and of themselves. The environment was no longer the sole source of uncertainty. Technology was now inherently safe, but accidents still occurred. This spurred changes in safety management and new approaches were trialed.

			First, root cause analysis led safety experts to assume incidents were being caused by human error. If the technology is safe, then it must be the humans who mess up. But after a couple of decades of trying, researchers discovered that eliminating human error is impossible. The focus turned to sociology instead of psychology. Protocols to improve “safety culture” came about.106 Take Five (taking a few minutes to consider the risks and safety measures required for a task), Safety Walk (management walking through a workplace to identify and address hazards), Poka-Yoke (quality assurance technique aimed at making human error physically impossible), etc. emerged to fight diminishing returns on traditional approaches to safety. Still, accidents occurred.

			Finally, systems theory107 came along—holding that “unexpected interactions” between “tightly coupled”108 components within a system cause accidents, and that such accidents are unpredictable. Ultimately, experts found that accidents are “normal.”109 No matter how hard we try to stop them, some will happen. These two statements are both true: all accidents are preventable and we cannot prevent all accidents.

			By 2000, improvements in coal mining safety had plateaued. The rate of safety protocol evolution slowed as the safety of work approached its limits. In fact, like an autoimmune disease, safety itself was generating new hazards.

			Opportunity Costs 2000 A.D. to Present

			Increased life expectancy, food security, and sedentary jobs have presented workers with a new set of hazards like heart disease. A problem with all safety institutions is that their existence depends on chasing diminishing returns. Pivoting to new problems is difficult—requiring new knowledge and skills—but valuable. A 2006 study of MSHA concluded:

			Almost 700,000 life years could be gained for typical miners if a quarter of MSHA’s enforcement budget were reallocated to other programs (more heart disease screening or defibrillators at worksites).110

			That said, safety is still an issue in mining. Declining demand for coal and falling profitability in the Western world will (if it hasn’t already) create safety issues as companies’ margins shrivel. And global capitalism still has pinch points. Industries in less-developed economies are not as safe.111 The difference is that we know what to do. We have the tools. Safety is just a matter of following protocol.

			But when the top work-related causes of death are health issues, overfocusing on safety is deadly. Reallocating safety budgets would save lives. Industries, insurance companies, and governmental authorities should invest in studying, creating, and spreading workplace health protocols.

			Health vs. Safety

			I believe we are at the end of the history of safety, and the beginning of health. In 2016, accidents caused only 25% of workplace fatalities globally.112 Disease caused the rest. Today, the top three causes of death globally are the same as the top three work-related causes of death.113 Chronic obstructive pulmonary disease (COPD), stroke, and ischemic heart disease accounted for ~63% of work-related causes of death in 2016.114

			Health, like safety, is a dynamic non-event. What makes them categorically different?

			They can be distinguished by differences in time and episodicity. A coal miner not using a hard hat is unsafe. A coal miner inhaling silica dust is unhealthy. A rock wall wouldn’t gradually fall onto one’s head over 10 years. It happens all at once. Inhaling dust doesn’t kill instantly, but the damage is cumulative.

			In both cases, the long-run outcome is the same. Enough exposure will kill. Safety is about avoiding episodic risks of injury or death. Health is, first, about avoiding cumulative, irreparable damage. Having a pet rattlesnake is unsafe. Working a stressful job that drives you to smoke is unhealthy. Health is also about avoiding cumulative risk factors (e.g., smoking, muscle loss, obesity) that raise your chances of a fatal event.115 In that sense, safety and health overlap. Healthier = safer. The overlap is bilateral. Injuries harm workers’ abilities to live healthily. So too safer = healthier.116

			The same memory mechanics (acquired unawareness of non-events) that make safety difficult are even stronger in health. Health deteriorates slowly, so it’s hard to notice a change. Limits of acceptable performance sink as we adjust our expectations to lower average levels of well-being.

			Put differently, health protocols don’t have fast feedback loops, so adoption is challenging. From my experience, we operate more proactively when the risk is obvious, probable, and has the possibility of immediate harm. Safety issues trigger acute stress responses that encourage action. Anything beyond obvious risk requires empathy for a “future version of oneself” that is difficult to nurture. This can change via instrumentation, such as calorie, nutrient, movement trackers, and continuous glucose, heart rate, and sleep monitors. Anecdotal observations suggest that, when used responsibly, these can create an artificial sense of being unsafe which catalyzes healthy behavioral adaptations.

			The subtle nature of health had consequences with issues like black lung and asbestos. There are several sources of friction to problem-solving in such cases. First, medical knowledge takes time to develop. Second, the scientific community can be captured and pressured to act against the best interest of workers. Corporations funding scientific research might have an interest in suppressing certain findings, as happened with miners’ silicosis.117 Third, causality is difficult to prove given the long timespan between exposure and disease (for example, asbestosis has a latency period of 15 to 30 years118), and a mechanism of harm is often below the level of human perception. I can easily see myself staple my thumb after passing on my morning coffee, but it’s impossible for me to observe arterial plaque form with my bare eyes. Fourth, health-related externalities of behavior aren’t immediate enough to provoke the formation of protocols, let alone social orders. Health consequences don’t automatically induce the creation of preventive protocols as in the case of safety—we tend to create remedies instead. These characteristics pose a challenge.

			Complacent acceptance of an antiquated view of worker well-being is costing many people their lives. There is an absence of workplace health protocols that prevent the new top causes of workplace death. In 200 years, the bar has gone from don’t die to don’t get hurt to don’t burn out to love your job. Looking at today’s landscape, the world of work is a long way from solving the problems of chronic disease, burnout, and emotional health. To fill the gap, workers, policymakers, and companies need a better understanding of what protocols are and how to manipulate them.

			A Grand Theory of Protocol Evolution

			Protocols are born as a first response to new hazards, which arise from technological progress, environmental change, changes to the social order, and changes to the definition of safety. Because protocols limit human behavior in some way, they influence social hierarchies, soft power gradients, norms, and values. The social order directs technological progress. Technological progress changes the environment. And so on.

			I have created this model (see Figure 2) based on principles of natural selection and memetic theory. Protocols evolve as a result of two opposed forces: mutation, caused by errors in protocol replication, and selection pressure, caused by many factors. A complete theory of protocol evolution must provide mechanisms for four processes: birth, mutation, selection, and death.
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			Figure 2. Tech-Protocol Cycle

			Protocol birth

			New protocols emerge when we encounter newly created hazards. There are three sources of hazard creation.

			The first source of hazard creation in the model is environmental change, including extreme weather, changes in weather patterns, and exposure to new environments. These can change the set of hazards present in a workplace. For example, heavy rains create structural instabilities in the landscape; landslides and floods become hazards. Increasingly frequent heat waves threaten workers with heat stroke. Moving a warehouse into a floodplain would create new risks to working in that warehouse.

			The second source of hazard creation is technological progress, including knowledge. Having evolved in a constantly changing natural environment, we are familiar with the kinds of hazards created by that source. Technological progress and knowledge, on the other hand, generate wide, potent, and novel sets of hazards.119 Steam engines led to mechanical machines that could deafen workers, locomotives that could crush workers, and water pumps, that enabled deep coal mines, exposing workers to novel hazards like poisonous gasses. Knowledge of how to create atom bombs created several hazards, including nuclear war.120

			The third source of hazard creation is change in the social order. Safety protocols develop in response to shifts in hierarchy, power distribution, or social network size/density. For example, say a class of elites begins displacing risk onto a working class. Collectivist protocols like unionization, labor strikes, or collaborating with the press might be developed to target the source of hazards. For example, in present-day Balochistan, Pakistan, coal mine owners exploit children and immigrants for labor (owners include government officials—even the minister of mines).121 The private-public cartel protects itself with profits earned from not purchasing safety equipment. With few other options, Balochistanian miners work with international journalists to shed light on the hazards created by their nation’s abusive social order.

			To sum up, new safety protocols emerge in response to new hazards created by three sources:

			
					environmental change

					technological progress (including knowledge), and

					social order change.

			

			Protocol mutation

			Following protocol involves several actions: perceive another person following protocol or receive instructions on how to follow the protocol; store the protocol in memory; and replicate the protocol. Errors can occur during any one of these actions. The primary way that protocols mutate is via such unintentional errors. A protocol is a type of meme: like genes, protocols reproduce using humans as hosts.

			The other two ways that protocols mutate is through tinkering and design. To tinker is to intentionally mutate a protocol in some way. For example, one could add a step to a workplace inspection checklist. The pace of mutation by tinkering is likely slower than by memetic error. But it is faster and less dramatic than protocol design, which is creating or changing a protocol so that it is unique from existing protocols.

			The strength of mutations from design easily places protocols into the realm of infeasibility, where actors will reject them. A corporate health and safety team designed an incident reporting protocol which workers ignored because the reports were tedious. The designed protocol landed outside of acceptable efficiency-thoroughness selection pressures and suffered an embarrassing and ignoble death. The three sources of protocol mutation, characterized by their pace and strength, are design, tinkering, and memetic error. They fall on a spectrum of pace and strength of mutation (Figure 3).
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			Figure 3. Protocol Mutation Pace-Strength Continuum

			Differences among these sources are critical for the application of protocol studies. Tinkering appears to be the sweet spot. An aspiring protocol hacker should aim to act like a coach, rather than an engineer.

			Protocol selection

			If protocols merely mutated, there would be no progress. However, we saw protocols improve in the coal mining industry alongside technological development. Preventative protocols like maximum thresholds for dust and gas replaced early detection protocols like using candles. This didn’t happen overnight. Environmental factors had to change for improved safety protocols to emerge. Table 2 briefly summarizes a few of the strongest protocol selection pressures.

			Protocol death (expiration)

			The “birth” and “death” of protocols are intimately related. The same forces that drive protocol creation drive protocol destruction. New technologies can quickly make a protocol obsolete. Many protocols will experience slower deaths, however. A protocol could die without a favorable set of characteristics relative to its environment. Like muscles, without use, a protocol atrophies; for a protocol to die, it needs only to not be used.

			Table 2. Protocol selection pressures

			
				
					
					
				
				
					
							
							Selection pressure

						
							
							Description

						
					

					
							
							Efficiency-Thoroughness Trade-Off (ETTO)

						
							
							Safety protocols that greatly reduce accidents will be more likely to propagate, as long as they do not reduce productivity too much. Safety protocols with steep productivity costs are less successful.

						
					

					
							
							Power/influence

						
							
							Actors with power or influence, such as the extremely wealthy, can coerce other actors into following a protocol that benefits them. Low-power actors cannot. Protocols that help those with power are more likely to replicate.

						
					

					
							
							Agency/freedom

						
							
							High-agency actors can easily opt-in and opt out of following protocols. Low-agency actors cannot. Protocols that impose high personal costs if they are not followed are more likely to replicate. Workers in a free market have more agency than indentured servants.

						
					

					
							
							Bandwidth (cognition, memory, physical)

						
							
							Actors’ abilities to perceive, remember, and replicate protocols are limited by cognition, memory, and physical bandwidth. Protocols engage in zero-sum competition for these resources. This selects protocols that are easy and cheap to mimic accurately.

						
					

					
							
							Network size, density, and openness/flow rate

						
							
							Protocols “live” on human networks. Network size, density, and openness (the maximum rate of information flow between actors) are all important factors in protocol selection. A network acts as a sort of memory. Large, dense, and high-flow networks provide a substrate for protocols that are more difficult to mimic. Small, sparse, low-flow networks kill complex protocols. Small companies cannot host as many protocols. The departure of a single employee can deeply harm the “memory” of the network.

						
					

					
							
							Technology

						
							
							Augments worker bandwidth by encoding protocols into technology, thereby freeing up bandwidth. Gas detection using candles was an active protocol, which was encoded into passive Atmospheric Monitoring Systems. More tech = more protocol capacity.

							Changes the ETTO of existing protocols. More effective insulation for residential houses led to problems with radon, which increased the value of existing radiation detection protocols.

							Enables the discovery and understanding of new hazards, like the role of lipoproteins as a risk factor for heart disease. 

						
					

					
							
							Speed of costs and benefits (feedback loops)

						
							
							Protocols with immediate benefits are more likely to replicate. Short-term interests, like survival and status games, select protocols with immediate benefits. Health protocols face lots of competition from immediately beneficial protocols. The opposite is true for costs—the less immediate the costs of following protocol, the more likely it will be followed.

						
					

					
							
							Legibility of costs and benefits

						
							
							Protocols with legible benefits are more likely to be mimicked. Eye protection provides more legible benefits than hearing protection. The opposite is true for costs—the less legible the costs of following protocol, the more likely it will be followed. 

						
					

					
							
							Generality of benefits

						
							
							Protocols that benefit a larger variety of actors are more likely to replicate. Anti-smoking protocols benefit not just smokers, but surrounding actors. 

						
					

					
							
							Agnostic adjacent networks

						
							
							If a group has an absolute preference for following a protocol AND that protocol can be followed by the surrounding network, that protocol is likely to replicate. Food processing protocols, like a nut-free facility, are a good case. Not everyone can eat nuts, but everyone can not eat nuts. 

						
					

					
							
							Ethics

						
							
							The ethics of an individual affect their acceptance or rejection of protocols. Early 20th-century coal miners, viewing themselves as entrepreneurs, might have had an ethic that favored risk-taking.

						
					

					
							
							Horizon of concern

						
							
							Longer horizons of concern, unlocked by longevity and or wealth, allow protocols with non-immediate benefits to compete. Workers focused on meeting near-term needs like food, water, and shelter don’t have the luxury to follow protocols that will benefit them only in 20+ years. 

						
					

					
							
							Wealth

						
							
							The level of wealth in an industry will affect workers’ horizons of concern, their options for employment, and the amount of resources that can be reasonably spent on safety protocols. As the value of human life increases, so does the value of safety protocols. And vice versa.

						
					

					
							
							Displacement

						
							
							Some safety protocols displace costs from one group onto another, e.g., SUVs are safe, but reduce the safety of other drivers and pedestrians. The more risk a protocol displaces, the more power its participants need. A social order’s tolerance for risk displacement affects protocol selection.

						
					

					
							
							Public attention

						
							
							Protocols that target well-publicized risks might replicate better. For example, concerns over consumer food poisoning led to improvements in factory sanitation protocols, achieving the target objective and reducing the rate of occupational disease at meatpacking plants in the process.

						
					

				
			

			Moving forward

			Protocols are an overlooked building block of continually improving industries and societies. If we want to build a better world, we would be well served by an understanding of what individual actions are needed to generate public goods like safety. To use protocols to create virtuous cycles or accelerate protocol evolution, we first need to understand what protocols are. In the context of this model, one possible definition is that they are intentional constraint patterns on human behavior that address invisible concerns, like safety, health, and risk management.

			This essay also suggests that evolutionary models may be a valuable analytical frame for all kinds of protocols, not just safety protocols. Using protocols as the unit of selection, and then analyzing their sources of mutation and environmental pressures improved my understanding of safety protocols.

			This essay opens up several paths for future research:

			
					Examining the difference between health and safety. Improving workers’ long-term health outcomes is going to require fundamentally new strategies. 

					Locating or developing a method to identify organizational hypersafety where returns on safety investments are negative. Overspending on safety has real costs, but I have not yet seen a method to identify thresholds. 

					Exploring standards for psychological safety. We know what safety of the body is, but we don’t yet know what safety of the mind is—or if safety is even the right term. We need standards of measurement in order to make progress here. 

					Assessing the strengths and weaknesses of insurance as a tool to promote worker health. I think it’s possible that mandatory insurance could help prevent things like heart disease. 

					Determining if there really is a perceived decline in safety. Do people feel like life is getting more dangerous? If so, why?

			

			Of the above, I personally am interested in exploring methods to identify hypersafety and the role of mandatory insurance in chronic disease prevention.

			ARTIFACT This essay is accompanied by the Self Ensured Card Collection, a twelve-suit deck that teams can use to enhance the health ergonomics of their workplaces. The deck includes protocols for movement, office design, nutrition, stress management, and company norms. Play Self Ensured with your team, a coworker, or solitaire-style! summerofprotocols.com/research/module-three/safe-new-world

			I’d like to thank the Summer of Protocols cohort and coordinators, Ann and Julie Stinson, Laurie Trottier, Brennan McLachlan, and Ian Vanagas for their editing prowess and/or advice.
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			The Protocol System Experience

			Angela Walch

			Protocol systems are like Rubin’s Vase. When you direct your attention to them, the perspective is unstable, or bistable, to be more precise. Are they a solid thing with a shape and a boundary? Or are they a bunch of component parts that are just temporarily in the same place? In psychology and neuroscience, this undulating perception is called bistable perception122—when you have two perceptions that can emerge from the same sensory input, and your brain swings between the two rather than experiencing them simultaneously.

			[image: ]

			Figure 1. Rubin’s Vase, the popular optical illusion123

			I think of protocols as oughts and of protocol systems as at least two people engaging with a protocol. Another way to say it is that a protocol system emerges when a group of people interacts with a rule.

			Protocol systems are always two things at once—individuals and a group. A bistable perception—individual versus system—is actually important in examining them. If we only think about the aggregated whole, we may overlook harms suffered by individuals within the system or problematic power dynamics masked by the continued functioning of the system. On the other hand, if we only focus on individuals within the system, we may miss emergent risks and benefits coming from the system as a whole. 

			In this essay, based on ongoing research into protocol system experiences, I will take a bistable view of protocol systems and the individuals in them. I’m going to work to humanize the concept of protocols and protocol systems because all of us (except perhaps feral children or true hermits) live our lives inside of many such systems. My overarching goal is to explore how it feels to experience a protocol system as an individual.

			Getting to the individual experience requires a description of protocol systems themselves, as part of the world-building necessary for an individual’s experience to make sense.124 If you don’t know what the world in a sci-fi novel is like, you won’t understand why its characters feel depressed when they consume triangles or why they explode when a baby smiles.
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			Figure 2. A protocol system: the circle represents the protocol and the people interact with it

			In laying out the protocol system experience, I’m making a claim that protocol systems exist, that they share common characteristics, and that they are a fundamental part of human life. In a meta sense, I’m telling you about the protocols of protocol systems—what they are, what people do in them, where they go, who they meet, and how it feels to engage with them. 

			Let’s begin.

			A Child is Born

			On June 23, 1894, a baby was born to the future King George V and Queen Mary of the House of Windsor in the United Kingdom. Named Edward Albert Christian George Andrew Patrick David, at the moment of his birth the baby boy became third in line to the throne, behind his father and grandfather. Upon his christening a few weeks later, baby Edward became a member of the Church of England, which he would inescapably become the head of upon his ascension to the crown.

			Edward’s life was full of privilege and great wealth. He became a fashion icon all over the world, had relationships with the most eligible bachelorettes of the 1920s and 30s, and raised a lot of hell. This activity was frowned upon by his family and the government, but things really came to a head when Edward fell in love with soon-to-be-divorced Wallis Simpson. When Edward’s father died in January 1936, Edward became, as expected, King Edward VIII and the titular head of the Church of England. Alas, the Church could not allow its figurehead to flout its tenet of opposing remarriage after divorce, so Edward was faced with a choice: marry the woman he loved once her divorce was final or perform his role as king and titular head of the Church. Edward could not choose both paths and in December of that year and to the shock of the world, he abdicated both his role as king of England and his role as head of the Church of England so that he could marry Wallis Simpson. Though he was able to retain wealth and many privileges of royalty, his family relationships and his life were irrevocably and dramatically altered through his choice of bride.125

			Clearly, King Edward VIII is an edge case—not too many of us are members of a royal family and have our fate so publicly determined at birth or have to give up so much to alter our destiny. After all, there have only been 63 monarchs of England and Britain during the last 1,200 or so years.126 But I’m not so sure that Edward VIII is that different from the rest of us. He was auto-enrolled into several key protocol systems upon his birth, experienced the inherited roles as a bad fit with who he was, and ultimately exited his predestined role (king), severely damaging his position in his family of origin, the United Kingdom, and the Church of England. The kingship, religious, and family protocol systems tightly interlocked, so for Edward, rejecting one to enter a marriage protocol system with Wallis Simpson meant rejecting them all.

			Defining Protocols

			When I talk about protocols, I mean rules created by humans127 that shape the behavior128 of groups of people. Protocols can be explicit or implicit and they go by plenty of other names: norms, laws, standards, customs, traditions, taboos, contracts, commands, regulations, manners, morals, values, expectations, et cetera.129 Protocols tell us the shoulds, oughts, and have-to’s and my view of them closely resembles the anthropological concept of culture. If culture is the set of activities and values a group of people shares, then that culture, like a protocol, provides signals to members of the group that they should behave in particular, normatively preferred ways (i.e., performing that set of activities; proclaiming and living those values).

			The purpose of a rule or an “ought” is to guide the behavior of an individual—to point out which path to take. When individuals stray from the path, they put something at risk: their freedom, their resources, their relationships, their status, sometimes even their life. If I drive my car on the sidewalk, I risk losing my driver’s license, destroying property that I will have to pay for, and injuring people to whom I will be accountable. If I come out as an LGBTQ+ person, I risk being shunned by family, friends, or colleagues, and, depending on where in the world I live, potentially my life. If I commit a crime as president of the United States, I risk . . . well, never mind. But generally, there are rules of behavior in protocol systems whose purpose is to constrain personal choice, ideally for some larger purpose, as Janna Tay reminds us in “A Phenomenology of Protocols.”130

			The E=mc2 of Protocol Systems

			A protocol system is made up of a protocol, at least two people, and those people taking actions in relation to the protocol.131 In (unnecessary) equation form, it looks like:

			Protocol system = A + B + C A = a protocol B = more than 1 person C = actions by those persons in relation to the protocol

			This definition only provides the components of a protocol system; it doesn’t tell us how successful a system will be, how willing people will be to participate, how long it will endure, or whether its outputs will be desirable (however defined). You can evaluate protocol systems normatively, as Nadia Asparouhova does in “Dangerous Protocols,”132 but here I’m trying to be purely descriptive.

			Under my definition, the category of protocol systems contains pretty much all group activities.133 I see protocol systems as the biggest bucket of human systems, incorporating social institutions, sociotechnical systems, and human organizations of all types and sizes. To name some examples, protocol systems include nations, religions, schools, political parties, languages, professions, families, gangs, cults, blockchains, and countless others. That means we are each enrolled in countless protocol systems during our lifetimes.

			Sharp-eyed readers will notice that I deliberately excluded several seemingly important ingredients from my definition of a protocol system:

			
					belief by participants in the ideas and values embedded in the protocol system

					consent by participants to be governed by the protocol system

					allegiance by participants to the protocol system

					desire by participants to achieve a common goal

					awareness of the protocol system by participants

					knowledge or understanding of the protocol system by participants.

			

			These features may be present in many protocol systems, but don’t have to be. If these elements were required, I’m not sure there would be anything left in the protocol system category. 

			For instance, it is estimated that only one percent of Catholics agree with the church’s teachings on abortion, capital punishment, and euthanasia.134 A child who is born into citizenship in a particular nation has not affirmatively consented to that nation’s governance.135 Members of professions may not feel a sense of allegiance to their profession even if they practice it (hello, lawyers136). Participants in an education system (teachers, administrators, students, parents, school boards, the community) may have different goals from one another (getting paid, producing high test scores, learning, social engagement, and more). And plenty of us drift along a path that we haven’t consciously chosen,137 repeating our parents’ parenting techniques,138 going to the best college possible, or wearing Lululemon everything in middle school.139

			What You Do: Roles and Protocol Actions

			Given my broad definitions of protocols and protocol systems and my claim that humans spend our lives in them, just what is it that people are doing in and around these systems?

			Two things: performing a role and taking protocol actions.

			Roles

			All the world’s a stage, And all the men and women merely players; They have their exits and their entrances, And one man in his time plays many parts.140

			A role is the part a person plays in a protocol system.141 Your role is how you are known to others and it has a name that distinguishes it from other roles within the system. In a family, you may have a parent or child role. In a religion, a minister or a parishioner. In a nation, a president or a citizen. In a blockchain system, a developer, validator, or token holder. Given that we each participate in many protocol systems, each of us “in [our] time plays many parts,” some simultaneously and some sequentially.

			For each role in a given protocol system, there are expectations—protocols—for how a person in that role should behave, what path they should follow, and how they should relate to others inside and outside the system.142 These protocols may be explicit or implicit. For the role of junior faculty at a university, for example, there are generally written and unwritten rules about what is required to achieve tenure, how to interact with senior faculty, how many university events to attend, what to wear, how much to self-promote, and more. Performing a protocol role successfully yields certain rewards (tenure!), while an unsuccessful performance has negative consequences, potentially including being cast out of the protocol system or even death.143

			The role you play within a protocol system has major consequences for your life experience. If you have a role with little power in a protocol system (say, a woman in a patriarchal system), your choices, resources, opportunities, and experiences are very different than if you had a powerful role in the system (say, a man in a patriarchal system). 

			Sometimes people have the ability to pursue preferences about what role to play in a protocol system (“I want to be vice president of the student council”); in other cases they do not, such as when they are autoenrolled in roles in protocol systems at birth or during childhood (e.g., when parents assign a default heterosexual role to their young child). Sometimes people believe they are autonomously choosing to join a protocol system and take on a certain role, but don’t realize they are taking this action because their role in a different protocol system requires it, an effect of what I call protocol determinism (e.g., you become a doctor because your role as a daughter in a family protocol system compels you to abide by your parents’ wishes). 

			We may struggle to see that we are performing a role when we lack awareness of or insight into the relevant protocol system. A role can be mistaken for “who you are” or “your identity,”144 implying that it is a fundamentally unchanging aspect of the self when instead a role is subject to change, rejection, or readoption once a person gains awareness or insight. This essay does not develop a full theory of what “the self” constitutes as that is a larger endeavor, but it does acknowledge the felt difference between the internal self and the self presented to the world.

			If there is a bad fit between your internal self and your role, you can suffer from a sense of compelled inauthenticity, or dysphoria, while if there is a good fit, and you authentically align with your role, you can thrive. Here, I am borrowing the concept of dysphoria from gender dysphoria, in which there is “a marked incongruence between one’s experienced/expressed gender and their assigned gender” along with “clinically significant distress or impairment in social, occupational, or other important areas of functioning.” I think this sense of incongruence (bad fit), distress (dysphoria), and impairment is present not only when there is a mismatch in gender experience and assigned gender, but when there is a mismatch (or bad fit) in any protocol system (whether of the role or the protocol system itself to the person). You can suffer a poor fit and dysphoria in a protocol system whether it is a career, religion, or any other kind. If the role or protocol system feels inalterable, the suffering from dysphoria can be intense, affecting all facets of your life.
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			Figure 3. Protocol actions

			Protocol Actions

			In addition to performing their roles, people in and around protocol systems perform certain actions that are common across all types of protocol systems. I call these protocol actions.

			A protocol action is an action performed in relation to a protocol system that either sustains or weakens that system.

			
					Supportive protocol actions serve to support, grow, or extend the life of a protocol system.

					Destructive protocol actions serve to weaken, shrink, or kill off145 a protocol system.

					Double-edged protocol actions occupy a middle ground and can be either supportive or destructive depending on the context. Some may help a system grow rapidly but contribute to an early death, while others may foster slow or little growth, but help the system live a long life. These actions are double-edged because when you take them, you are taking a risk on whether they will ultimately help the system or hurt it. 

			

			Figure 3 depicts a long list of protocol actions according to whether they are supportive, destructive, or double-edged. A few examples of supportive protocol actions are recruiting new people to join the system, creating loyalty amongst participants, and maintaining the system. Destructive protocol actions include not following the protocols of the system, encouraging participants to leave the system, and publicly criticizing the system. Finally, double-edged protocol actions include actions that could help or hurt the system, depending on the context, such as educating participants and would-be participants of the actual (rather than mythologized) pros and cons of the system, preventing participants from leaving the system, or enrolling new participants through coercion or deception. Forced participation in a system may allow it to grow for a period of time, but if the constraints become too tight, participants ultimately revolt.

			Life and Death Protocol actions are analogous to actions we perform individually to preserve or shorten our own human lives. Supportive life actions would include eating nutritious foods, getting plenty of sleep, and exercising, while destructive life actions would include eating unhealthy food, not getting enough sleep, smoking cigarettes, and not exercising. Double-edged life actions might include working a stressful and demanding but personally meaningful job, losing or gaining a great deal of weight for a movie role, or bearing a child. If not enough supportive life actions are performed, and too many destructive life actions are, death is hastened for the person (as a general rule, though there are certainly exceptions).

			If you think about what is necessary to sustain a human life, for instance, you will learn about the need for food, water, air, and protection from the elements, which work to keep the systems of the body operating—the heart beating, the blood pumping, the nervous system sending signals, the filtering systems processing waste, the immune system fighting off invaders, and the digestive system reaping energy from what the body consumes.

			If people keep performing supportive protocol actions towards a protocol system, they can keep it alive. If a tipping point occurs where too many people are performing destructive protocol actions, the system heads toward death. 

			Ultimately, I think a protocol system dies when people stop performing supportive protocol actions in relation to it. This explains why protocol systems must keep taking in new participants to perform supportive protocol actions. For some protocol systems, that may involve having more children who are auto-enrolled in the protocol system (see the “Quiverfull” theory discussed in the Shiny Happy People docuseries on the Duggar family and their religion146). For others, it may involve taking over other protocol systems or even trying to keep the protocol system alive after early participants have died, through family traditions, practices like primogeniture,147 giving alumni offspring preferences in college admissions, or creating political dynasties like the Kennedys and Bushes.

			Many more supportive protocol actions than destructive protocol actions exist, at least by my reckoning, suggesting that protocol systems require lots of tending to form and endure, and that they are vulnerable to a smaller but potent set of destructive protocol functions. However, the long lives of protocol systems such as the Catholic Church or the institution of marriage indicate that certain types of protocol systems can be resilient over centuries.

			Good and Bad People perform supportive and destructive protocol actions in both good and bad protocol systems, if we are rating a protocol system on its moral worth. Just as performing supportive life actions (eating healthy and exercising) can keep a morally flawed person thriving physically, so can supportive protocol actions keep a morally reprehensible protocol system (e.g., slavery) going. Similarly, a morally good person (however defined) can be brought down by destructive life actions (poor diet, isolation, sedentarism) just as a morally good protocol system (e.g., providing healthcare to people) can be destroyed by destructive protocol actions (e.g., exploiting money-making opportunities in the system’s design). Bad protocol systems can live a long time and good ones can die young.

			The outcomes that double-edged protocol actions generate seem more aligned with the values/purposes of the protocol system. If truth, openness, and ongoing assessment are values of the system (i.e., are embedded in its protocols), then performing double-edged protocol actions (like truth telling or pointing out issues) may strengthen the system by enabling change (think upward reviews in companies). If truth, openness, and ongoing assessment are not values of the system (perhaps because the protocols bake in power differentials that certain participants benefit from), then performing double-edged protocol actions may keep the system alive for a long time, but may ultimately sign its death warrant when conditions for the less privileged in a protocol system become unendurable.

			Who You Meet: Protocol Archetypes

			The Protocol System Experience is filled with common personas, or protocol archetypes, who appear in all types of protocol systems, from nations to middle school popularity systems. As a person undergoes their Protocol System Experience, they will encounter (or act as) various protocol archetypes. A single person may act as multiple protocol archetypes in a single protocol system.

			Protocol archetypes are a variation on psychiatrist Carl Jung’s archetypes,148 which Jung describes as common figures that humans all have in our collective unconscious. Joseph Campbell builds on Jung’s Archetypes in his vision of the hero’s journey,149 in his description of the various common characters who appear along the journey. Protocol archetypes may overlap with Jung’s and Campbell’s visions.

			Some protocol archetypes are defined by the protocol actions they perform (which may support or undermine the system), while others are defined by their place in the power structure of a protocol system, or by their awareness of or insight into the protocol system. A given protocol system may not include all of the protocol archetypes, but it will include at least some of them.

			While defining archetypes is a subjective exercise, a set of archetypes is described in detail in the appended table. In this scheme, protocols can be described by archetypes categorized into guardians, threats, dualists, hierarchics, and consciousians.

			Guardians First, we have the performers of supportive protocol actions. As a cluster, they serve as the guardians of the protocol system—helping it to grow and endure.

			Threats Protocol archetypes can perform destructive protocol actions, acting to weaken or destroy a protocol system. We can call them threats.

			Dualists Protocol archetypes can perform double-edged protocol actions—the dualists. In some circumstances, the dualists strengthen a protocol system; in others they act as threats.

			Hierarchics Protocol archetypes can be defined by their place in the power structure of the protocol system—the hierarchics.

			Consciousians Finally, we have protocol archetypes defined by their awareness of and insight into the protocol system (their consciousness of it)—the consciousians.

			The archetypes are not mutually exclusive—people will often play more than one role.

			Where You Go: A Protocol System Journey

			I’d like you to meet Pip, our “Person in Protocol,” who spends their life inhabiting and journeying through countless protocol systems. As you may remember from Lord of the Rings, “Pippin” or “Pip” is short for “Peregrine,” so Pip is a real traveler. We are going to plot the stages of a generic journey through a protocol system with Pip as our wayfarer. 
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			Figure 4. Here’s Pip participating in a protocol system along with other people. Pip and the other people are surrounded by a protocol that changes their direction whenever they bump up against it like fish in an aquarium. 

			Figure 5 shows Pip in various stages of moving into and out of protocol systems over the course of their life. As you can see, Pip goes through a set of inflection points, or stages, that are common to all of the protocol systems in their life, whether the protocol system is a blockchain, a religion, a career, a friendship, a marriage, or a nation. Stages like preparing for entry, the moment of entry, participating in the protocol system, changing the protocol system, exiting the protocol system, heading off to something new, or returning to the protocol system.150 Pip may not do all of these in every single one of their protocol systems (maybe Pip gets married and stays that way until death, so never exits their marriage protocol system, or maybe Pip never goes through pre-entry into a religious protocol system because their parents enroll them in it at birth), and they may not always be done in the same order, but this is the flow for Pip.

			Pre-Entry When Pip is preparing for entry, they may investigate what they need to do to gain entry, then educate or otherwise prepare themselves for entry, and finally complete the qualifying requirements. Pre-entry involves things like completing education or training requirements, licensing exams, applications, interviews; making promises to behave a certain way (e.g., taking an oath); paying money or other resources; wearing certain attire; grooming a certain way; living in a certain place; speaking a certain way; or participating in hazing rituals like drinking, humiliation, or committing a crime. Sticking with Pip’s marriage protocol system, they may have to get to know the person they want to marry, buy a ring, propose, get a marriage license, and plan a wedding in the pre-entry stage.151 For a legal career, pre-entry may involve learning what lawyers do,152 applying to law school, attending and graduating from law school, passing the bar exam, and finding work as an attorney. 

			Entry Entry into a protocol system is the fleeting moment when Pip crosses the threshold of a protocol system on their way into it. They move from an outsider to an insider as Pip transforms into a participant and assumes their role in the system. In this phase, they are making (or someone else is making on their behalf) a “choice to enter.” Examples would be matriculating at a university, completing a marriage ceremony, signing a contract, being baptized into a church, or being born into citizenship.

			Participation Once inside the system, Pip begins to perform their role (whether assigned or chosen). The role Pip has is distinguished from other roles within the system and it is how they are known to others. In a family protocol system, for instance, Pip may have a parent or child role. In a religion, a minister or a follower. In a blockchain system, a developer, validator, or token holder. For a given role, there are protocols for behavior, how to interact with participants and outsiders, and what path to follow. In addition to their role, Pip may also perform protocol actions and serve as one or more protocol archetypes.

			Change to Protocol or Role In this stage, Pip works to change either their own role in the protocol system or the protocol itself, or both. This could be as simple as changing from an alto part to a soprano part in a choir protocol system, or as momentous as moving from a female role to a non-binary role in a gender protocol system. As to changing the protocol itself, this could be something relatively minor like no longer requiring yearly vehicle inspections as part of a transportation safety protocol system, or as fundamental as opening the vote in national elections to women for the first time. Change in a role may be driven by feelings of a poor fit with the role and to escape the resulting dysphoria, while change in a protocol itself may be driven by a larger scale mismatch/dysphoria for a group of people or desires for technical or efficiency improvements.

			Exit Like the entry stage, the exit stage is a moment of transition, only this time Pip leaves the system instead of joining it. They are saying goodbye to their role and potentially relationships, resources, or status as they go. Depending on the centrality of the protocol system to Pip’s life, this could be devastating, like divorcing or being divorced by a spouse, or even being excommunicated by a religion. In other contexts it could be freeing and exhilarating, like graduating from the high school protocol system to begin an adult life. 

			Aftermath The aftermath occurs after Pip has exited their protocol system. They are no longer bound by the protocols of their former system, but they may be adrift and unsure of where to go next. Pip might join another protocol system (like a different church, or immigrate to another country), or they might build their own protocol system and persuade others to join, perhaps a new religion or a new blockchain system. Pip may also attempt to re-enter their former protocol system or just wander aimlessly for a while. Pip may also have protocol scars or, if lucky, some protocol afterglow, as I discuss below.
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			Figure 5. Pip in various stages of the Protocol System Journey

			Opportunities for Agency

			The various stages of Pip’s journey that I’ve laid out sound relatively peaceful and linear. Pip learns of a protocol system they might like to join (hmm, college!), does what’s necessary to join it (get admitted), participates by fulfilling course requirements and having the full college experience, and then is ready to graduate (exit) to go on to a new protocol system (work!), and Pip begins the cycle again. Would that it were that easy for Pip. 

			At each of the inflection points along Pip’s journey, they must make a decision about what to do next—whether to join a protocol system, whether to keep performing their role and other protocol actions to keep the system going, whether to try to change their role or the protocol itself, or whether to leave or just live with the status quo. Each of these inflection points confronts Pip with a moment of agency, where they must decide whether to stay on the protocol’s path, or to make a decision on their own.

			I should say, rather, that the inflection points are opportunities for agency that may be exercised by Pip themself or by others on behalf of Pip. Particularly during Pip’s infancy and childhood, others (like parents, teachers, and government officials) make decisions for Pip or influence or even compel Pip to make a decision different than one Pip might make on their own (e.g., like enrolling Pip in a particular school (or not), choosing a religion (or not) for Pip, or choosing where Pip lives and is a citizen).

			I’m not sure that it’s even possible for Pip to make an autonomous decision when faced with opportunities for agency. It seems very difficult, if not impossible, as so many things can get in the way:

			Lack of Awareness Pip may not even be aware that they are engaging with (or participating in) a protocol system. If they can’t see the protocol system, they may not even see that they have an option when they encounter an opportunity for agency. The protocol will always provide the answer. 

			Lack of Insight Even if Pip is aware they are engaging with a protocol system, they may lack insight into or deep knowledge about the protocol system, leaving them unable to truly assess the pros and cons of their decision. 

			Protocol Overhang Pip may be controlled by what I call “protocol overhang,” and be unable or unwilling to acknowledge it and disentangle themselves from it.

			Interactions Pip is surrounded by people, inside and outside the protocol system, and Pip’s interactions with these people impact Pip’s choice at moments of truth. It may simply be too difficult for Pip to make an alternative choice. 

			Let’s flesh out of each of these barriers to autonomous decision-making a bit more.

			Lack of Awareness

			It sounds kind of crazy, but Pip can participate in a protocol system without even being aware that they are doing so. They can play their role, perform protocol actions like recruiting others into the protocol system or defending it from critique, and auto-enroll their own children in the protocol system, all without awareness that they are responding to the protocols of the system, and not necessarily their own wants or desires. This, despite the fact that Pip, though imaginary, is not a robot and is not asleep or physically unconscious. 

			The young fish in David Foster Wallace’s famous 2005 Kenyon College commencement speech show a lack of awareness of their own protocol system. Wallace describes a scene of two young fish swimming together through the ocean. An older fish swims by them and asks, “Hey, how’s the water?” The young fish keep swimming, and one turns to the other and asks, “What the hell is water?”153

			If Pip has awareness of a protocol system, they are “seeing the water” that they swim in—the culture and world (protocol system) that surrounds them, shapes them, and constrains them. When aware, Pip sees the ocean they swim in, knows that other oceans and non-oceans exist, knows how they got into their ocean, and understands that the ocean currents affect their movements. 

			Awareness allows Pip to be an observer of themselves and the protocol system along with participating in it. For example, as a parent it’s easy to repeat the child rearing (or other154) practices you were raised with without even realizing it. If your parents disciplined you with spanking or grounding, you may automatically reach for those tools yourself, without realizing that you are participating in a parenting protocol system with unarticulated but very real rules.155 Without awareness, you may never examine whether you agree with these disciplinary protocols, and, through your behavior, may unwittingly pass along those same practices (and protocols) to your own children.

			Pip has awareness with regard to a particular protocol system if they know:

			
					that they are entering, participating in, or exiting it;

					that they play a certain role within it;

					that there are alternatives to joining or participating in this particular protocol system; 

					whether they entered the system by choice or under the influence or control of others; and

					that the protocol is influencing their thoughts and actions. 

			

			If Pip was enrolled in a protocol system as a baby or young child (without the ability to make their own choice), they are more likely to lack awareness of the protocol system, and to see their protocol system as “just the way the world is” and their role in the protocol system as “who I am.”

			Lack of Insight

			Insight is about the depth of knowledge and understanding Pip has about a protocol system.156 Insight allows a person to make a meaningful choice about their participation and role within a protocol system. Without insight, Pip cannot make a useful evaluation of the personal costs and benefits of their participation in the protocol system, the effect of the protocol system on others, or the moral worth of the protocol system or their participation in it. Participation without insight is a superficial, childlike way of engaging with a protocol system.

			Pip has insight if they understand:

			
					how a protocol system is structured;

					the various roles people play in the system;

					how power works within the system; and

					the effects (positive and negative) the protocol system has on people inside and outside of the system.

			

			Protocol Overhang

			Protocol overhang happens when a protocol system’s control reaches beyond (or overhangs) its active participants. You can picture protocol overhang as tentacles extending outside the boundaries of a protocol system to steer people outside of it or to bind other protocol systems to it (or consume them). I see there being four types of protocol overhang.

			Protocol Overlap. Protocol overlap happens when two or more protocol systems are linked together for a person, and participating in one of the systems requires participating in all of the systems (and the same for exiting the systems). Like a prix-fixe menu, your choice regarding one linked protocol system applies to all of them, whether you want it to or not. For example, imagine that in your family, most everyone is a member of a certain religion, and there is the assumption that all children in the family will be members of the religion, and their children will also be, ad infinitum. Choosing to leave one protocol system (the religion) could disrupt your participation in the family protocol system, potentially even resulting in you being cast out of the family. You could also imagine your career protocol system being linked to your family protocol system: If you don’t go to medical school, or fill your role as a member of the British Royal Family, or take over the business your parent started, then you may lose your role or even your participation in the family protocol system (as has largely happened to Prince Harry157 and did to King Edward VIII158 before him).

			Protocol Determinism. Protocol determinism is closely related to protocol overlap, but is worth distinguishing. Protocol determinism occurs when Pip’s choice to enter a protocol system or take a particular role in it is dictated by their role in a separate protocol system. For instance, imagine a woman gets married and has a child before pursuing a career. Later, she regrets those choices, as she is not happy in her roles as wife and mother, and has limited career opportunities. In reflecting on her choices, she realizes that she never considered whether she actually wanted to marry or have a child or whether those roles would be a good fit for her. She now sees that she entered the marriage and motherhood protocol systems because that was expected as part of her role as a daughter in her family-of-origin protocol system. Her decisions regarding marriage and children were not made with autonomy, but through protocol determinism, which works to invalidate autonomy in downstream protocol systems.

			Protocol Outreach/Conquest. Protocol outreach occurs when a member of a protocol system attempts to persuade an outsider to join their protocol system. Protocol conquest is persuasion, as Carl von Clausewitz would say, “by other means.”159 I.e., conquest is forcing someone to join a protocol system, or even one protocol system subsuming or taking over another one (think hostile takeovers of companies or the colonization of the Americas). Protocol outreach could look like missionaries trying to persuade someone to join their church, members of a multi-level marketing scheme recruiting new sellers, or prestige law firms wooing summer associates to work for them. Protocol outreach functions as a tentacle reaching out from a protocol system to take in new participants or to reabsorb former participants– think The Blob160 enveloping everything it touches—and may involve incentives to enter the system.

			Protocol Scars. Protocol scars are ongoing injuries or damage (physical, mental, or emotional) that endure after you leave a protocol system. You may have protocol scars from your involvement in a marriage protocol system, for example, if the dynamics of the system were abusive. Even after leaving the marriage, you may have trauma that impacts your health,161 a negative self-image that makes you hesitant to enter another relationship, or a dire financial situation. People who were raised in “Purity Culture” as part of their religious upbringing report long-lasting trauma that permanently affects their sex life.162 Protocol scars can limit autonomy going forward unless they are addressed (for instance, by therapy or other efforts at recovery).

			Protocol Afterglow. Protocol afterglow is positive traits, memories, or goods that stay with you after you leave a protocol system. You might experience protocol afterglow after leaving one career protocol system (e.g., a public school teacher) to enter another (running your own restaurant). You may take your planning skills, ability to stay calm under pressure, and relationships with the community into your new career. Unlike protocol scars, protocol afterglow can be good for your autonomy (although, if you move from a big fish/small pond protocol system to one in which you are a small fish in a big pond, your protocol afterglow may taint your decisions in your new setting).

			Interactions

			So far, we have been focusing on Pip navigating the Protocol System Experience, primarily from an internally-focused perspective. However, a protocol system is a group of people doing things in relation to protocols. By definition, then, the Protocol System Experience is characterized by interactions with other people. These interactions can either increase or decrease Pip’s autonomy.

			Exercising autonomy in a protocol system is not as simple as raising your levels of awareness or insight. Even if Pip is at the highest level of both, they may still feel unable or be physically unable to make a change to their situation. One reason behind Pip’s inability to act on their desires is their interactions with fellow participants in the protocol system. The actions and inactions of others may cause Pip to act differently than they wish. The protocols of protocol systems come with a signal of desirable behavior and a consequence for not engaging in it. Other humans, through Pip’s interactions with them, impose these consequences on Pip, whether the consequence is loss of resources, health, relationships, or status. Fear of the consequences is often enough to make a person alter their behavior. For instance, a person with gender dysphoria may not reveal themselves in order to avoid acts of hate or rejection, or a leader’s aide may not reveal a leader’s mental incapacity so they don’t lose their job.

			———

			This completes our whirlwind tour of protocol systems. In this essay, I have tried to provide an alternative lens through which to view group activity. Sometimes, just reframing the way we look at a common practice opens up new questions and insights and enables different decisions. I think this framing of protocol systems has resonance both for self-reflection and for system-level analysis, as it asks us to consider the effects of protocol systems on the individuals within them. Protocol designers, envisioning the often utopian objectives their systems can (in theory) achieve, would do well to maintain a bistable view of them, drawing from both the system level and the individual perspective in their efforts. I’m yet to be convinced that a utopian human system can exist, but I know it can’t without accounting for the individual experience.
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			It has been challenging to write a different type of paper than I’ve previously had to write in law and academia. As opposed to a bullet-proof, citation-heavy article, this has been more of a “noticing” kind of essay, where I’ve tied together a bunch of things that I’ve noticed, learned, and thought about, and described the sense I’ve made of them. The claims in this series of essays are not provable or proven in a scientific sense, but I offer them up for use, improvement, and critique (and hopefully to make you think deeply about your own life and protocol systems). 

			Explorations of the Protocol System Experience are both intellectual and personal for me. Theorizing about the human experience can’t help but be.163 A lot of the noticing I’ve done has stemmed from my own experience of feeling unbearably trapped in my roles in various protocol systems and the process I have undergone (and am still undergoing) to see and understand the protocol systems I have inhabited and to make a deliberate choice about whether and how to stay in them. I have noticed common threads in my deconstruction efforts across multiple protocol systems in my life. My work on the Protocol System Experience knits together those threads.

			Have questions like mine been examined before? Of course. This essay has echoes of sociology, anthropology, philosophy, psychology, economics, game theory, systems theory, and basically any field that deals with human behavior. Protocol systems are a foundational, cross-cutting concept, so will have been thought about a lot through many different lenses over time. Are there frameworks out there that overlap with mine? Undoubtedly. This project is an opportunity to describe what I see—to get it down on paper (screens) before I chicken out or get stuck in analysis paralysis.

			Angela Walch is a writer, researcher, and creator based in San Antonio, Texas. She is a research associate at the UCL Centre for Blockchain Technologies. From 2012–2023, Walch was a Professor of Law at St. Mary’s University School of Law. Her research has focused on blockchain governance, systemic risks, blockchain language, and the intersection between these areas, through the lens of realism versus idealism. angelawalch.com

			Welcome to the Swarm

			Rafael Fernández

			ON the internet, we are part of swarms: networks of people, bots, and content, coordinated through algorithmic feedback loops. Swarms are harbingers of misinformation, heralds of mutual aid, and representatives of the public will. But this is not our grandparents’ crowd. Swarms are networked tempests of humans and information. Most importantly, they can act collectively without explicit protocols; they are minimally protocolized entities.

			In this research, I document a variety of swarms, such as the mutual-aid response to the devastation of Hurricane María, to uncover their unique methods of cooperation. To understand swarms, we also need to understand their peers within the broader category of online formations. This category includes group entities like memetic tribes and online communities that have explicit protocols which separate them from their swarm peers and makes them more explicitly manageable. This inevitably leads us to the question: How do we steer swarms?

			Algorithmic Coordination

			The sky turned lilac at the break of dawn on September 22, 2017. It was an omen of Juracán, the wind spirit, summoned by the indigenous deity Guabancex. Hurricane María, the worst storm since 1899, was about to make landfall in Puerto Rico. It was mythic: the storm crossing on to land one minute after sunrise. Thousands would die in the aftermath.164 Millions of Puerto Ricans living in the U.S. and around the world waited in anticipation, without a way to connect to or help their family and friends.165

			A Berlin-based Puerto Rican working in climate venture-building, Jorge Vega Matos fidgeted on his phone through the morning, watching his Facebook feed nervously. He dreaded the challenges his elderly parents and family might face in the coming days and weeks. Unknown to Jorge, an old acquaintance and Puerto Rican social activist in New York named Pablo Benson did the same.166

			There was a deafening silence online. Everyone was alone but watching together As the silence continued due to an island-wide blackout, Jorge noticed that the Puerto Rican diaspora had begun to share drop-off points on Facebook for aid supplies. Rumors of stronger-than-expected damage crawled from phone to phone, urging those with an internet connection to broadcast their fears and take action. Facebook’s ever-watching algorithm understood the opportunity for engagement and amplified their voices.

			A collective direction emerged as anxiety transformed into support:

			Let’s not delay, let’s get supplies to those in need. 

			There was no banner or organizing institution, just posts about where to go and visual memes with lists of useful supplies. Jorge’s feed became a cacophony of activity. The digital diaspora had mobilized into a swarm: a network of people, content, and bots kept aligned by the algorithms of Facebook’s feed. It was a symbiotic alliance between social media and the Puerto Rican community: both needed to aggregate attention.

			By the end of the day in Berlin, while Hurricane María was still ravaging the island, Jorge had created a public spreadsheet to aggregate supply drop-off points circulating on Facebook.167 He shared the link with various mutual aid groups, in hopes of accelerating donations. In New York, Pablo saw the spreadsheet and immediately forwarded it to others in his network. It turned out that the recipe for their swarm-like collaboration had been simple: provide a platform of connection to those with a common desire. The message found its way across the Atlantic:

			We’re creating a team and we want to use your spreadsheet.

			It was not the presence of certain protocols168 but their absence that gave the swarm its advantage. While government agencies and aid organizations sought approvals, individuals were able to act freely and broadcast their intentions via posts. Social media had enabled collaboration at scale through algorithms and instant messaging rather than being slowed down by explicit protocols,169 central planning, or strategic oversight.

			[image: ]

			Figure 1. Online swarms exist within networked and algorithmic ecosystems. Swarms are similar but distinct to other collective groups that rely on emergence: animal aggregations, crowds, and guerrillas.

			Swarm Sighting

			The story of Hurricane María highlights the structures and affordances of online swarms. But swarms are all around us. Other instances are regularly referenced in pop culture and daily news: celebrity cancellation raids, misinformation campaigns, fandom hypes, activist rallies, and memestock frenzies.

			We can see another swarm’s footprint in the paths to ruin of four banks in 2023. The episode began that year when the Silicon Valley Bank published a surprise announcement on Wednesday, March 8. In it, the bank mentioned that it was taking action to address some liquidity challenges. A frenzy of panicked founders and CEOs (sparked in part by newsletter writer Byrne Hobert’s analysis of the situation170) messaged each other frantically as funds (such as Peter Thiel’s Founders Fund) advised them to withdraw their money. A torrent of provocative content flooded digital spaces. The swarm had been summoned.171

			Screenshots of texts and emails were forwarded from one person to another. Posts on social media and in group chats created a pattern. In turn, the algorithms identified it as highly engaging content and accelerated its reach. The impending collapse manifested itself: within a day, over $42 billion had been withdrawn. The bank was unable to react in time. By March 10, just two days later, the bank was placed under the receivership of the Federal Deposit Insurance Corporation (FDIC).172 Later, it became evident that the banking collapse was incited by other issues, but the swarm had accelerated its fate, striking like lightning fueled by desperate attention. Three more banks were claimed throughout the summer. Eventually, attention moved elsewhere and the swarm dissipated.

			The hurricane response and the bank run are examples of online swarms: networks of people, content, and bots. They allow participants to act individually, with collective impact. Through a shared orientation173 that emerges in algorithmic feedback loops, swarms coordinate without internally directed protocols.174
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			Figure 2. Swarm participants take action toward an emergent promise

			Animals, Crowds, and Guerrillas

			Swarms mirror similar patterns we see in animals, crowds, and guerrillas. Animal aggregations such as fish shoals175 evade danger by finding dark waters. Army ants build bridges over tricky terrain.176

			Online swarms also create collective solutions, but navigate networked online worlds instead of purely physical ones. The hurricane response built bridges of information enabling a supply chain of aid. The bank runs evaded financial ruin by collectively removing themselves from the unsafe institutions. Yet unlike animal aggregations, online swarms include a diversity of agents—people, content, bots, and algorithms—each with their own objectives or programming.

			It is not sufficient to characterize swarms as a basic mixed crowd. In a crowd, participants gather organically and then act as a collective.177 We can picture a crowd of people gathering at a sunny spot in the park. Each person makes an individual decision to join and move from one part of the park to another. From afar, it would seem as though the crowd was working together. In reality, the sun was serving as a shepherd. For an online swarm, the sun is the algorithm.

			But swarms operate with key differences. They include spectral objects like bots and content. They are digital-first, while crowds are often physical gatherings: location and mobilization are decoupled in a swarm. Additionally, swarms are deeply networked and everyone can broadcast information or send instant messages to each other. In contrast, crowd participants only communicate with their nearest physical neighbors.

			At the intersection of algorithmic navigation and networked crowds, swarms take on guerrilla-like traits. They use their ­ecosystem as infrastructure for communication and coordination. They also form cell-like teams. These teams are autonomous and self-contained, each with its preferred protocols, but globally oriented via an emergent promise.

			Like guerrillas, the Hurricane María response swarm relied on broadcasting to disseminate tactics; it had cell-like teams, each with its own protocols. Within their respective digital localities, Jorge and Pablo coordinated to apply their own protocols. They published updates in a dedicated Facebook group and hosted daily video calls, making use of experiences they’d had with Occupy Sandy mutual aid efforts in 2012. In tandem, Jorge and Pablo monitored the information and distribution, adjusting plans as needed. When they heard that the local government was being ineffective with supply distribution, they promoted a message through direct calls and group updates:

			Channel the supply aid directly to local centers. 

			Jorge and Pablo were well-attuned to the changing environment.178 Fortunately, Facebook’s algorithms did not intervene negatively during the initial mobilization.

			Coordination across swarm participants is organic, but not trivial. Without a central plan or governance team, Jorge, Pablo, and others like them oriented themselves around a promise that emerged from social media conversations:

			Get supplies to those in need. 

			In the words of John Robb, researcher of modern guerrilla warfare: 

			This promise is the central connection between all the members in the [guerilla] community. Each member can have specific motivations that are substantially different from any of the others. In the case of warfare, these alternative motivations can be patriotism, hatred of occupation, ethnic bigotry, religious fervor, tribal loyalty, or what have you. It doesn’t matter as long as they agree with the plausible promise.179

			Promises are not like business missions or goals. Promises have no associated metrics or objectives, only an associated orientation, defined by Kei Kruetler as

			situational awareness that arranges knowledge in a selective and associative manner aligned with a particular purpose.180

			Additionally, promises are not necessarily quantifiable, objective, or even rational.181 While a goal may be “build a boat” or “learn to fish,” a promise would be “help us learn to yearn for the sea.”182 Participants contribute to the promise in harmony, without formulating a global plan. Their actions are broadcast, forming a virtuous feedback loop that strengthens the swarm’s orientation.

			The Silicon Valley Bank collapse didn’t have a collective objective or a project management structure. Instead, it oriented people’s actions around another promise:

			The bank will collapse, act now to save your business. 

			Panicked business leaders took individual action and told their peers to do the same. They were united, but not unionized.

			But while swarms have some guerilla-like traits, they are not exactly like guerrilla groups. Jorge and Pablo were part of a much larger network of social media posts and relied on algorithmic feedback loops for coordination. Their swarm would have dissipated if attention had waned or Facebook had removed their ability to communicate. The swarm’s network of people, content, and bots was oriented183 towards the promise; but that does not mean they had the same orientation, only a sufficient overlap. After all, yearning for the sea is a personal calling, interpreted by each of us differently. In summary, swarms are networks of ­people, content, and bots with shared orientations that are strengthened by their ecosystems’ algorithmic feedback loops.

			Swarms have a diverse set of participants who constantly broadcast their actions, algorithms that support their growth, and an emergent promise that harmonizes intentions. At the same time, their participants have individual agency, do not adhere to a collective “we,” and are constrained by their host platforms instead of internal protocols. Distinct from animal aggregations, crowds, and guerrilla groups, online swarms are a ubiquitous digital phenomenon.

			It’s worth noting that swarm-like formations, which we might call proto-swarms, predate the internet. Their coordination tactics and consequences appear in all highly networked environments. Brown University economist Peter Garber tells an eerily swarm-like story regarding the phenomena of tulip mania. Tulip mania was a period in the Dutch Golden Age, in the seventeenth century, during which contract prices for fashionable tulip bulbs reached extraordinarily high levels, and then collapsed. Garber says: 

			These [tulip] markets consisted of a collection of people without equity making an ever-increasing number of “million-dollar bets” with one another with some knowledge that the state would not enforce the contracts. This was no more than a meaningless winter drinking game, played by a plague-ridden population that made use of the vibrant tulip market.184

			Tulip mania had direct parallels to ­modern-day swarms: it was a network of people (traders) and content (contracts) with a similar orientation (speculation), guided by an algorithm (the tulip market).

			Stories like these showcase proto-swarms. They may have not inhabited the internet world, but they were supported by tight communication feedback loops within a networked environment. Like today’s swarms of degens on WallStreetBets, these old-school traders created an accelerating cycle of speculation. Further research on religious revivals, mass manias, and events like the U.S. gold rush might help us find other proto-swarms across history.

			[image: ]

			Figure 3. Online swarm lifecycle. Three main phases: emergence, acceleration, and dissipation. During each phase, the online swarm is powered by the web of algorithms in its ecosystem.

			Life in the Swarm

			Swarms, like hurricanes, are gargantuan tempests with a predictable life cycle. They are fueled by natural feedback loops in their ecosystem. The feedback loop for hurricanes is between warm ocean waters and moving air. For swarms, eager algorithms amplify our actions to increase engagement, forming a feedback loop.

			Also like hurricanes, swarms don’t have an absolute beginning or end. They emerge, never quite not there. Before a hurricane there’s a tropical storm and before that, a tropical depression of wind and rain. And just as they emerge, they dissipate.185 When a hurricane hits land, the feedback loops are interrupted and the strength of the winds wanes. Hurricanes essentially fade away. Swarms follow a similar path.

			Prior to Hurricane María, Jorge and Pablo’s Facebook feeds were already filled with the diaspora network, their posts, and latent energy. Hurricane María presented an anchoring event that served as an orientation catalyst. The ocean-like currents of social media had reached the right temperature, strengthening the swarm’s feedback loop of attention. As a result, the mutual-aid swarm materialized as the diaspora aligned its orientation towards an emergent promise.

			The strength of the feedback loop of the mutual-aid swarm is illustrated by Jorge’s database and the resulting supply chain. Hundreds of people across the globe began donating their time and aid supplies, following instructions found in visual memes on whichever social media service they were using. The content drew in spectators and transformed them into volunteers.

			Supplies were gathered together at the drop-off locations and often brought as checked baggage on commercial flights to skirt established assistance protocols. As the scale of donations increased, volunteers prepared pallets and sent them via air and ocean freight. Within weeks, to ensure the supplies were not being stolen (or confiscated by government officials), donors were chartering private flights, accompanied by volunteers who hand-delivered donations to locations around Puerto Rico. Jorge recounted the following year: 

			I experienced this hive mobilization first-hand: The day after the hurricane, I started collating all the information I found about donation drop-off points, and overnight contributors from Seattle to Atlanta started pitching in. . . . Together, we built one of the most complete databases of its kind in the US within a week.186

			But compounding growth is not sustainable. Like hurricanes, swarms only grow as long as the ecosystem supports their presence. Even if a hurricane doesn’t hit a landmass or move to cooler waters, its mechanisms are self-limiting: hurricane winds cool the warm water required for their formation.187 A swarm’s life cycle ends in a similar fashion. Swarms dissipate as soon as their source of attention is consumed or interrupted which can be due to achieving the promise or when a platform’s algorithm shifts focus. Swarms are dependent on the ecosystem they inhabit.

			When Jorge went to Puerto Rico a few weeks after landfall, he was amazed. The local aid centers were fully staffed and didn’t have the need or time for new volunteers. The swarm’s promise had been achieved. New communities of support solidified and attention shifted from Facebook messages to government aid programs and local support networks. Facebook and other social media, in turn, sought new sources of engagement. Soon after, the working group between Pablo and Jorge disbanded. Yet the data representing their posts and replies persists, shaping future experiences across social media. The algorithms will surely try to mobilize the dormant swarm when the virtual waters warm once again.

			Swarm Experiences

			Swarms can vary widely in their impact and the emotions they evoke. The collective behavior of participants creates distinct experiences. In the case of the Hurricane María response, the emotional reaction was urgent and inspirational. In contrast, the Silicon Valley Bank run fuelled anxiety. Other swarms can seem playful, focused, or exciting. In my research, six common swarm experiences emerged (see figure).188 Each of the experiences is defined by the swarm’s actions. For instance, during the hurricane mobilization, people created a supply chain of mutual aid. On the other hand, during the bank run frenzy, people acted in a grab-and-go manner, moving with haste to secure their assets.

			Other kinds of swarm experiences include trends, games, raids, and melees. Trends involve widespread signaling, as seen with trending hashtags or “the current thing.”189 Games are characterized by playful interactions, like sharing contrasting photos to show fitness progress. Raids are adversarial; they involve focusing on a target such as a distressed celebrity. Melees consist of large-scale clashes on topics like health and diet, often taking place in public forums.

			An example of a game-centered swarm appeared in 2022. An unknown number of participants on TikTok, likely in the millions, started playing a game to collect imaginary coins called doubloons.190 Anyone could decide to participate in the game.191 As social media users browsed videos on their feeds, they would encounter videos with instructions to add or remove doubloons from their inventory. Some even offered virtual and imaginary items, like a boat or a house, in exchange for doubloons. Each participant made up their own hyper-local rules, based on their interpretation and experience.

			Curiously, there was no accompanying software application. Participants kept track of their coins on their phones. Then, they created videos that others might encounter. The game lasted a few months, with various “rules” emerging to manage the supposed inflation problem.192

			While many swarms exhibit benign, playful, or creative behaviors, others are summoned with the explicit intent to cause harm. Instances of ­state-sponsored interference in elections have been ­well-documented. For example, The Guardian reported that an individual named Hanan offered “black ops” services: 

			Hanan told the undercover reporters that his services [. . .] were available to intelligence agencies, political campaigns and private companies that wanted to secretly manipulate public opinion. He said they had been used across Africa, South and Central America, the US and Europe. One of [the team’s] key services is a sophisticated software package, Advanced Impact Media Solutions, or Aims. It controls a vast army of thousands of fake social media profiles [. . .]193

			In the future, other examples are sure to emerge, especially as bots and autonomous content194 become more common. In particular, swarms may become people-less, composed entirely of digital objects and media. As Byung Chul Han observed: 

			Physical objects, which used to be mute, are now starting to talk.195

			An early example of a people-less swarm happened on May 9, 2010, when the Dow Jones Industrial Average dropped over 1,000 points, then recovered shortly afterward. Within about 36 minutes a combination of high-frequency trading bots and the complex interplay of trading algorithms contributed to the rapid sell-off and rebound. Today this event is referred to as “the flash crash.”196
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			Figure 4. Six common swarm experiences in contemporary social media

			Online Formations

			Swarms do not exist in isolation; instead they are part of a rich ecosystem of online formations. Through research, I identified four other archetypes of online formations: memetic tribes, communities, farms, and virtual organizations. Each archetype differs from swarms based on how they encode their own social protocols.

			Swarms, as we’ve mentioned, are minimally protocolized; they do not have explicit protocols like a managerial hierarchy or central planning process. Instead, they rely on external algorithms for coordination. 

			Other archetypes encode explicit protocols into internal collaboration instruments such as cultural assets, tactical playbooks, gathering spaces, and contracts. Together, the family of online formations provides an overview of large-scale collectives in the virtual landscape.197
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			Figure 5. Five archetypes of online formations, characterized by its primary collaboration instrument

			Memetic Tribes

			The most infamous archetype today is arguably the memetic tribe, a term coined by Peter Limberg, an online culture researcher.198 This archetype is characterized by the creation and maintenance of cultural assets, often based on niche and dogmatic ideologies. Some examples may sound familiar: Black Lives Matter, MeToo, Occupy, QAnon, and Postrats. They are often confused with swarms due to their distributed nature, regular public feuds, and lack of a central gathering space.

			Memetic tribes differ from swarms in various ways. Memetic tribes have known influencers and collective names. Peter Limberg in his “Meme to Vibe: A Philosophical Report”199 defines these tribes by their living philosophies which have a “distinct vibe, with a definite sense of ‘ingroup.’” To achieve this, a tribe develops its own cultural lore and assets.200 They might have custom meme templates and narratives, emojis-in-bio norms, and a plurality of user-generated manifestos.

			Operationally, tribe participation is fluid and fragmented, relying on a daisy-chain network of influencers instead of managers.201 Like swarms, participants have a high level of agency; defining their own way of contributing. The glue, instead of a single promise, is their rich distributed repository of cultural assets. This provides the basis for a collective history and, consequently, a longer lifespan. A tribe known as Post-rationalists today, for example, can be traced back to 2009.202

			Digital Farms

			Like online swarms, digital farms are transient, don’t have a brand, and have shifting identities. Digital farms differ from swarms in having distinct playbooks for extracting value from networked ecosystems like games, social media, and the stock market.203

			Gold farming,204 social influence farming, and crypto-airdrop farms205 are all different types of farms. In each case, participants are promised digital currency or the opportunity to receive it. These farms are characterized by the tactical nature of how they work and their reluctance to form a group identity that could be held accountable. Farms exist in dubious legal spaces, remaining viable only while the target arbitrage lasts.

			Farms are quite common. For example, there are informal groups of people who follow each other on social media sites, and their playbook is simple: you follow me, I ­follow you, and we both look like we are influencers. These follow-farm members often have a tag like “follow-for-follow” in their profile bio and join group chats with hundreds of participants. More complex farms have dedicated Discord groups, Telegram channels, and newsletters with detailed playbooks. Searching for “buy follows” will surface dedicated ecommerce stores that sell farmed likes, followers, and views.

			Online Communities

			Online communities are similar to memetic tribes, but with a stronger presence of explicit social protocols. These communities include professional networks, fandoms, and hobby groups. Like tribes, they have cultural assets. Their distinguishing factor is a digital home:

			a sense of locality that spans both the virtual and physical worlds of their users.206

			This home can take the form of any central and recognized gathering space: website, knowledge hub, or social media neighborhood. It also can include a mind-space anchor, such as a celebrity, work of fiction, or brand. Across these spaces, communities apply codified rules of behavior, like community guidelines, enforced through moderation. The agreed gathering space also reflects the community’s strong sense of group identity and cohesive internal subgroups.

			The most documented community subtype is likely fandoms.207 They are prolific contributors to online lore in the form of fan fiction, wikis, and public feuds. Examples of fandoms include Taylor Swift’s Swifties and the K-pop superfan group called the BTS Army. Fantasy world fandoms are also common, examples include communities like Potterheads, where fans of Harry Potter meet.

			Unlike swarms, online communities work towards an internally consistent world: a home. They document their history in knowledge hubs, have known influencer networks, and reach a rough consensus on approved content. Potterheads, for example, create and gather content on specific websites about the Harry Potter universe and have extensive repositories of fan fiction.208

			In advanced cases, communities have documented jargon, vision statements, and codes of conduct. Many fandoms also have channels of mobilization. Kaitlyn Tiffany, in her book Everything I Need I Get from You, explains why the British boy band One Direction holds the record for most Billboard awards in the top duo/group category: fans coordinated online for weeks to mass-purchase their music and stream their songs: 

			Instructions for supporting the project circulated on Tumblr and Twitter . . . fans planned to buy the song on iTunes as many times as possible . . . Everyone who participated was expected to keep [the song] on repeat on streaming services, request it on the radio, keep it trending . . . 209

			Last but not least, communities differ from swarms because they curate their canon. Canon, such as official music and appearances, serves as an anchor; it is a source of digitally local truth.210 Unsurprisingly, communities adopt persistent identities, sometimes outlasting the celebrity’s life. The Beatles’ fans are still expanding their knowledge base and attending community-organized events, even though the band no longer exists.211

			Virtual Organizations

			A fourth archetype completes today’s online group landscape: virtual organizations. Blockchain organizations known as decentralized autonomous organizations (DAOs) are a key example. Virtual organizations can be considered a natural progression from online communities. DAOs also have cultural assets and knowledge hubs, but go further: they seek to enforce social protocols via code. They may have internal reputation scoring, budget distribution rules, and ­democratic governance models.

			Gitcoin, for example, is a virtual organization that uses a novel concept called quadratic funding to distribute donations to public goods projects: 

			Individuals make public goods contributions to projects of value to them. The amount received by the project is (proportional to) the square of the sum of the square roots of contributions received.212

			This social protocol governs the relationship between fund contributors and distributors. In a traditional organization, a user would “trust the product” to execute the organization’s stated process. At Gitcoin, little trust is necessary to process donations.213 The protocol is instead encoded directly into the code infrastructure. It is embedded into the organization’s built environment.

			In many ways, internal infrastructure such as Gitcoin’s protocol allows virtual organizations to exist across platforms instead of within them. Had Gitcoin’s fund distribution ruleset been a process, instead of being encoded in a protocol, users and employees would have to trust the product suite that processed the funds. When we donate money through Facebook, we trust Facebook to process those payments fairly. Instead, Gitcoin has adopted an open, immutable, and decentralized protocol. This allows the public to verify the protocol, regardless of the platform they use to interact with it.

			These benefits have their own costs. Launching and maintaining software-encoded social protocols can be expensive and risky. It requires teams of engineers to abstract coordination behaviors into modeled transactions and write secure code. The job is difficult: virtual organizations have been known to collapse under the weight of their own operations or get hacked. Encoding social protocols into software can be a double-edged sword, especially when digital currencies translate to “real” money. Dozens of DAOs have lost millions of dollars from their treasuries due to governance errors and malicious actors.214
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			Figure 6. Online formation archetypes can be roughly sorted based on their reliance on implicit and explicit social protocols. Swarms are minimally protocolized; they are reliant on implicit social protocols. In contrast, virtual organizations can have social protocols encoded into software.

			Protocolized Transformations

			As we can see, each online formation manages its explicit protocols and encodes them into its infrastructure. This phenomenon isn’t restricted to online formations; even in traditional organizations like companies, established protocols like approval processes are in place to support their purpose, and, by definition, shape the broader cultural and operational structures. Whichever protocols are selected to fulfill the organization’s purpose will define its size and the relationships among its employees. Structure follows protocol.

			We can look at the transformation from a swarm into a memetic tribe to illustrate this dynamic. Throughout their lifecycle, a faction in the swarm may adopt a set of preferred emojis and memes. These emojis, adopted universally by the faction, could then become associated with a name. Now the faction has its own cultural assets and banner. They have encoded a basic social protocol: 

			Use this emoji and name to broadcast your alignment with our values.

			In other words, the faction has deployed an in-group management protocol. It is now a memetic tribe, with participants actively seeking out those using the emojis or who have the emoji in their social media bio.

			The transformations arising from encoding explicit and uniform protocols have two primary consequences: identity persistence and collaboration constraints.
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			Figure 7. Online formation archetypes plotted on a 2x2 grid based on identity persistence and collaboration constraints

			Swarms start off with shifting identities: no single name is accurate. This fluidity is associated with conflicting internal factions, rapid mutations, or simply a lack of language. In the Summer of Protocols program, as an example, the participants have been discussing possible options to name the field of study concerned with protocols. None have been agreed upon. This suggests that researchers studying protocols don’t belong to an online community or virtual organization yet. Instead, the network of researchers is likely a swarm, on the verge of becoming a memetic tribe: cultural assets such as these essays are being created.

			In the case of Jorge and Pablo, both agreed on an indistinct, generic team name: Red de Apoyo Mutuo (Mutual Aid Network). However, this name was only for their close network of volunteers. As a swarm, there was no agreed name externally or internally. Jorge and Pablo’s team name was not adopted uniformly or used in news reporting to represent the broader swarm. It was, however, searchable and a quick way for their core team to broadcast their intentions.

			In contrast, online formations with protocols embedded into their infrastructure, such as communities and virtual organizations, have identity persistence.215 As the label implies, they have an agreed name that is persistent across perspectives and over a significant time. WallStreetBets, as an example community, is named after their subreddit home. This name is the same for members, Wikipedia entries, and news articles. It has also been consistent since the infamous GameStop short squeeze in 2021.216 However, the name persistence does not imply a longer lifespan. Individuals, traditional firms, and nations may have short lifespans and names that persist in historical records.

			Online formations that have a persistent, and agreed-upon name tend to have internal collaboration structures as well. These structures, collectively managed, constrain the collaboration to internal preferences. Virtual organizations, like DAOs such as Gitcoin, choose their contracts, operational processes, and approvals.

			Less protocolized formations, such as swarms and memetic tribes, rely instead on informal peer-to-peer agreements. They are constrained by the external algorithms and protocols of the platforms they inhabit. Collaboration is guided by pattern recognition and platform features. Looking back at Jorge’s spreadsheet, anyone could make a copy without Jorge’s approval, as long as Facebook’s algorithms allowed them to discover it.

			Alignment Technologies

			Without constraining geography, a persistent name, or internal protocols to target, swarms are virtually impossible to communicate with or hold accountable. Like an insurgency, there is “no single person or small group in charge.”217 They require us to take on a new approach:

			Our ability to summon, steer, and protect swarms will depend on how we can catalyze, shape, and preserve network structures and orientations.

			Major social media platforms illustrate a first attempt at controlling swarms. They have deployed global content moderation programs and international Know-Your-Customer (KYC) protocols to address the risks of anonymity.218 They continuously combat harmful content by identifying and removing instigating posts, actors, and networks. Yet, the effectiveness of these tools remains limited219 and employing the tools can have severe mental-health consequences for moderators themselves.220 Herding shadows is no easy feat.

			Moderation and KYC are examples of alignment technologies. Rather than telling participants how to act, allocating resources based on forecasts, or drawing out resources based on need, alignment technologies craft network structures and orientations.221 They are concerned with questions like: Who (and what) participates in this network? How should this network react? How is this network scaling? What is the network’s focus? In other words, they govern how networks like swarms can emerge, expand, morph, and dissipate.

			At a tactical level, alignment technologies include features that introduce or remove network friction. For example, like, follow, shadowban, and block: affordances like these help participants garden their networks. At an operational level, tools exist that shift the communication context and discovery, including gated spaces like Facebook Groups and the discovery algorithm design. Should Facebook have decided to prevent the mutual-aid swarm, it would have likely dampened the reach of the swarm through tactical and operational tools. At a strategic level, alignment technologies include feedback loop design and worldbuilding, higher-level and longer-term designs. For example, defining the rewards of a networked ecosystem: which users get paid a share of advertiser revenue? how much? under what conditions?

			Each of these alignment technologies influences network dynamics at different levels: content, agent, or as a whole. They also influence networks either reactively or proactively. In many ways, alignment technologies enable organizational jujitsu. They can serve as catalysts, build and redirect participatory momentum, transform adversarial spaces into cooperative ones, or dissipate malicious networks through disorientation.

			Despite the ubiquity of examples, building and implementing alignment technology is still an emerging art. Basic features like mute and report are blunt tools used in social media ecosystems. Network participants are sculpting their relationships with hammers.

			But companies continue to innovate. Moderation, for example, has become increasingly sophisticated. In 2018, Facebook introduced a Dangerous Organizations and Individuals policy setting out how Facebook will be managing networks, not just individual pieces of content: 

			Under this policy, we designate individuals, organizations, and networks of people.222

			Challenges persist: how do you wrangle billions of people, content, and bots across hundreds of moving legal systems? And how do you do this while minimizing bias, supporting a plurality of beliefs and ethics, and addressing private interests?

			A key consideration comes down to ecosystem intentions. Today, alignment technologies predominantly adjust networks and orientations toward a central entity’s objectives. Moderation tools ensure Facebook advertisements appear alongside ­brand-approved content, usually avoiding placement alongside unsuitable content. Reframing intentions might provide a new path: do alignment technologies need to rely solely on such assimilation? What might be possible if network attunement were supported instead?
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			Figure 8. Alignment technologies can stimulate assimilation or attunement

			Attunement Technologies

			Attunement is the ability to become in sync. Originating in child development research, attunement has historically described a caregiver’s ability to tune into, recognize, and respond appropriately to a child’s needs and moods.223 Today it is also applied to interpersonal dynamics, like synchronized heart rates across people listening to the same story.224

			Online, we can expand the concept to include tuning into and resonating with a collective narrative or crafting a shared direction. In general, we can use the term attunement to talk about mutual alignment, not alignment with a central actor. In stark contrast to tools like centralized content moderation, attunement technologies would promote shared understanding and cooperative action within a digital locality.

			A few examples of attunement technologies are emerging. One recent standard is X’s community notes feature:

			Contributors can leave notes on any post and if enough contributors from different points of view rate that note as helpful, the note will be publicly shown on a post.225

			In practice, this means that posts often display clarifying comments or are outright corrected by the users of the platform. Central moderation gives way to crowdsourced moderation.

			Jokerace, a software program for credibly neutral surveys and contests, is another illustrative example.226 It hosts “races” where participants can submit proposals for a network to vote on. Similar to an open forum, Jokerace is a sensemaking space: networks can make decisions collectively. There is no central actor; instead, a course of action emerges from the network.

			Individual communities are increasingly creating their own attunement software as well.227 An online community named Trust has developed an application called Bubble.228 This software automatically posts a message to Trust’s social media profile when that message has received a certain number of emoji reactions within the community. By doing so, Bubble allows the community to curate a public feed that reflects its collective preferences, and builds a shared narrative.

			As we become more networked, opportunities for alignment and attunement technologies will become increasingly apparent. They present a possible path to support the success of swarms and other online formations while addressing platform business needs.

			Summoned

			For a long time, crowds, “unruly” physical testaments of public desire, have been the primary embodiment of collective action in the absence of explicit protocols. The momentum of crowds spurred unions and the civil rights movement and demanded peace in times of war. Crowds have also been used opportunistically as kindling for riots and mobs. These patterns are why we have “crowd control” protocols.

			Today, we live and work within high-bandwidth networks alongside autonomous bots and content. And swarms have inherited the power and responsibilities of crowds.

			As participants in swarms, we have already displayed an uncanny ability to deliver both constructive and destructive consequences. We can mobilize aid after catastrophic natural disasters, trigger international bank runs, create global games, and ruin careers. We can do this without explicit protocols, planning, or assigned leaders. The complex web of algorithms we inhabit is enough.

			Private and public entities recognize this immense potential. Social media platforms play an active role in shaping, amplifying, and dissipating swarms. State actors summon swarms to support their political agenda. However, the current drive seems inward, profit-focused, and protective, a dangerous road focused on control: How can we restrain them? What value can we extract? What risk can we avoid? 

			Swarms, like crowds, can be symbiotic allies, not just resources or adversaries: What can we learn from swarms to address the global challenges we face today? How can we unleash their potential?

			————

			Go to the ant, you sluggard! Consider her ways and be wise, which having no captain, overseer, or ruler, provides her supplies in the summer, and gathers her food in the harvest.

			—Proverbs 6:6–11 New King James Version
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			Part 2

			Arguing Protocols

			Artificial Memory and Orienting Infinity

			Kei Kreutler

			Four hundred years before the term artificial intelligence emerged, debates about the development of “artificial memory” stirred. In contrast to the idea of natural memory, artificial memory involves using aids to help us remember. These include internal aids like memorization techniques that enrich personal memory and external aids like encyclopedias that enrich societal memory. The earliest known artificial memory includes practices like Chinese room mnemonics, associating spaces with concepts, and Australian Aboriginal songlines, associating verses with landscapes. 

			However, not everyone saw the development of artificial memory in a positive light. In 1530, the eclectic physician Cornelius Agrippa cautioned against it:

			Artificial memory would not be able to last for the briefest second without natural memory . . . [Artificial memory], by overburdening the natural memory with innumerable images of words and things, can lead those who are not content with the limits imposed upon them by nature to the point of madness.229

			Worrying about madness from the experience of “innumerable images of words and things” might evoke a sardonic laugh from anyone alive now. Media saturation is the norm, and determining the line between natural memory and artificial memory seems almost irrelevant, as articles with lines like “the internet has become the external hard drive for our memories” proliferate.230 It’s a deeply ingrained narrative. From the known invention of writing 5,000 years ago to the creation of the World Wide Web, technology has been shaping how we remember. 

			So what could have happened in the sixteenth century for Agrippa to feel such disdain toward it? He might have foreseen our strange historical condition, in which our actions immediately create archives. Whether buying items with a credit card, looking up directions, or sending a text, computing creates traces of intention that previously nearly vanished from record. Agrippa worried about “overburdening the natural memory,” as though he could see the limit of natural memory and its oncoming destruction through innumerable traces.

			Despite Agrippa’s warning, it seems artificial memory is unavoidable and inevitable. Even the tools we make can be thought of as a type of memory. Philosopher Bernard Stiegler gives an example using the archetypal object of the anthropologist, the flint arrowhead: 

			When a prehistoric man cuts flint […] obviously he doesn’t cut flint to preserve his memory. But the act of cutting preserves […] his gestures on the flint, and in fact, constitutes a new memory support.231 

			The construction of every tool also constructs a “memory support,” not only for those using it but for following generations. Our conscious and unconscious experiences of these innumerable traces determine the paths our descendants walk. Our language tools carve the way they think, the tools they will create, passing on memory otherwise lost with our death.232 When every tool conveys artificial memory, these innumerable traces mean we live in a world made of memory all the way down.233
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			Perhaps the original, forgotten black square, with “Et sic in infinitum” (And so on to infinity) inscribed below it. Robert Fludd, Utriusque cosmi maioris scilicet et minoris metaphysica, physica atque technica historia, 1617

			The shadow of technology

			With memory and technology so closely woven together, each the shadow side of the other, popular understandings of memory can reveal understandings of technology.234

			Today, memory can’t escape computing metaphors. Memories are read, written, and erased through the brain, which means it is more or less the world’s most complex computer in this metaphor. We equate limits of natural memory with limits of computer memory. Unsurprisingly the roots of this metaphor can be found in Agrippa’s age, and it continues today with the development of artificial intelligence. With their wholesale embrace across societies, metaphors from computing suggest that all memory can be available as data. How to navigate remembering and forgetting this data remains less clear.

			Scientific literature documents the concept of threshold forgetting.235 It describes the curious effect in which individuals are much more likely to forget their intention upon crossing a threshold like a door. Most people can relate to instances of standing in the kitchen and struggling to recall their original purpose for entering. This concept can also be applied to digital spaces. Have you ever opened your phone with the intention of checking a message from a friend, only to find yourself navigating through five apps, three websites, and who knows how many advertisements, struggling to remember your original purpose? Monetized digital environments seem to intentionally prompt threshold forgetting, guiding users through a labyrinth of addictive applications—only to be lost forever, having taken the wrong route toward infinite scrolling.

			The act of remembering your path through the digital labyrinth is a way of changing perception. Though we leave behind innumerable traces, it has become commonplace to forget the source, origins, or authenticity of the information we carry. This is especially true in the renaissance of spam and deep fakes driven by artificial intelligence. The strange emerging combinations of machine learning and cryptography will further force a profound renegotiation of our relationship with memory. To navigate these unusual and innumerable traces we’ll need different sensibilities.236

			If we can momentarily step back from and examine the dominant worldview of memory-­as-data, we can delve into what’s at stake in our popular understanding of memory. What role does memory play in shaping a world? What if preserving an archive doesn’t guarantee memory? More radically, why should humans care about remembering at all?

			Orientation

			To begin answering these questions, we can look to the historical development of artificial memory, starting with one of its earliest recorded protocols and ending with the invention of computers, from which the memory-as-data metaphor emerges. Building upon this backdrop, with examples from memory theaters to transistors and from shipping warehouses to community lore, the essay conjures a framework that helps us move beyond existing metaphors for memory and understand how it operates in the world.

			The essay closes with the definition of orientation. The term doesn’t describe a historically new phenomenon. Instead, it elevates a nascent sensibility present throughout many different artificial memory protocols. As archives mutate and our strategies for exploring them evolve, orientation guides action in a world designed for threshold forgetting.237 It reconstructs context, and it reshapes lore. The software is not the story, but we can use it as an orientation cue.

			Protocolization of memory

			Distinguishing between natural memory and artificial memory isn’t straightforward. The term “memory” is defined by the Oxford dictionary as “The psychological function of preserving information, involving the processes of encoding, storage, and retrieval,” a definition nearly applicable to both human brains and computers. Neuroscience speaks in a similar vein, suggesting that we construct our memories, which “change each time they are recalled.”238 If memory is essentially a construction, then in a sense, all memory could be considered artificial. So, the distinction between natural and artificial memory doesn’t rely on the idea of authenticity.

			If a distinction between natural memory and artificial memory can be made at all, it primarily revolves around the intention toward “encoding, storage, and retrieval.” Artificial memory aims beyond just the recollection of innumerable images. It also strives to enhance the organization of their “retrieval” through systematic “encoding” to better order their recollection. This implies a procedural form of remembering, akin to protocols. Instead of viewing natural and artificial memory on a spectrum of authenticity, it’s more useful to regard them as unprotocolized and protocolized approaches to memory.

			Method of loci

			The method of loci is an early recorded instance of such protocolization. Its origins trace back to Hellenic lyric poet Simonides around 500 B.C.E. The tale begins with Simonides reciting an epic poem at a banquet, and upon stepping outside shortly thereafter, the banquet hall collapsed, leaving the crushed guests unrecognizable. Simonides was able to identify each guest by mentally retracing his steps and recalling where each sat at the dinner table. This technique of memorization, where facts are associated with specific locations, later became known as the method of loci.

			By the first century B.C.E., the method of loci became so popular that the orator Cicero enshrined it as one of the five canons in the rhetorical arts, alongside elements like style and delivery. Memory, now equipped with a clear procedure, could be honed. The procedure involved selecting a “formal structure,” be it a cherished church, school, or home, and within that formal structure, designating distinct “memory places.” Each of these places became repositories for “memory images.”239 For instance, if you sought to commit the planets to memory, you could summon the image of your local church, assigning each alcove within it as a memory place to house a detailed memory image of a planet, complete with its name and pertinent details. After which, you could mentally traverse the church, summoning facts tied to each planet as you pass each alcove. 
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			Jean Théodore de Bry, Theatrum Orbi, from Robert Fludd’s Utriusque cosmi maioris scilicet et minoris metaphysica, physica atque technica historia, 1617–1621

			The method of loci placed less emphasis on the actual existence of the chosen formal structure than on the practitioner’s ability to vividly recollect it in their imagination. It encouraged practitioners to forge unique and extraordinary connections with the experiences they memorized.240 

			This remarkably effective memorization technique would have thousands of pages devoted to it in the centuries that followed. Several Western philosophers from Aristotle to Aquinas would expound upon it, and predating Simonides, analogous memorization techniques also developed throughout Asia.241 In its combination of the universal and the particular through procedure, the protocolization inherent in the method of loci made it highly adaptable. 

			Memory theaters

			In Renaissance Italy, theaters emerged as the preferred formal structure for its practitioners, and the memory theater of Giulio Camillo best illustrates this zeitgeist. The project remained more legend than fact, with only one small wooden model ever built, said to contain “many images” and rather disparagingly, be “full of little boxes.”242 Nevertheless, its grand vision could not be thwarted by the constraints of reality. The memory theater featured ascending rows corresponding to the seven visible planets and aimed to “locate and administer all human concepts, everything which exists in the whole world,” such as the natural sciences and the arts.243 While the suggestion that memory theaters administer knowledge of “the whole world” smells of hubris, their popularity signals a new perspective in artificial memory. Memory theater models explicitly combined the notion of public space, an image of the world, and a knowledge system.
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			Depiction of Giulio Camillo’s memory theater, Artist unknown, 1511

			The method of loci uses a universal procedure for a particular experiential recollection, and memory theater models return this recollection to the public.244 They wanted to render knowledge both universal and universally accessible, and they foreshadowed an idea of virtual architecture—models overlaid with knowledge systems for public access—that would be reanimated centuries later in cyberspace.

			From the method of loci to memory theaters, these examples of artificial memory drew upon spatial metaphors, predating the computing metaphors that are prevalent today. However, these practices played a crucial role in shaping the concept of memory as something that could be “encoded” and “retrieved” through protocols. This laid the groundwork for the evolution from predominantly spatial metaphors to the prevailing understanding of memory-as-data.

			Data-ification of memory

			The practices discussed above, which embraced the label of “artificial memory,” might have been relegated to outdated rhetorical arts if several thinkers had not applied them to the realm of deductive reasoning. Deductive reasoning involves a systematic approach to argumentation, deriving certain conclusions from provided premises. Its origins can be traced back to the fourth century B.C.E. and in the seventeenth century it gained added significance when it began to be used as part of formal logic in mathematics.

			A lingering thought leader in deductive reasoning, René Descartes couldn’t escape having an opinion on artificial memory. In his Discourse on Method, Descartes openly expressed his criticism of the popular art, recounting an incident involving an individual skilled in artificial memory who “spoke without judgment” to “explain to others what they already knew,” relying on memorization more than actual comprehension.245 Still, Descartes acknowledged insights of earlier thinkers who suggested that artificial memory could extend beyond superficial uses. For these thinkers, artificial memory took on an “ordering function,’ signifying a methodical, structured, and procedural organization of concepts.246 

			This protocolized approach rendered artificial memory conducive to deductive reasoning. As Descartes claimed, the “true art of memory” involves the “reduction of things to their causes.”247 In other words, the redemption of artificial memory relied on the quality of the memory images a practitioner used, which Descartes believed should represent foundational causes such as mathematical certainties, rather than snippets of trivia for rhetorical arts. By memorizing foundational causes through artificial memory, Descartes conceded, you could be better equipped to construct arguments through deductive reasoning.

			Expanding the scope of artificial memory beyond rhetorical arts to establish it as a component of deductive reasoning had far-reaching consequences. This influenced the development of the scientific method through Descartes as well as thinkers like Gottfried Wilhelm Leibniz, along with the broader landscape of knowledge systems such as encyclopedias and the quest for a universal, mathematical language.248 All of which set the stage for an invention that would permanently reshape our perception of memory: the computer.

			Machine searchable memory

			Artificial memory turned calculation machines into modern computers. Often credited with the conceptual invention of the computer in the 1830s, Charles Babbage and Ada Lovelace theorized what would happen if a calculation machine could remember states, using the output of one operation as input for another. One hundred years later, Alan Turing furthered this line of thinking with his “automatic machines,” known now of course as Turing machines. He envisioned a machine capable of storing and reading states, then executing actions based on its present state and input. Central to this conceptualization, Turing introduced the idea of a “memory of infinite capacity,” represented by a recording tape where symbols could be read, written, and erased.249

			As computing moved from theoretical concepts to tangible hardware, the introduction of transistors marked a turning point for computer memory. These tiny semiconductor devices, typically made of materials like silicon and arranged on microchips, enabled the creation of small, fast, and cost-effective computer memory storage. Earlier approaches to storage exhibited varying retrieval times due to mechanical constraints. Retrieving specific bits of information usually required moving parts in the device to find the precise location where it stored the information. The introduction of random access memory (RAM) in 1947 changed this process. RAM allowed data to be read and written in any order. While engineers initially used other substrates (such as magnetic core grids) for RAM, semiconductor memory made it a global reality and remains in use for most variations of RAM today.

			With this sequence of technological shifts, and associated theoretical advances such as information theory, our perception and experience of memory changed.250 Computer memory became colloquially equated with memory writ large, portraying the world as information to be encoded, stored, and retrieved.

			Specifically, the capability to read and write data in any order impacted the utility of artificial memory. As knowledge systems expanded in size over previous centuries, they leaned on the expansion of taxonomic arrangement to index “all human concepts.” Previously the failure of retrieval processes to scale proportionately hindered the vision of an externalized “memory of infinite capacity.” What value would there be in having “all human concepts” meticulously organized if you had to navigate item by item to locate the desired information? Alphabetical, index-based, and concept-driven categorizations could only extend their utility to a certain extent. Just imagine the World Wide Web without a search engine, necessitating a byte-by-byte serial journey to get to any destination.

			It’s worth recalling memory theaters, which aspired to “locate and administer all human concepts, everything which exists in the whole world.” This ambition resonates with the notion that constructing a sufficiently complex model of the Earth would demand more computational resources than the planet itself could offer.251 Ultimately for computer memory to approach infinite capacity, its retrieval had to move away from sequential processes and towards increasingly sophisticated search algorithms operating on machine-readable higher-­dimensional interconnected forms.

			While all technology functions as “memory supports” through storage, machines were now capable of going one louder, actually performing the aim of artificial memory to not only store but to better order recollection.252 

			Latent and living memory

			The advances in computing firmly established the now pervasive metaphor of memory-as-data. Exploring the historical development of artificial memory, however, it becomes clear we still live within this unfolding narrative. Singling out the memory-as-data metaphor doesn’t imply that technological changes haven’t positively contributed to our comprehension of memory. Far from it. It just prompts us to pause, reflecting on the rapid and widespread adoption of this metaphor across societies. This reflection especially gains significance when considering that some anthropologists advocate important societal knowledge endures most dependably through oral transmission.253

			The archive preserved through computer memory expands, but is it memory? Does computer memory function akin to societal, personal, or even ecological memory? It could prove more generative to evaluate memory not within the confines of artificial or natural, computer or human, but to conjure a framework that describes how memory operates within the world, beyond its storage format.
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			Latent memory vs. living memory

			We can differentiate between memory stored within an archive and memory that involves engagement, exploration, and retrieval from that archive. These two types can be described as latent memory and living memory, respectively. Latent memory refers to experiences that have the potential to be recalled and shared. On the other hand, living memory refers to experiences in the process of being recalled and shared. Latent memory can be accessed, but it’s living memory that is actively transmitted. 

			Memory databases

			We can observe an illustrative tension between latent memory and living memory in approaches to preserving societal knowledge today: well-funded institutional endeavors to digitize knowledge.

			As an example, the Museum für Naturkunde Berlin unveiled the Data Portal in 2021, housing over 40,000 entries with taxonomic information. The museum envisions the Data Portal as global research infrastructure that will eventually offer some level of access to its collection of 30 million objects. As the Museum für Naturkunde Berlin undertakes the task of 3D scanning insects from their collection, a fundamental question persists: how will these memory databases come to life? Who assumes the role of custodians, serving as guides for the solitary researcher who seeks information about an obscure scarab beetle in the depths of the night? 

			The Museum für Naturkunde Berlin, however, takes steps to ensure latent memory becomes living memory. A majority of their staff consists of researchers, whose work transmits knowledge over time and for whom the Data Portal undeniably serves as a vital resource.

			However, for many initiatives aiming to digitize knowledge, this level of dedicated attention to their archive might not be available. Memory databases share a similar goal with memory theaters of the past, aspiring to “locate and administer” a knowledge system. Though Camillo’s memory theater involved feedback between a private memorization technique and a public theater, memory databases present themselves for public consumption with limited feedback mechanisms. The latent memory they store can be accessed and shared, but they often lack the cultural practices necessary to encourage their transmission as living memory.

			It’s conceivable that we might find ourselves in a world where societal knowledge stored within archives, essentially latent memory, slowly fades into obscurity, partially forgotten. Deriving directly from the memory-as-data metaphor, this could arise from our tendency to view memory as something that needs storage rather than transmission in order to endure.

			The tendency described does not belong to scientific museums alone. It reflects a broader trend symptomatic of the memory-­as-data metaphor. In the societal pursuit of infinite latent memory, the attention given to living memory wanes. It’s living memory, however, that enacts worlds which live and die by attention.254

			Memory landscapes

			Living memory is closely linked with lore, the stories cultures carry. Like lore, living memory evolves in relationship with humans, landscapes, and agents, and living memory must be enacted in time. Living memory is about the interruption in the archive—the incision in the flint arrowhead, the recollection that alters a memory but assures its transmission.255 Often reliant on but not reducible to data, living memory distinguishes itself from latent memory. 

			You might assume that oral transmission’s ability to preserve societal knowledge stems from its minimal reliance on externalized latent memory. With a smaller recorded archive, it might have a diminished risk of confusing the archive with the act of transmission and thereby neglecting the latter. Latent memory doesn’t always look like an archive, however.

			Examples of different latent memory can be found in the work of Lynne Kelly, author of The Memory Code, who studies cross-­cultural memorization techniques. Originally setting out to explore animal behavior and Australian Aboriginal stories, Kelly’s research changed course after discussions with elders revealed their knowledge of animal behavior far exceeded the insights of any field guide she had encountered. In her work, Kelly shares stories about songlines, which can be described as short, sung verses that correspond to features in a landscape, such as mountains, springs, and outcrops, visited in a fixed order along a path.256 While this process could pass down similar knowledge as stored in memory databases, this artificial memory operates differently in the world. Of course, how a culture acquires knowledge shapes their relationship to it.

			The Anangu, an Aboriginal group and traditional owners of the Uluru sandstone monolith in Australia, describe their knowledge system Tjukurpa surrounding it to include

			[T]he law for caring for each other and Country, the relationship between people, plants, and animals, and the physical features of the land, the past, the present, and the future.257 

			Generations of memory accompany Uluru’s perimeter, but as Kelly notes, its memory landscape has been so internalized, Anagu knowledge specialists do not need to be walking its perimeter to recall their stories.

			Through aids like songlines and Tjukurpa, groups come to know “innumerable images of words and things” about their orientation in place and time. Belying Agrippa’s assumption that artificial memory leads to madness, they deepen the quality of memories without overtly constraining their quantity.

			Songlines and other practices make latent memory in the landscape living memory through a process of transmission and renewal. In this context, the landscape doesn’t represent societal knowledge, so much as it produces living memory through a relationship with its inhabitants. This stands in stark contrast to the memory-­as-data metaphor, which tends to imply that knowledge exists relatively self-­contained within its storage format. Whereas in songlines, the artificial memory lives relationally between mediums, between landscapes and their inhabitants, rather than within a medium like discrete data alone.

			This is an important insight for internet-­native organizations, which increasingly favor “lore” as a term for describing the remembered stories that digital spaces tell about themselves, as it connects these new spaces to older forms of campfire gatherings and flint arrowheads.258, 259 But its use runs the risk of mistaking innumerable traces of digital spaces for living memory for what makes worlds alive.260

			Simply producing an archive that anyone can build on doesn’t open a world to aliveness. It’s the relationship between the archive and its participants, the data and its transmission, and the latent and living memory, that ensures lore continues in time. Mediums of memory play a key role in how it operates in the world.

			Taxonomic and associative arrangement

			Having differentiated between latent and living memory, we can also distinguish between ordering principles in memory. Among the examples explored so far, some adopt a taxonomic approach encountered in formats like encyclopedias and the Data Portal discussed above. Taxonomic knowledge systems operate on the premise of clearly defined and standardized relationships among the entities they encompass. This is evident in scientific classifications that categorize organisms into distinct genus and species. A significant portion of conventional education revolves around imparting taxonomic knowledge systems to students, including tasks like memorizing the five kingdoms of biological life.

			Today we place less emphasis on this type of rote memorization, at least as adults. We search for something, rather than remember it. Our phones surface memories for us. The notion referenced above that the internet could function as a “hard drive for our memories” highlights the extent to which we rely on technology as an external aid. The proliferation of latent memory in the digital realm has changed our relationship with living memory. What was once an internal process, akin to a memory palace, may now be easily externalized for all to access as virtual architecture. The task of artificial memory to better order recollection can now be enhanced by machines.

			Taxonomic knowledge systems serve not only as a means of classification but also as a method of human-readable organization. Previously, if you were seeking information about a particular branch of philosophy, you might start by specifying the time period, then delve into its geographical context, and so forth. You might have physically searched through filing cabinets organized from the broadest categories to the most specific until you found what you needed.

			Now, you think of a philosophical vibe and with a keyword or two, you enter something like it into the search bar. Changes in how we retrieve latent memory diminish the visibility of human-readable organization. Before we even access it, human-defined categories and machine-driven sorting arrange latent memory, fundamentally altering the way we navigate it. We glide over the surface of latent memory, forging associations between concepts more than classifying them. How this memory operates in the world begins to look more like the practices of songlines and less like entries in a memory database.
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			Memory and taxoniomic regimes

			Respatialization of memory

			Instances of associative arrangement prevailing over taxonomic extend beyond the confines of digital spaces, even reaching into the domain of shipping warehouses. Traditionally, shipping warehouses organized items of the same category together, such as positioning toothbrushes next to toothpaste. A new method dubbed “chaotic storage” involves placing items wherever there’s available space, without adhering to strict categorization.261
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			View of Amazon warehouse in Spain (crop of original by Álvaro Ibáñez, CC BY 2.0)

			This method arose from the insight that having, for example, toothbrushes distributed throughout the warehouse would increase the likelihood that a staff member or robot might be near a toothbrush at the moment an order came in for one, initiating the shipping process sooner. Driven by speed, capital, and technology, chaotic storage downplays the significance of human-readable ordering principles, like neatly arranged shelves with specific categories. Instead, it leverages item tracking to align with associative arrangement.

			Latent memory seems to preemptively handle the organization of physical, digital, and remembered items for us. New technology reinforces our tendency toward an associative view of the world over a taxonomic one, even though the ordering principles of this technology are—for now—inherited from human perspectives.

			But this isn’t entirely new. Certain practices of artificial memory display associative over taxonomic arrangement. Returning to Lynne Kelly’s book The Memory Code, she writes about a particularly striking case coming from the Luba empire, where court historians known as bana balute, “men of memory,” would be aided by a lukasa memory board.262 While reciting epics, genealogies, and migration routes, they would run their fingers over the lukasa’s unique features. Clusters of lines on the board often denote migration routes, and a red bead commonly portrayed an anti-hero, a rainbow serpent, from well-known Luba epics. Unlike more figurative representations, lukasa are rooted in associative arrangement. The red bead doesn’t try to represent the rainbow serpent, instead the red bead becomes the rainbow serpent through association, not unlike how songlines produce memory with the landscape and its inhabitants.

			Associative arrangement suggests connections between previously non-­contiguous and asynchronous pieces of information. In his memoir, Charles Babbage professes his work collapses “space into time,” and the widespread use of networked technology, such as video conferencing, has turned this idea into an everyday reality.263 However, a new phenomenon might be underway: a respatialization where the logic that collapsed space into time now remaps a logic of its own onto space.264 In chaotic storage, items like toothbrushes and satellite radios might be placed together not due to human-readable categories, but because they belong to the same category in time. Through the ordering principles of associative arrangement, the map does not even pretend to be territory. Instead, it creates a new territory through the power of association alone.
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			Lukasa memory board, late nineteenth or early twentieth century (Brooklyn Museum collection, CC BY 3.0)

			More often than not, artificial memory blends taxonomic and associative arrangement, with individuals typically experiencing only certain aspects of each. A taxonomic memory database informs associations for a researcher. A landscape, like the latent memory within songlines, transmits its own living memory. These distinctions depend on your perspective and location within an artificial memory protocol.

			The framework sketched above tries to offer a deepened sensibility around how memory operates in the world, and create some distance between ourselves and the increasingly ubiquitous memory-as-data metaphor. The sensibility is not about searching for morally superior forms of artificial memory. These examples, from shipping warehouses to lukasa boards and from songlines to search engines, share odd resemblances and obvious differences, and do not suggest any obvious value judgments. Rather, the sensibility is about appreciating how artificial memory protocols that embrace associative arrangement offer insights for orientation.

			Sensing and orientation 

			Polynesian cultures are known for their traditional methods of wave navigation. Traditional polynesian navigators can set out from one island, without a map, instruments, or land visible on the horizon, and arrive at another. This ability in part relies on a form of artificial memory. In the Marshall Islands or the Aolepan Aorokin Majel, they refer to navigators as ri-meto and the charts they create as meto. Made from coconut sticks and stones, meto do not represent landmasses statically on an immovable sea from a uniform perspective. Instead, they craft a representation of the sea at one moment in time from the perspective of the navigator. These charts account for the shape of waves and the direction of wind, knowing that distant and unseen landmasses shape both elements. For example, “If the rilib [a strong East to West swell] is on the left side of the boat, and they cross a kaelib [a West to East swell that only appears during part of the year] from the right side of the boat, they know they are north of an island heading south.”265 These signals combined with others, like birds above, provide the navigator with an orientation in place and time.

			Before initiating any change in course, the navigator points toward their starting point and only after turns the boat. This practice ensures the navigator maintains constant awareness of their initial orientation. Meto artificial memory demonstrates remembering how, rather than remembering where. 

			Defining orientation

			As living memory increasingly embraces associative arrangement, artificial memory’s primary focus turns towards orientation.

			A nascent sensibility defined here, orientation can be understood as a form of situational awareness that arranges knowledge in a selective and associative manner aligned with a particular purpose. Orientation enables navigation based on partial cues, feelings, and hints within an environment, without presuming complete situational awareness. This environment might be characterized by spatial non-contiguity and temporal asynchrony in relation to the participant, and the associations themselves can also be noncontiguous and asynchronous. These associations do not need pre-established relationships, as though unveiled through scientific classification. Instead, orientation generates connections between the elements it associates.

			We can find a glimpse of this abstract idea in the work of Aby Warburg, an art historian from the early twentieth century. His work the Bilderatlas Mnemosyne, named after the Greek goddess of memory and mother to the muses, comprises 61 panels featuring nearly 1,000 images ranging from antiquity to twentieth century culture. Each panel assembles images around a thematic focus, such as “Coordinates of Memory,” “Dionysiac Formulae of Emotions,” and “Archaeological Models.” Warburg establishes connections between the images included based on unconventional, symbolic resemblances. In the introductory notes for Bilderatlas Mnemosyne and other writings, he emphasizes the practice of Orientierung (orientation) through the concept of Pathosformel, a term he coined to describe recurring “emotionally charged visual tropes” in art.266, 267

			Orientation here demonstrates a universal procedure for particular experiential arrangement. Warburg’s search for recurring visual tropes follows neither the chronological nor geographical logic of most art historical ordering principles. It yields highly idiosyncratic and syncretic results with an orientation toward a particular direction: historically irrational resemblances in images across place and time. While difficult to situate within traditional art history, Warburg’s practice clearly anticipates internet culture’s relationship to images, from platforms like Tumblr to message boards.
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			Aby Warburg, Bilderatlas Mnemosyne, Panel 1, 1929 Photo: The Warburg Institute

			Reconstructing context

			Orientation surfaces retrospective associations as much as prospective ones. It looks back in time as much as it shapes the future. The endeavors of artificial memory practitioner Giordano Bruno hold great significance in this context. 

			A defrocked monk, his heretical ideas included considering the universe infinite and the earth not at the center of it. Much of his work dealt in memory. Bruno frequently used memory wheels, which are illustrative diagrams with movable, concentric circles originally devised by a scholar in the thirteenth century. They can be used to detail concepts related to a broader philosophical, religious, or moral framework. Through turning the wheels, different concepts combine to produce different thoughts for contemplation.268

			In her seminal book The Art of Memory, the scholar Frances Yates narrates texts in which Bruno compiles lists of memory images, focusing on his joyfully enigmatically titled book De umbrias ideareum or On the Shadows of Ideas. Yates takes the liberty of arranging memory images from this book on a memory wheel, as Bruno did in many instances of his work. Yates places astronomical images on the innermost circles, with human images on the outermost circle. This results in, for example, the potential pairing of Saturnian attributes with Ceres, the inventor of yoke for oxen.269

			As you turn the wheels, you confront associations between human and planetary narratives. This is an act of orientation on behalf of Bruno but also on behalf of Yates, in which she uses her expertise to surface inherent relationships she sees in his work.
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			Giordano Bruno, memory seals, 1588

			Yates illuminates how Bruno’s philosophy operated through his memorization techniques. Grounded in the phrase “as above, so below,” Bruno emphasizes the relationship between humankind and the cosmos, the reflection of both in each.

			Bruno’s own books consistently echoed these themes. In some instances, he expanded upon memory wheels, going so far as to create abstract diagrams for memory places and memory images, as in the image below. This memorization technique involved internalizing the diagram, associating various concepts with different segments of the diagram, and recognizing connections between these concepts.

			However, Bruno didn’t develop memorization techniques merely as contributions to the rhetorical arts. He asserted that universal procedures for particular experiential recollection—artificial memory protocols—are procedures to reshape consciousness. His diagrams didn’t just signify a connection between humankind and the cosmos, they intended to produce it through contemplation. What might appear as abstract esotericism in Bruno’s work closely resembles the maxim of media scholar Marshall McLuhan: “The medium is the message.” Put in everyday terms and ripping off classic dietary advice, you are what you remember. As noted by Frances Yates, 

			These pages of Bruno’s are a kind of mani­festo of the primacy of the imagination in the cognitive process which he refuses to see as divided among many faculties but as all one.270 

			He saw memory as a fundamental element of consciousness, echoing thinkers like the eleventh century physician and philosopher Avicenna, who advocated for a therapeutic exploration of memory.271 

			By viewing orientation as a sensibility, a method for navigating memory, we can preserve its therapeutic and medicinal potential, using it to reconstruct context that might otherwise be lost amid innumerable images.272 On one hand, Bruno’s approach to orientation resembles hopeful delusion, suggesting that belief begets truth. On the other hand, it signifies recognition of agency. 

			Despite its often involuntary nature, intentionally cultivating memory through orientation can reshape consciousness. After all, even our thoughts about the future are themselves memories.

			————

			Could it be that we finally reached Agrippa’s true cause for concern about artificial memory? Unlike natural memory, artificial memory protocols involve the invention of new devices like lukasa boards, imagined theaters, and memory wheels. These devices sever knowledge from its original context and remold it into a different form. Agrippa may have been cautious about artificial memory because of the psychological risks posed by such total recontextualization and transformation.

			In an age that foists innumerable images upon us, we don’t always have a choice to preserve the context of our encounters. Considering the central role of living memory in shaping our understanding of the world and enacting its aliveness, intentionally cultivating memory may be worth the risks. Examples like songlines and Tjukurpa demonstrate that reconstructing context can still be achieved in relationship with ecological memory.

			Rather than fantasizing about a return to a pre-digital era of orality, the sensibility of orientation elevates a throughline of associative arrangement in the history of artificial memory. An active process of orientation allows us to trace a path through latent memory towards the transmission of living memory. It’s akin to leaving a trail of string behind, enabling us to remember our steps across various thresholds and reconstruct context. The sensibility of orientation guides action in a world designed for threshold forgetting. 
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			Moving memory from data to orientation

			It bears repeating that strange combinations of machine learning and cryptography will further force a profound renegotiation of our relationship with memory.273, 274 Still, a more radical question remains. Why should humans care about remembering at all? Since machines can perform the aim of artificial memory, it may be appropriate to interrogate the role of human consciousness. In certain science fiction scenarios, it’s conceivable that machine latent memory could create its own version of living memory, much like the claim that artificial intelligence is already devising its own languages.275 

			This prompts the inquiry: is it necessary for living memory to be transmitted between living beings in order to endure? Does living memory require what we might recognize as consciousness? Or could living memory exist between mediums and between agents, a type of unconscious and impersonal historical force?

			In our everyday lives, one response could be to embrace orientation, more consciously constructing associative living memory in collaboration with machines, much as we do with landscapes. This would involve reshaping our senses in light of these technological changes and abandoning the longstanding taxonomic distinction between the artificial and the natural.

			This essay is a prelude to the forthcoming book Artificial Memory which analyzes nascent technologies such as programmable cryptography, large language models, and even climate models alongside global historical practices through these remaining questions. Framing these remaining questions, this essay is intended to serve as orientation, conjuring a framework that helps us move beyond existing metaphors for memory and understand how it operates in the world. 

			Artificial memory ultimately provides a way of seeing technology; orientation helps us read the wind and waves to understand how the coming experience of infinity, Agrippa’s “innumerable images of words and things,” might feel.

			Thanks to Aaron Z. Lewis, Venkatesh Rao, Scott Moore, Alice Noujaim, Chenoe Hart, and Ben Vickers for their invaluable feedback on this essay. Thanks to the New Time Machines Working Group who approved this essay. The Ethereum Foundation’s Summer of Protocols research program supported this research, and its gracious intellectual environment enabled this essay to grow into the prelude to an early stage book. Many thanks to them. Final thanks to the Biblioteca Nazionale Marciana in Venice, Italy, where San Marco’s lion looks kindly upon the arts of memory.
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			Atoms, Institutions, Blockchains

			Josh Stark

			0What do a book, a radio broadcast, and the human voice all have in common?276 Today the answer is easy: they all contain information. But if you asked someone the same question 100 years ago, they would struggle. They would not have easily identified that these different things all share an abstract property like information.

			The modern idea of information is a recent invention. It was not until the 1940s that new communications technologies pushed people working on the cutting edge277 to articulate that there was something universal underlying sound, electromagnetic waves, symbols on paper, and much more.

			Although humans have been creating and using information technologies like writing, printing, and telegrams for hundreds or thousands of years, it was only in the last century that we articulated clearly what all of these things have in common, and realized that they can be understood as a category.

			In the decades since, the idea of information has spread into mass culture. Today, it is intuitive to most people that speech, images, films, writing, DNA, and software are all just different kinds of information.

			I believe that a similar situation exists today with respect to blockchains. A new technology has forced us to reconsider things we thought we understood. But instead of books, telephones, and voices, this time it is money, law, and government. We can sense the outline of a category that unites these seemingly disparate things.

			Perhaps there is an analog to information hidden in the foundations of our civilization. An abstract property that once revealed, might help remake our understanding of the world and help us answer plainly what problem blockchains are supposed to solve.

			1

			Call this property hardness. Human civilization depends in part on our ability to make the future more certain in specific ways.

			Fixed, hard points across time that let us make the world more predictable.

			We need these hard points because it is impossible to coordinate at scale without them. Money doesn’t work unless there is a degree of certainty it will still be valuable in the future. Trade is very risky if there isn’t confidence that parties will follow their commitments.

			The bonds of social and family ties can only reach so far through space and time, and so we have found other means of creating certainty and stability in relationships stretching far across the social graph. Throughout history we have found ways to make the future more certain, creating constants that are stable enough to rely upon.

			One source of hardness has been physical stuff—atoms—in the natural world around us. We found objects and systems that had some convenient properties which, we learned through experience, were quite hard to change. We picked up shells, rocks, and metals from our environment, possessed and defended them, and used them as a basis for commerce.

			Over time we learned to create our own hardness and not just borrow it from nature. We built institutions—groups of humans who work together, who behave in predictable ways over long periods of time. We learned to design these institutions to become reliable—so that we could give an instruction to an institution, and be sure that those instructions would be followed—even years, decades, or centuries later.

			Recently, we’ve invented a new way to create hardness: blockchains. Using an elegant combination of cryptography, networked software, and commoditized human incentives, we are able to create software and digital records that have a degree of permanence.

			If law, money, and government are the infrastructure of our civilization, then Atoms, Institutions, and Blockchains are some of the raw materials this infrastructure is built with.

			Just as an architect must carefully plan not only the design of a building, but also the materials used to construct that design, so must we carefully consider the materials for our civilization’s infrastructure.

			But the civilization we are trying to build is stretching the limits of what those materials can do. It is becoming increasingly obvious that Atoms and Institutions alone cannot support the global digital civilization we strive towards.

			This is the problem that blockchains solve. They are a new source of hardness, with new strengths and weaknesses, which make them a suitable complement to address the limitations of Atoms and Institutions.

			2

			Speaking clearly about hardness is challenging because we do not have preexisting terminology. We are very accustomed to talking about certain sources of hardness, like institution hardness. But the language we use there—terms like trustworthy or enforceable or promise—are too intertwined with ideas about relying on people and the types of relationships that people can have with one another.

			If we are going to speak precisely, we need terminology that sheds these meanings and refers only to a more narrow concept that unites atoms, institutions, and blockchains.

			Hardness is defined as the capacity of a system to make something very likely to be true in the future. Hardness is most useful where it is customizable or programmable—where humans can choose something specific we want to be true in the future. When speaking about hardness, there are three things we need to consider:

			
					What is the hardness about? What is the “something” that is being made very likely to be true in the future?

					What is the source of that hardness? What is the reason it is very likely to be true?

					How hard is it? How can we measure the degree of hardness?

			

			First, what is the hardness about? What is the informational content of the hardness? I will call this the cast. The cast is the “thing that is hard,” and it always takes the form of a statement or claim about the future. I’m coining a term here because I do not think there is a suitable existing word for the concept. I use the word cast for its dual connotations in English of a thing we throw ahead of us and a thing which hardens to protect or shape. For example, one important cast about gold is that its supply will remain predictable in the future. We could express this precisely as “between x and y kilograms of gold will enter the market each year for the next 20 years.”

			Or consider a loan agreement. The cast here might be something like “if Alice does not pay Bob back $100 before July 1, then the legal institutions of my jurisdiction will use increasingly severe threats and actions to force her to pay Bob.”

			In the case of a digital asset on Ethereum, one cast might be “this asset can only be transferred if a transaction is signed using the private key that corresponds to the ­public key x.”

			Casts are descriptions of some future state of the world. A cast is hard if that future state of the world is very likely to turn out to be true. These casts might be claims about something not changing (“the object in my security deposit box will still be there in ten years”), or something changing at a certain rate (“the supply of Bitcoin will inflate predictably for the next 100 years”), or something that is conditional on other actions or events (“if we get divorced, we will divide our assets in the following way”).

			In practice, we are usually interacting with bundles of interrelated casts, which woven together, create stability and predictability in our affairs. For instance, if you own gold but store it in a bank, there are many interlocking casts that matter to you: casts about gold’s supply in the future, the integrity of the institution holding your gold for you, the physical properties of the vault where it is stored, the strength of the legal agreement between you and that institution, the reliability of the legal system in the jurisdiction where you live, and many others.

			Second, there is the source of hardness. The source of hardness is the reason that the cast can be hard in the first place. It is what the cast is made out of: atoms, institutions, or blockchains. Sometimes the properties of our physical universe are the source of hardness. There just is a certain amount of gold contained within the earth, and only a portion of it is accessible to us with our current technology. That simple physical truth is the reason casts about the supply of gold are hard.

			In other cases, the source of hardness might be an institution. A contract is only hard if there is an institution that makes it so. Groups of people—lawyers, judges, police officers—who share a common understanding of how to work together, and who have proven over decades that they are likely to behave in a predictable fashion.

			Or the source of hardness might be a blockchain. The reason a smart contract will operate the way it was programmed is that blockchains provide very high assurances that this will happen by creating incentives for people to maintain the network and making it extraordinarily expensive to censor or stop its function.

			Third, how hard is a particular cast? With the first two components identified, we can ask the third question: how hard is a particular cast? Hardness is always measurable in theory, even if it is difficult to do so in practice. 

			For example, take the example of gold. How hard is the cast, “between x and y kilograms of gold will enter the market each year for the next 20 years.”

			The hardness of gold is something we (as a species) know a lot about. People spend a lot of time and money trying to predict how much gold will be mined every year, based on what we know about the properties of our planet, the technology available, and the industry built to extract gold from the earth. One way to measure the hardness of a cast is to estimate probabilities. If you had all the relevant data, you might come to a conclusion that there is an 80% likelihood that between x and y kilograms of gold will enter the market each year for the next twe years.

			Another way to measure hardness is to estimate how much it would cost to create a world where the cast turns out to be false. Is there a price that someone could pay to create a world where less than x or more than y kilograms of gold enter the market? What does it cost to break the cast?

			There is a price of course, though it is probably very high. Someone with the resources of a nation state could disrupt global gold production over an extended period to bring it below x. And it is also conceivable that in the next 20 years, someone could obtain a near-earth asteroid that contains a large amount of gold, causing the production to exceed y.

			In the example of a legal contract, we can also measure the hardness in terms of probabilities and costs. If Alice does not pay Bob back, and Bob sues her for breach of contract, Bob’s lawyer might advise him that there is a certain chance of success. Because the final outcome is at the discretion of a person (like a judge), these probabilities can be very hard to estimate.

			As with the gold example, we might also express this in terms of cost. what would Alice have to pay to change the outcome? She could flee the jurisdiction; she could spend a large sum on expensive lawyers that diminish Bob’s chances of success.

			It’s important to keep in mind here that the content of the contract is not the content of the cast. A legal contract is a tool used within a broader institutional context, but it does not contain or express all of our implicit expectations about the future state of the world we are trying to create using this tool. The cast is about how the whole system will behave in the future, and the words of a contract are just one part of that system. The contract itself cannot tell you if you can afford a lawyer to enforce it, or whether the legal system will behave in a corrupt fashion.

			Having explained the basics of what hardness is, we should offer a few clarifications and nuances:

			
					Hardness is not the only way we create durable relationships and coordinate with each other. Family or social relationships, culture, religious or political beliefs, and many other more diffuse or informal institutions influence human behavior and help us coordinate. These are important, but they are distinct from the kind of durability provided by AIB.

					There is a very wide range of “how hard” something needs to be, depending on our use case and the social context. In many cases we are able to get by with a minimum level of certainty about the future for certain kinds of relationships, like a handshake business deal.

					Talking about hardness is also not a claim that something, once made hard, should never be changed or adapted. Hardness is just a tool, not an end in itself. But there is no contradiction in believing both that hardness is an essential characteristic of some systems, and that sometimes it is overridden by other factors. To make an analogy: apartment buildings must be able to stand firmly in place for decades for them to be useful, but that does not mean we shouldn’t sometimes tear them down to build something better.

					Hardness is also not a claim that the systems and mechanisms we use to create hardness should themselves be static or unchanging. The thing that is being made hard is the cast, the claim about the future. In many cases the only way to make that cast hard is for the thing that makes it so—like an institution or a blockchain—to be adaptive and flexible. Democracies, for instance, are often a better institutional source of hardness for political casts, even though they are constantly changing and reinventing themselves.

					Hardness is related to legitimacy, but they are distinct ideas. Legitimacy is about how human beings react to or perceive some state of affairs. Hardness is just a dry, abstract property of some system to make something more likely to be true in the future. This property might contribute to legitimacy—a legal system is perhaps more likely to be legitimate if it is predictable—but it is not the only or even most important factor in many cases.

			

			3

			Atoms, Institutions, and Blockchains are all different from each other. As a species we have been very opportunistic, and creative, in how to find or create hardness that enables human coordination. Over time, the balance between sources of hardness has shifted, often without our realizing this has happened. This has created structural weaknesses in the infrastructure of our civilization.

			Atoms

			Atom hardness refers to hardness that is sourced from the physical properties of our universe. This hardness includes not just literal atoms (i.e., matter, physical stuff), but all other properties of nature like physical laws and constants. Atom is just a convenient shorthand.

			The easiest example is early money. Humans found objects in our environment—shells, gems, rocks, metals—that had a collection of useful features. One feature was that they were scarce. This meant that there was a better chance that these objects would retain their value over time. The cast “shells of this type appear on the beach at a consistent rate of x” was hard, because of a predictable natural process in the local ecosystem of a society.

			Another useful feature was that these objects were small enough to be easily possessed, transferred, and defended. By exchanging these objects and placing them in the possession of different people, we could in effect record information about a social relationship relating to money, value, or social status. The ability to possess and defend those objects conferred hardness to those relationships. The universe stores information and we can manipulate that information by manipulating our environment.

			We have so far relied on examples of casts about the supply of objects—gold, shells, etc.—but atom hardness includes all of the ways that we use physical reality to create hardness about casts that are socially important to us. We create walls, barriers, homes, and other secure structures to increase the hardness of casts about ownership of physical things and other social relationships.

			Atom hardness has advantages and disadvantages. One great virtue of atom hardness is that it is automatic. To state the obvious, a wall just is. You do not need to depend on some other party to enforce the wall or enforce the supply of gold within the earth. Another virtue is that atom hardness is not subject to human discretion. There is no person you can bribe or corrupt to subvert physics.

			But atom hardness is limited in frustrating ways, making it increasingly unreliable as a source of hardness for human civilization.

			First, we are limited to what nature provides: we can only find properties in nature and use them where those properties happen, by accident, to fit some social need. We cannot say to the universe, “we’d like another type of shiny rock, with a supply curve a bit different than gold, spread more evenly across the following nation states.”

			Second, atom hardness doesn’t allow for very expressive or customizable hardness. Over time, humans have developed a need for complex casts, like, “if Alice and Bob divorce, the rule for splitting their assets shall be . . . .” We can’t give nature specific instructions about complex and subtle human relationships.

			Third, atom hardness relies on implicit limitations of human capabilities. But as human technology has improved, we have overcome many of these limits, undermining the hardness of some atom-casts.

			Using shells for money works for a while, until your society expands into an ecosystem where those shells are plentiful. Once a civilization expands outside of a certain ecosystem, the assumptions they made about what is hard might change. Humanity might someday face that problem with gold, whose supply is limited on earth, but abundant throughout our solar system.

			New technology sometimes undermines atom hardness completely, dissolving casts that we took for granted. Often, we then use institution hardness as a substitute. For instance, limitations on the speed of travel and communications were once relied on as a source of hardness for casts that shaped our political systems. In the early 1800s in North America, there was a hard cast with the content “the fastest information can travel is roughly at the speed of a pigeon.” 

			This cast was hard because the physical properties of our universe seemed to prevent, as far as we knew at the time, communication traveling any faster than this.

			One way this cast was socially useful related to elections. The results of voting on the east coast of North America could not be reported fast enough to influence voting on the west coast, ensuring that later voting periods were not influenced by this information. 

			Eventually, we had technology that undermined this hardness and broke the cast. We wanted to keep the cast, though, so we remade it by substituting institution hardness where atom hardness had failed us. In Canada, there are now laws that prevent reporting election results or exit polls before a certain time. In the United States, there is a long-standing convention about the same among media organizations (not law, but a different form of institutional hardness with similar effects).

			This has been a common pattern over time. As our control over nature increases, things we once believed were hard have crumbled away, and we have patched the holes using institution hardness.

			Institutions

			Over time, humans developed a need for a different kind of hardness. Hardness that could be used for casts that were specific, complex, and conditional. To do this, we used institutions: groups of human beings who together act in sufficiently predictable ways to be a source of hardness themselves.

			Institution here is an extremely broad category, including:

			
					legal systems

					legislatures

					police forces

					governments

					central banks and other monetary authorities

					private banks

					corporations

					startups

					religious institutions.

			

			The details of each case are different and different institutions within this very broad category vary in how exactly they create hardness. But all of them share the basic property of using organized human behavior as a foundation for sufficiently hard casts that enable social, political, and economic activity. Groups of humans who are motivated and organized to behave in a certain way, such that the institution itself outlives the participation of any particular individual person.

			One key advantage of institutional hardness is that it is extremely customizable. The design space of possible casts built with atom hardness is very limited. But the design space of possible casts built with institutional hardness is limited only by what rules you can convince people to enforce. When we needed hardness that could create more complex casts, we created what we needed out of what we had: people.

			Thus we built institutions, and they provided sufficiently customizable casts to enable grander and more complex forms of human activity and coordination. We created casts that gave order to our societies, punishing antisocial behavior (if you harm others, retribution will be taken). We created flexible all-purpose systems that let anybody create casts related to commerce (if you write down your promises in a certain format, we will force your counterparty to abide by these terms). We created casts that spawned new assets and provided sources of credit to growing economies (this piece of paper is backed by the full force of the United States). Using institutions, we built the hard foundations on which human civilization has grown and expanded.

			This category extends to institutions who we might not always think of as rule-­making bodies. Today, many private American corporations act as institutional sources of hardness that govern massive amounts of human activity. Facebook (now Meta) is an institution that controls and defines casts that apply to anyone using its platform and is capable of enforcing those casts. This is also true of Twitter, Google, Apple, and other companies.

			But institutional hardness has its limitations. Some of these have become more apparent, as the scale of human civilization begins to test them:

			
					Most institutions, and the things that they can make hard, are bounded by nation-state borders. There is one set of rules in one place and another set of rules in another place. This introduces complexity and cost for a civilization and economy that spans many international borders. Relying only on institutions for hardness means access to that hardness is demarcated along nation-state boundaries.

					Many institutions depend on a central state of some kind. In some cases this means that the institution’s function as a source of hardness can be undermined by the state that controls it. A judiciary that serves only as a function of political interests loses its hardness, because it can no longer reliably or predictably enforce consistent rules. Or worse, people believe these systems remain hard, and the state can exploit individuals’ reliance and expectations when it chooses. And if the state falls, it might bring down all of the institutional sources of hardness that enable other parts of society to function, like commerce.

					Institutions are often very opaque. This makes it hard to tell how hard a cast actually is. It is very difficult for any person to predict how a legal rule will be applied, and also very hard to predict how expensive it is to break an institution-made cast. We have built entire professions (lawyers) whose function is, in part, simply to guess at these things, and they are often wrong.

					Institutions are made of people and people are fallible. They are cruel, evil, stupid, and prejudiced. In most places, in most times, consistently throughout our history, institutions have only been reliable sources of hardness for some people, and not for others. Using institutions as a source of hardness for critical social infrastructure often turns that infrastructure into a tool of oppression wielded by those who control the institution.

					Institutions are extremely expensive and difficult to create. The institutions that we rely most on for institutional hardness have today evolved over centuries and millennia. We cannot easily experiment, invent, or test new institutions, which means the rate of innovation proceeds slowly, over decades.

			

			Over time, a greater and greater share of the systems that are socially important to us have become grounded in institution-hardness, rather than atom-hardness.

			Consider the privacy of your personal communications. For most of human history, people had a strong expectation that their private communications could not be easily monitored (cast: “if I criticize the government while speaking to my family, the state will not learn about it”).

			Until very recently, casts about your personal privacy had a strong foundation in atom hardness. A private conversation in a home could not be easily monitored, assuming a listener was not physically present in your home. As technology enabled new kinds of communication, more and more of our private communications passed through a wire that was controlled by an institution.

			But even then, the simple physics of it made it extremely expensive to do this at scale. J. Edgar Hoover did not spy on every American in the 1950s not because he didn’t want to or because he wouldn’t have been able to get away with it, but because it was simply impossible to do. There were not enough FBI agents in America to spy on the private communications of every American. The cost of breaking the cast was too high.

			But new technologies, and the architectures of control we built on top of those technologies, have radically reduced this cost. Today, the material costs of mass surveillance are cheap. The US government, and others, already conduct surveillance on a mass scale. Today, casts about your personal privacy are made only of institutional hardness, and they are broken constantly.

			The rapid development of internet and software technologies have increased our dependence on institutional hardness—and made us more exposed to its failures. The problem with software eating the world, is that behind most software is an institution. We are hollowing out the infrastructure of civilization, and replacing it with forms of hardness that may not be up to the task.

			The internet has let us build the early stages of a global, digital civilization. But today it is built on weak foundations. The internet we have reflects the shortcomings of institutional hardness. It is increasingly balkanized, carved up along nation-state boundaries. It is a fragile and unstable foundation, as the individual companies that control it rise and fall. And most of it is owned by a handful of companies, controlled by a small group of people, who live in one country.

			Blockchains

			Satoshi’s invention was a new source of hardness. It was the first new source of hardness that humans have invented in thousands of years.

			Satoshi will not be remembered primarily as the inventor of Bitcoin. What Satoshi gave us was a kernel of something grander. It is the insight that through clever design, we can create systems bounded by cryptography, and fueled by simple human incentives, which together provide a source of natively digital hardness. Satoshi used this new source of hardness to create the first blockchain application: Bitcoin.

			The same design that makes Bitcoin possible was extended and expanded into a broader design space, giving rise to the first and most widely adopted programmable blockchain, Ethereum. Just as institutions let us create hard casts with any arbitrary content that can be interpreted and executed by humans, Ethereum lets us create hard casts with arbitrary content that can be interpreted and executed by a computer.

			Like atoms and institutions, blockchains have strengths and weaknesses that make them appropriate for certain use cases but not others:

			
					Blockchains are natively digital. They create hardness about software, data, and programs. Anyone with an internet connection can access and interact with a blockchain. This is also a limitation, because blockchain hardness depends on a sufficiently technological civilization that can maintain the internet and other infrastructure.

					Blockchains do not depend on any institutions, even if they do require human maintenance. Blockchain-hardened casts will remain hard if a government fails, a judiciary succumbs to corruption, or a police force refuses to enforce the law. Blockchains do depend, to some degree, on the behavior of groups of humans—for instance, to maintain client software that facilitates the protocol, or wallet software that lets humans interact with it. But these services can be performed by anyone, anywhere, anonymously—a loose, decentralized community of engineers. And it is not an exclusive right—anyone can create and maintain an Ethereum client.

					Measuring blockchain hardness is extremely transparent. The specific cryptographic tools used by blockchains are public and available for study, and generally their properties are very well understood. The cost of attacking the system to subvert it (e.g., through a so-called 51% attack) is known and we can estimate it accurately.

					Blockchain casts are made using software. Software can be poorly written, include errors, and most people cannot read software or write it themselves. Without the convenience of human discretion (as exists in institutions), small mistakes that differ from our intent can be severe. On the other hand, the opportunity to learn to write and read software is available to anyone on earth. Anyone can upload a contract to Ethereum; virtually no one can write a law.

					Blockchains let us create new casts that, if they were grounded in institutional hardness, would require creating entirely new institutions. Anyone can create an asset, and define the parameters of that asset, in a way that would be impossible through any other means.

			

			Armed with the idea of hardness, it is easy to explain what blockchains are for and why they matter. Blockchains, like institutions, are a source of hardness. We need hardness because it is what makes it possible for us to build complex global coordination tools like law, governance, and money.

			Blockchains have a different set of tradeoffs than institutions, making them suitable for some purposes but not others. They can go places and do things that institutions cannot, and they are more resistant than institutions to certain kinds of failure. Maybe they can even enable new types of coordination mechanisms that were never possible until now.

			It is also worth noting that this third type of hardness I am referring to as ­blockchains will very likely grow to include things that are not, technically, chains of blocks. Recent and emerging innovations in cryptography like secure multiparty computation and homomorphic encryption may have equally significant contributions to humanity’s toolkit for creating hardness. But Satoshi’s invention marks a zero-to-one moment in our understanding of how cryptography and economic incentives can be used to create hardness, so I use the term blockchain for now.

			Understanding blockchains as a source of hardness also helps us make sense of the dizzying array of narratives and buzzwords that have emerged over time:

			
					Blockchains can be credibly neutral278 because their rules are transparent and verifiable, and casts about those rules are made hard by the blockchain itself.

					Ethereum enables composability between applications because applications built on Ethereum can be very hard, with high assurances that they will not change. Applications that are deployed on mainnet279 will stay there, letting developers build on top of what has already been built, with high confidence that those foundations can never crumble beneath them.

					Ethereum enables hyperstructures280—protocols that can run forever—because blockchains provide a native source of hardness that makes the structures built on top of them extremely likely to persist into the future.

					Ethereum enables decentralized finance (defi) because it lets us create programmable hardness sufficient to recreate the complex intersecting web of relationships that characterize traditional finance. But whereas traditional finance is built out of institutional hardness (e.g., legal contracts), defi is built out of blockchain hardness.

					Blockchains can be trustless in the sense that they create hardness without any reliance on the behavior of individual people or institutions. People also like to say that blockchains are trust machines281 or that they create trust. The mystery of why we use both these seemingly contradictory explanations is unraveled once we are armed with the concept of hardness: blockchains are trustless in the sense that their hardness does not depend on people, but they are trustworthy in that they are still capable of producing hardness. In the former the speaker is using the word trust as a stand-in for institutional hardness, whereas in the latter trust means just hardness.

					Ethereum enables web3: an ecosystem of web services, protocols, applications, and communities whose foundations are built primarily on blockchain hardness rather than institutional hardness—a digital environment of people’s identities, their possessions, their means of commerce, the way they govern themselves collectively, and the way they publish information to the world, grounded all primarily in blockchain hardness rather than that of institutions.

					Hardness also helps us articulate what is special about some blockchains. Blockchains cease being a novel contribution to humanity’s hardness infrastructure when they collapse into just another institution; in other words, when they become centralized and depend on specific groups of people. Digital institutions can still be useful, but they bring with them the same advantages and disadvantages of analog institutions.

			

			Humans have a natural need for hardness in the systems we use to coordinate, the systems we rely on to bring predictability to our civilization. We feel its absence when hardness is missing. One underlying reason for the increasing backlash against “big tech” is that it has become clear that the institutions that control the internet today are not suitable sources of hardness and the casts we try to make with them keep breaking. Across the political spectrum, all over the world, many people are increasingly skeptical of the institutions that, through our reliance on them as a source of hardness, wield great influence over our lives.

			We want a strong foundation for the global civilization we are trying to stitch together, one that does not change under our feet with each election or the rise and fall of individual American companies.

			4

			Think of atoms, institutions, and blockchains as a system of checks and balances. Using them together to build our civilization’s critical infrastructure makes it more resilient and less exposed to the limitations of any one of them. They are a set of building materials that, used together in aggregate, make a stronger whole.

			But that system of checks and balances is changing beneath our feet. Most of the time, we don’t even realize it. The last protections of atom hardness are crumbling as new technology lowers the cost of rights infringements that were once impossible at scale. The growth of a global digital civilization mediated via the internet has accelerated our reliance on institutions, stretching and testing them past their breaking point.

			Blockchains will not replace institutions as our only source of hardness. But they will compete with and complement them. Humans now have options: for the first time, there is a market for hardness that can be used to produce the complex casts necessary for modern civilization. 

			Blockchain hardness will be used where institutions falter or cannot go; institution hardness will fill the gaps where human discretion or intent is necessary to create a system usable by humans. 

			A new dimension of our politics has opened up. We will debate not only which systems to use—what forms of governance, what kinds of markets—but also what sources of hardness should be used to construct those systems.

			What do we want our civilization to be made out of?
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			Control and Consciousness of Time

			Saffron Huang

			The gods damn that man who first discovered the hours, and—yes—who first set up a sundial here, who’s smashed the day into bits for poor me! You know, when I was a boy, my stomach was the only sundial, by far the best and truest. —Plautus

			The stakes of our freedom

			When Roman war hero Valerius Maximus Messalla brought back a sundial from Catania after capturing the city in 263 BC, the crowds cheered—but this symbolic triumph over the Sicilian city soon became an ironic triumph over the lives of Roman citizens. The foreign timekeeping device, installed in the Roman Forum, heralded many more that were soon erected across Rome. People resisted the new technology—criticizing them, as the playwright Plautus did with reference to the superior timekeeping of his stomach, and calling for them to be torn down with crowbars. According to David Rooney—a horologist who shows how timekeeping has shaped our lives and society in the book About Time—the sundials stood for Rome’s ruling classes.282

			Social protocols

			Social protocols are codified procedures that coordinate human behavior; the habits and rituals of an individual are excluded. Timekeeping is a device-mediated social protocol—various forms of timekeeping, supported by different tools, dictate how one may mark or tell time. In ancient times, shadows commonly denoted temporality: Aristophanes’ play Assembly of Women features a woman who asks her husband to return when his shadow reaches ten feet. Today, our timekeeping is based mostly on constructed standards of seconds, minutes, and hours, not accessible natural phenomena. Our modern infrastructure of precise clockware based on the oscillations of atoms and crystals enables people to show up for work at the same time, give directions, align on temporal measurements, and coordinate distributed software systems.

			How does timekeeping affect our lives and are some forms of timekeeping better than others? All protocols constrain—the Catania sundial made this fact obvious to the Roman citizens. In her essay, Dangerous Protocols, Nadia Asparouhova writes about how protocols have the potential to both liberate us and control us because nobody in particular is responsible for a protocol that has been widely adopted, especially once it has become rigid and is understood in literal ways. Specific protocols are good when they reduce friction and liberate us from unnecessary decisions and bad when they no longer fulfill the typical participant’s desires. They become especially bad if people are trapped within them, with no option but to follow them.283

			Here’s a hypothesis: good protocols constrain in order to liberate or enable. Whether a protocol leads to an overall sense of liberation or enablement must be subjectively defined: if most who participate in the protocol feel that it is worth it in net liberty, we could say that this protocol has achieved the status of good. Good protocols liberate in the same way disciplined habits and routines can liberate artists. As Gustave Flaubert once advised with reference to his own remote, disciplined lifestyle:

			Be settled in your life and as ordinary as the bourgeois, in order to be fierce and original in your works.284

			Good rituals can liberate the individual—in the case of the artist—by helping them coordinate their actions towards their creative goals. Protocols are not just about constraints that are necessarily enforced at the cost of creativity and liberty; they can generate creativity and liberty, if well-designed and implemented.

			It’s not just that some actions become automated and are therefore able to be ignored in favor of other, more prioritized actions. Actions are not so independent of each other. For a writer, making coffee at a particular time or beginning their work by first reading the previous day’s pages is not about automating an action such that one can think about other things—rather, it’s about creating a predictable foundation for thinking that springs out of the way one does specific procedural actions. The overall creative benefit should be judged not by analyzing the specific actions in isolation, but by whether the writer feels the routine has provided a useful framing and context for their work.

			With social protocols, what one does affects others and vice versa. You are unlikely to make an individual choice on what language to communicate with, how to read time, or whether to abide by the monetary exchange protocols in your society (bartering is little accepted these days). We are in a ongoing dialogue about the net benefit of various protocols not only with each other, but with people from the past and in the future. With respect to any given protocol, the stakes of our freedom exist at both individual and collective scales—hopelessly entangled with other freedoms and the freedoms of others and with the unknown counterfactuals of history.

			This makes it difficult to judge protocol merit in practice, especially for—as is the focus of this essay—protocols as far down the civilizational stack as timekeeping. Were the timekeeping protocols enabled by the pilfered sundial good? While Roman citizens despised them, others made delighted use of them for astrological purposes.285 It’s difficult to assess “good” at most stages of a protocol’s development. A protocol in the early stages of its social implementation and integration, like any social change, is more salient and can generate resistance, in part because people generally don’t like change. As it becomes more internalized and integrated into society, the protocol changes the consciousness of people. There is no ground-truth sentiment to measure goodness by.

			While there is no easy, stable foundation of sentiment to judge protocols by, one can track how sentiment and experience change, to try to understand the impact of a protocol. Alfred North Whitehead said, 

			civilization advances by extending the number of operations we can perform without thinking about them.286

			But, just like individual routines, protocols like timekeeping are often not about automation or at least not merely about automation; they are also about providing a particular context from which behavior springs. They affect both what becomes unconscious and what becomes conscious, and how they relate. The rest of this essay will explore how various timekeeping protocols and the devices they are intertwined with have done so.

			Horological politics

			The visible imposition of time has very often been a deliberate means of exerting control over lives. Sometimes, this display of control is meant to achieve a sense of security through projecting order in chaotic times. The world’s oldest known surviving mechanical clock was installed in medieval Chioggia, soon after a war between Genoa and Venice that left the main piazza blood-stained and the economy devastated. The city council invested what little money it had in a clock tower, as a sign of order for their citizens. In general, 

			public clock towers have always been used to project political power.287

			By instilling temporal order, public clock towers also aim to instill a sense of civic order.

			This civic order can generate a sense of comfort—or not, depending on which people are controlling time for which people’s attention. 

			Within days of invading, colonists in Africa’s Cape of Good Hope instilled a militarized time signal: the firing of a hilltop cannon everyday at noon.288 Phenomenologically, a cannon is experienced very differently from a clock tower: associated with war and death, the boom of a cannon carries for miles. Symbolically, it conveys a different message from a local timepiece for a city’s citizens; it asserts control in hopes of unsettling people, rather than reassuring. Every day, the British cannon reverberated clearly in the ears of rival imperial settlers and the indigenous African people and continues to make Cape Town visitors anxious to this day.

			Something very similar played out after the bloodshed of India’s First War of Independence, when the British Raj embarked on a construction project that included tall and very loud bell-rung clock towers. It has been said, 

			if the clock was an avatar of Western time, the bell was its amplifier.289 

			The bell-rung clock tower administers a reminder of order, and who can enforce it, to eyes and ears far and wide. The British’s horological supremacy at the height of the empire—London was the center of the clock industry—helped them both to justify (via a sense of technological superiority) and to assert their colonial dominance. More than one hundred clock towers were built in India during the colonial period.

			The British imposition of time was oppressive to the people it was imposed on. We have the example of the Australian Indigenous people who had their own timekeeping systems and who resisted and ignored colonial clock faces for a long time,290 imperially imposed time protocols did finally constrain the unwilling participants with no liberation—telling them to follow protocol and obey their rulers.

			The rise of temperance

			The British themselves, of course, had very different, even morally righteous views about their own timekeeping. The moral culture of time has been shaped by the harmonious partnership between timekeeping and faith: calendars and prayer rituals feature prominently in the Islamic, Christian, Jewish, Sikh, and other faiths, and adherence to such rituals often constitutes a key sign of devotion.

			The hourglass was invented in fourteenth century Christian Europe and it liberated and enabled people in various utilitarian ways. Hourglasses were common timers in early factories, to help workers know when enough heat had been applied to metal.291 Hourglasses helped monks ration their collective time, coordinating hours for communal prayer versus other tasks like copying books. Mariners turned to hourglasses for navigation since they were more accurate and dependable than the water clocks they replaced which were vulnerable to condensation and affected by the ship’s motion. 

			Around the same time, time and timekeeping became equated religiously with temperance, the civic virtue elevated beyond the others: fortitude, justice, prudence, and magnanimity were subsumed to temperance,292 which was even compared to Christ.293 To be careful and disciplined with the time you are given was the highest virtue. Clocks were to be obeyed and control became a moral matter.

			When I was young, my perennially late mother had the digital clock on the car dashboard set five minutes ahead of time. Where others saw the time as 7:57, she saw that it was 8:02. She needed to personalize her awareness of time to better obey the protocol that the rest of the world followed. She was a mother who worked seven days a week and who always spoke of her lateness with guilt mixed with resignation. I knew she struggled with being on time, but I hated the car clock; it felt like a moral failure to have to create such an explicit signal—a five-minute gap between your real and your ideal self—and even more so because it never worked. She was, still, always late. Everyone got used to subtracting five minutes from the visible time on the dashboard, and her complicated mixture of emotions around the ability to be on time continued.

			Lewis Mumford, Werner Sombart, G.G. Coulton, and other scholars have all described the medieval Benedictine monks as “perhaps the original founders of modern capitalism,” given their incredibly regular, bell-punctuated schedules and their general fervor for the disciplined rationing of time.294 Many people, including my mother, still subscribe to the same moral and sometimes punitive culture of temperance, now applied to secular capitalist pursuits.

			The womanly figure of temperance was, in the medieval ages, depicted with whatever timekeeping device was state-of-the-art at the time: hourglasses, and then mechanical clocks. When people started wearing watches, the universe itself became analogized to a watch, built by a watchmaker295 God. In this way, the evolution of timekeeping not only marked technological progress and enabled people to do new things, but also shaped our moral and spiritual understanding of the very fabric of existence.

			[image: ]

			Ambrogio Lorenzetti, Temperance holding an hourglass, 1338. commons.wikimedia.org/wiki/File:Ambrogio_Lorenzetti_002-detail-Temperance.jpg

			The elevation of temperance reveals how timekeeping protocols and devices transcend their utilitarian functions, changing the beliefs and values of those who participate and acquiring intrinsic value. The changing context and consciousness around what timekeeping signifies complicates any straightforward assessment of its overall impact, especially for those who have come to orient their lives around the ticking hands of the clock.

			Device consciousness

			The ways in which we protocolize marking and telling time are intertwined with clocks, calendars, and the other devices that shape and are shaped by the protocols. Precise regularization of time, and by extension people’s lives, became more prized the more it became materially possible, partly because achieving ever-more dependable, reusable, accurate, and easily constructed time-measurement devices has been a historical source of pride. This shows how our views of the protocol are colored by how we view the devices—and how our experiences of the devices also color our experience of the protocol itself.

			Some devices dole out time as discrete intervals, such as metronomes, quartz watches with ticking second hands, or the British cannon in Cape Town that fires at noon. Other devices create a more continuous experience of time—hourglasses, candle clocks, or wristwatches with sweeping second hands. The sweeping second hand or the sinking candle wax may pass through regularly-spaced interval markers, but they are more able to bring the continuity of each interval into one’s consciousness.

			The hourglass is particularly interesting, since unlike most other methods of measuring time, it presents the present as between the past (sand collected in the bottom bulb) and the future (sand yet to flow through the neck). Compared to sundials, which calibrate a moment in time against an external reference point, this method creates a conscious experience that more naturally measures the duration of time. As a unique enduring symbol of impermanence and finitude, the “sands of time” is a metaphor for the shortness of human life. Hourglasses have been depicted on pirate flags (to menace viewers) and on gravestones, and placed in English coffins.296

			Incense has been used for timekeeping in China and Japan for centuries, constituting a different, olfactory way of experiencing time. Lighting a stick of incense when welcoming someone at the door is a gentle way to signal that one has (or has not yet) overstayed their welcome. The more intricate incense clock originated in China in the Song Dynasty. One stencils powdered incense into a maze-like structure and lights the end; the various twists and turns in the maze mark intervals of hours.297 Incense of different scents can be laid at different parts of the path—perhaps thyme or sandalwood—to keep time using one’s nose. Instead of fixed, discrete markers of time, an incense clock allows people to associate intervals with scents, in a customizable manner.

			One specific incense clock design was the Hundred Gradations Incense Seal featured in the Hsin Tsuan Hsiang-P’u.298 This design has no stopping point: the maze is one long, complicated loop. The user lights the flame at whichever hour marking is appropriate (assuming they have a way to synchronize the start hour). There were twelve hours in a day; even-numbered hours were yin—which were considered more passive, introverted hours—and odd-numbered hours were yang—more active, extroverted hours. Activities recommended for yin hours included introspection, meditation, and rest. Yang hours were preferred for more active tasks.
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			The Hundred Gradations Incense Seal299

			On the seal, the incense trail moves inwards during the yin hours, creating a shrinking feeling; it moves outwards in the yang hours, creating a growing feeling.

			The knotted cord was commonly used as a time alarm amongst the poorest Chinese. This was a cord made from punk—dry decayed wood—knotted at intervals. A military sentry on night duty would wedge the punk cord between his bare toes, with the correct knot-lengths sticking out, and ignite it at the start of the watch. If the cord burned down to the skin and the sentry had indeed fallen asleep, he would awaken—and perhaps the rest of the barracks too—with a yelp.300

			The example of the knotted cord shows how material circumstances shape which devices one picks up, and therefore the specifics of the time-telling protocol one adopts. Incense-based devices leveraged slow-burning fire to create a phenomenology of time that involved ongoing scent, smoke, and sometimes a sharp jolt of pain. It was an accessible protocol: a Jesuit missionary to China in the 1660s observed how accurate and inexpensive incense clocks were compared to mechanical clocks.301 While clocks and watches today are cheap, at the time they were not. The noon-day gun in Cape Town had real utility for this reason; pocket watches were scarce and inaccurate and required their wearers to remember to wind them—ultimately, people did come to rely on the daily blast. The cannon distributed time to many and those people were also expected to distribute “gun time” when traveling to other cities. Time is not only kept; to be widely followed, it must also be distributed. The materiality of timekeeping infrastructure determines what and how the protocol is carried out, and what is brought to the fore of one’s consciousness and what is overlooked.

			Decisions for this era

			At some point in Western history, clock time became more regular than, and increasingly separated from, the rhythms of nature. This was seen as a good thing: Joe Zadeh writes in Noema that British imperialists in southeastern Australia saw the timekeeping practices of indigenous societies as unpredictable and irrational. This perspective prevailed, despite the sophistication of indigenous methods which relied on the moon, stars, rains, flowering, and tides to determine distance, calendar dates, and the availability of food and resources.302

			Incredibly precise and widespread timekeeping has been very enabling for modern society—it underpins GPS, computers, and other complex coordination activities. I have a whole system of calendar invites, alarms, and standing agreements that allow me to expect that a busy work and social schedule will happen with minimal thinking on my part. When Google Maps tells me I can leave in one minute and still catch my train, I trust in the software, navigation, and railway systems—and the clockwork underlying all of them—to get where I need to go.

			But perhaps we could evolve a multiplicity of differentiated timekeeping systems for different ends, rather than sticking to this one for all our activities. Zadeh makes the case that clock time, and the culture it supports, is casting us off from nature’s rhythms, from the climate crisis, and from the rhythms of our own bodies. It is ironic that humans throughout the ages became sophisticated enough to track time through nature (sundials, incense, water clocks), in part to be more responsive to nature itself. But at some point, many of us decided to use our technological prowess not to follow nature more precisely, but to bypass it altogether. Or rather, to bypass the nature that life-forms like us can experience or feel, instead mooring our time to the imperceptible regularities of the atom. Clock-time makes natural time unconscious, not in a way where we follow it more readily, but in a way where we barely follow it at all.

			Partly, this is because as we come to depend less on nature. We create protocols that codify that lack of dependence, self-perpetuating that estrangement from nature. We pay less attention to what is outside the protocol; we view our clocks less as maps of some territory, and more as the territory itself. We direct our prized technological sophistication towards keeping out the elements—temperature fluctuations, humidity, quantum gravity effects—from our expensive atomic clocks so that we can track homogenous, perfectly regular intervals ever-better. Although we could, we do not direct it towards being more responsive to those elements and the changes they herald. Perhaps these pursuits are not mutually exclusive, but the culture that leads to the former is not likely to also endorse the latter.

			The timekeeping protocols followed in the West derive from history, and contain various traces of the Roman conquests, the Middle Ages and the eighteenth century British empire. As time passes, there are new contexts they are set against, and contexts that they have created. We adjudicate them against new loci of control and consciousness. This evaluation extends beyond geopolitical control and religious self-control to include more recently secular capitalist self-control and a particular sense of control over nature. Ironically, this latter form steers us towards abandoning control over nature. These protocols have filled our minds with artificial regularity, which has come to displace nature in our consciousness.

			Modern industrial society is built on minutes, hours and seconds, defined regularly and mathematically—and it has entirely shaped our patterns of comprehension. And even so, we strain against it. The increasing protests against the clock suggest that our timekeeping protocols must evolve again—to become more liberatory and enabling, to constrain differently.

			Timekeeping has always been a matter of exerting control, but that control can be in service of chaos or order, oppression or liberation. It is a daunting task to imagine or build a world that goes beyond the timekeeping protocols we know and are attached to. Encountering little-known examples like incense clocks, which created a very different material relationship to time, helps us imagine the past—and in turn, helps us imagine future ways of timekeeping.

			Designing new protocols and protocol devices involves considering their impact on our conscious experience, values, and freedom. There are lessons to be learned from timekeeping. For example, materiality affects experience; who leads the charge affects how the results impact everyone else. And if we succeed at evolving a protocol with the right liberatory constraints in the right places, the risk we take is that—being never quite moored to anything more stable—it changes us somehow, once again.
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			Dangerous Protocols

			Nadia Asparouhova

			Protocols are touted as a liberating alternative to the walled technological gardens that govern our lives: an elusive utopia—centered around user freedoms instead of commercial interests—that we, poor lost sinners, have been trying to find our way back to since the internet’s genesis.303

			A force of liberation and control

			Certainly, protocols have the potential to liberate us, offering a level of interoperability and customization that platforms don’t. It doesn’t feel good to be controlled, especially by technology, and platforms show no shame in flexing their might over us. Twitter’s most tyrannical moments following its most recent transfer of ownership—censoring Substack links, throttling reading and messaging features for non-paying users—drove waves of devoted fans to seek shelter elsewhere, whether Mastodon, Bluesky, or Threads. Protocols are the infallible mistress we imagine ourselves escaping to, offering a richer, freer, and more exciting life than the dreary, drudgerous, doomscrolling serfdom that we’re confined to today.

			I think this is fantasy. A historical look at protocols suggests that their purpose has always been to simplify coordination and communication. With enough time, protocols converge upon conformity. They do not liberate us, but rather seek to control us completely.

			Protocols demand not just our compliance, but our loyalty in relinquishing our decision-making power to a formless entity. And because protocols are not owned or mediated by a central authority, if you don’t like the protocol you’re in, escape is not as “easy” as switching platforms (the latter already, as we’ve seen, is seemingly impossible).

			Protocols are not necessarily bad, however. Sometimes, relinquishing control enables us to spend precious brain power on other, more pressing decisions. We need protocols to help us manage complexity. Protocols are better understood as neither uniformly harmful nor liberating, but—as writer and computer programmer Alexander Galloway once put it—“dangerous.”304 Because they make our lives simpler, it is always tempting to outsource more decisions to protocol. Like the sorcerer’s apprentice in Disney’s Fantasia, though, when left unchecked, protocols threaten to subsume human agency.

			It is particularly important to acknowledge the dangerous nature of protocols today, as the social protocols that govern our behavior are becoming increasingly implicit, or embedded into our consciousness, and therefore harder to detect or resist. In the software world, when we think of protocols, we think of technical examples: TCP/IP, SMTP, Bitcoin, Ethereum. But “protocolization” pervades our social worlds even more strongly.

			These technical protocols are comparatively easy to identify and discuss, so we might overlook other protocol-like things we find ourselves embedded in. But protocols have a much longer history than software, spanning many applications and industries. Although they may seem different from the (computer-mediated) protocols we’re familiar with, all share similar characteristics that make them distinctly protocological.

			Protocols are primarily social, not technological, in nature

			Protocolized thinking boomed with the onset of industrialization, or what historian James Beniger called the control revolution, a need to regain control over the sudden explosion of information created by new manufacturing processes:

			For centuries most goods had moved with the speed of draft animals down roadway and canal. . . . This infrastructure, controlled by small organizations of only a few hierarchical levels, supported even national economies. Suddenly—owing to the harnessing of steam power—goods could be moved at the full speed of industrial production . . . To [move these goods], however, required an increasingly complex system of manufacturers and distributers, central and branch offices, transportation lines and terminals, containers and cars.305 [emphasis mine]

			Protocols give us a predetermined way to manage large amounts of unorganized information, reducing the need for redundant decision making. Standardized forms and TCP/IP, for example, are protocols for collecting and handling data. Management theory and organizational governance—whether hierarchy or holocracy—are protocols for coordinating people. International diplomacy relies on protocols to maintain a standard of etiquette and respect. Aptitude testing is a protocol for measuring the quality of a candidate for school or work.

			I define protocols as procedural systems of social control that simplify communication between actors:

			
					Protocols reduce the number of decisions that need to be made: Protocols dissuade participants from reason, which is outsourced to the protocol. Instead of extensive research on each candidate’s academic background, for example, university admissions officers use grades and SAT scores as a proxy.

					Protocols gain legitimacy from participation: Like other socially entrenched norms, protocols persist because they have persisted; the more we use them, the stronger they get. We then find ways to justify their legitimacy because we participate in them. COVID masking protocols were first adopted because they were a simple path to feeling safe; over time, some participants felt it was not just their duty, but a virtue to follow protocol.

					Protocols resist central management: Protocols may have an original creator or claim to be managed by an organization, but as a protocol’s legitimacy grows, it becomes increasingly difficult to influence.306 The Ethereum Foundation and Ethereum’s inventor, Vitalik Buterin, for example, make it clear that they don’t “run” Ethereum, but are just one among many actors supporting its development. Open-source projects too, such as Python and its creator, Guido van Rossum, may start with a “benevolent dictator for life,” but transition to community ownership as they become more powerful.

					Protocols accomplish a function, but not a purpose: While protocols might have been designed with certain goals in mind, as they mature it becomes increasingly difficult to identify an agenda that drives their persistence. Protocols are a way to accomplish a goal, which may deviate from the explicit goal itself. Paperwork may follow protocol, for example, but it is not always an efficient path to accomplishing the participant’s intended goal.

			

			Protocols are frequently seen as a tool that we, the fully agentic human, can design, wield, or take away if needed. Some blockchain governance enthusiasts like to point out the ways in which technical protocols can improve social coordination, suggesting perhaps that governance could be enhanced by the inclusion of technology such as immutability and verifiability. I think it is the other way around. We do not control protocols; but with enough time and participation, protocols control us.

			Protocols are ultimately enforced by the self

			What compels participants to follow protocol? Protocols derive their initial authority from external mechanisms, but as they become more entrenched, are unconsciously internalized by the self.

			External forces—whether hard infrastructure, explicit rules, or social norms—provide the scaffolding for protocols to emerge. Just as a deck of playing cards provides the hard constraints for many games, protocolization “creates new ‘water’” in which we swim.307

			But as protocols become more entrenched, they seep into our identity layer. Over time, participants don’t comply with protocols because they fear consequences from an outside authority, nor being shunned by their peers. Instead, participants believe that following protocol is a form of self-expression, and the protocol’s legitimacy becomes indistinguishable from their own beliefs.

			When someone takes a Myers-Briggs personality test for work or SATs for admission to university, they don’t see themselves as being told who they are, but rather a reflection of their true selves. “I was born to be a leader, that’s why I came out as an ENTJ.” “Of course I’m good at math, that’s why I my math SAT score was 800.”
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			What drives protocolization?

			Waiting in line for a highly anticipated movie, festival, or product release is another example of how protocols become internalized. Participants wait in line because, frankly, they have to. But camping out for the midnight release of the latest Star Wars movie, dressed in costume with friends, and vying to be first in the door eventually becomes part of one’s identity, rather than rote compliance with the rules of the movie theater.

			Explicit vs. implicit protocols

			Because protocols abstract away complexity, they’re most effective when we don’t think about them. In earlier stages of entrenchment, however, protocols are still explicit. All participants know what the protocol is and willingly enter under its governance. Explicit protocols frequently arise in connection with social institutions—school, family, work. They are comparatively easier to identify and manipulate, because they are stated and enforced by physical constraints or a central authority.308

			But just as antibacterial products can lead to the evolution of resistant bacteria, so do protocols learn to avoid our collective immune system, emerging in a more powerful form that are harder to discern or avoid: implicit protocols.

			Implicit protocols are fully internalized by participants who are unaware that they are operating by protocol, just as we’re unaware of the gut bacteria that inhabit our bodies and influence our minds. There is no visible authority; instead, participants believe they are expressing themselves as individuals. When someone broadcasts their views on social media about a controversial topic, for example, they may genuinely believe these views to be their own, rather than a reflection of protocolized thinking.

			Whereas Michel Foucault’s discipline societies or Emile Durkheim’s social facts (enforced respectively by the omnipresent panopticon or by institutions such as religion or family) highlight the external forces that control individual behavior, the protocolization of identity represents an internalized drive to conform, which the individual sees as a form of self-expression rather than compliance. It is this final stage—the protocoli­zation of identity—that presents a new and dangerous chapter of protocol history today.

			From bureaucratic to crisis mindset: Protocolization 2.0

			As Beniger underscored in The Control Revolution, the onset of industrialization created a flood of information that needed to be managed. From the late 1800s through the mid-20th century, a growing and widespread obsession with organizing information reflected an internalized bureaucratic mindset that pervaded every aspect of society and which led to the rise of protocolized thinking.

			But even Beniger, writing in 1986, could not have fully anticipated how mass adoption of the internet, a decade later, would create an even bigger tidal wave. With the creation of the social web (“Web 2.0”) in the 2000s came another deluge of information that continues to grow exponentially.

			The bureaucratic Protocolization 1.0 mindset, applied today, would emphasize the manipulation and management of social data itself: privacy, data ownership, surveillance. If protocols are primarily social, not technological, phenomena, however, it becomes more important to focus on what has followed not from the data itself—packets moving through cyberspace—but instead by what the data contains: opinions. Protocolization 2.0 is defined not by the protocolization of data, but of ideas.

			We now have unlimited, infinite access to off-the-shelf takes on everything from reusable shopping bags to European geopolitics, at a magnitude we’ve never experienced before. The prevalence of freely available ideas, for most people, cheapens the value of original thinking. Instead of having to reason about our own beliefs, we can simply borrow others’ ideas and share them as our own, aided by recommender systems that automate curation. The “takes” of others have become social currency that we use to barter with others.

			This is, in my view, rational behavior. In many situations, the protocolization of ideas is efficient and therefore beneficial, enabling us to process abstractions quickly. The cost of developing an original idea is expensive compared to having free and reasonably vetted ideas at one’s fingertips. Just as, thanks to industrialization and economies of scale, most people don’t own and raise cows for meat and dairy, most people no longer can be expected to do the hard work of cultivating opinions of their own. As historian and philosopher Justin E. H. Smith writes:

			It [seems] to me recently that this present moment must be to language something like what the Industrial Revolution was to textiles. A writer who works on the old system of production can spend days crafting a sentence [ . . . ] only to find, once finished, that the internet has already produced countless sentences that are more or less just like it . . .309

			In situations where creativity and novelty are needed to make progress on thorny problems, however, the protocolization of ideas can be limiting. Writer and researcher Aaron Z. Lewis calls this phenomenon “solved conversations,”310 a term derived from so-called solved games like chess—where all possible moves are known or knowable—versus games like poker, where imperfect information makes it computationally impossible to solve the game:

			Solved conversations [are] like the perfect players in a computer model, following an algorithm neatly mapped out for them by their culture. Conversation about the weather or a crazy weekend party may be boring, but they don’t seem to do any real harm. What’s dangerous are solved conversations about things that really matter. When people identify deeply with a political party or a particular philosophy, it’s not difficult to predict the outcome of any given conversation. [emphasis mine]

			Just as the Industrial Revolution created a tidal wave of unorganized information, followed by an attempt to regain control, so has the birth of the social web caused a tidal wave of unorganized ideas. Social platforms, combined with explicit rules around content and behavior, created the conditions from which a new set of social protocols emerged. In the 2010s, the strength of memetic culture meant that the spread of, and compliance with, certain ideas was aggressively enforced by peers.

			Conversational AI can be thought of as the productization of these solved conversations, promising us less work in exchange for our reason. It is the aggregation of millions of ideas, packaged in the form of a recommendation. It’s self-learning, beyond the direct control of humans, which means that as it becomes more powerful, nobody will know exactly what goes into it. “Nobody is responsible for the protocol.”

			For a while, it was easy enough to see when an idea signaled an affinity with one’s preferred tribe—an external social force. But today, protocolized ideas have become part of our personal identities.311 No one talks about filter bubbles anymore. We don’t perceive ourselves as living in a filtered world; instead, each of us are in the truest and most important world. Because these ideas are so personally cherished, yet spread so quickly, they feel urgent. Instead of Protocolization 1.0’s bureaucratic mindset, we are now governed by Protocolization 2.0’s crisis mindset.

			I’ve previously written about doomer industries as a byproduct of the social web: climate change, AI safety, misinformation, and population decline being a few examples of networks that formed around the threat of an apocalyptic event.312 While moral panics, especially in the realm of technology, are nothing new, a difference in recent years is how much these fears have been legitimized and codified into industries. Rather than a short-term, emotional cycle of collective panic that burns itself out, today’s crisis mindset is paradoxically stable. Just as managing a big corporation was once the big career dream, working dutifully towards the prevention of a major crisis—real or imagined—is seen as a laudable choice. Rather than intense, focused public attention on a single crisis, multiple crises coexist alongside one another.

			Accepting the inevitability of a major crisis establishes a frame of control, enabling social protocols to arise within each ecosystem. (Recycle! Reduce energy! Break up Big Tech! Make more babies!) Rather than stepping up to do one’s duty, as the Protocolization 1.0 bureaucratic mindset dictated in social institutions such as the military, patriotism, school, or family, the Protocolization 2.0 crisis mindset is a form of self-expression (doing meaningful work).

			Similarly to the 20th century’s bureaucratic mindset, today’s crisis mindset is an efficient, protocolized way to organize people toward directed outcomes. It is not that we need to do away with the crisis mindset—it is probably here to stay for a while. Rather, by bringing awareness to its existence and to the extent to which it governs our lives, we might consider how to use this way of thinking to accomplish big social goals of our own choosing, rather than those determined by passive participation—just as technocrats wielded the bureaucratic mindset to accomplish big things in the mid-20th century.

			Subverting protocols

			While a degree of protocolization is unavoidable and even beneficial to our lives, once we become aware of how protocols can govern us in undesirable ways, the natural question of how to escape them arises.

			Subverting protocols is difficult without exiting the network the protocol belongs to. Exiting the protocols followed by members of the Church of Jesus Christ of Latter-day Saints, for example, requires leaving the church which is socially expensive because it also means leaving behind one’s friends and family. We can consider this the nuclear option, chosen only when no other solutions exist.

			If one remains within the network, explicit resistance to protocols tends to be ineffective, because there is no clear authority to overthrow.313 Attempting to gain control over implicit protocols feels like shadowboxing. Logic doesn’t work against other participants, nor ourselves, as we are the ones vehemently defending our captors.

			Galloway in Protocol asks us to imagine a town that needs to solve a speeding problem. They could either install speed bumps or they could pass laws to reduce the legal speed limit and increase police radar surveillance. While the latter may seem more “protocol-like” because it uses technology and explicit protocols, Galloway asserts that the former is more protocological. Signage and police compel drivers to slow down with “what amounts to nothing more than a polite request.” With speed bumps, on the other hand, the responsibility of compliance rests upon the driver (participants), rather than an external authority (the police):

			With bumps, the driver wants to drive more slowly. With bumps, it becomes a virtue to drive slowly. But with police presence, driving slowly can never be more than coerced behavior.314

			What’s more, participants are the ones who advocate for speed bumps—even though there is evidence to suggest that they increase overall lives lost by hindering emergency vehicles transporting patients in crisis.315 And yet, speed bumps persist as a desirable traffic protocol—not because anyone tells us they’re good, but because they’re earnestly believed to be good.316

			Protocol tai chi

			Instead, the art of protocol subversion looks more commonly like tai chi, where participants follow protocol, but in a way that better suits their needs. As Galloway proposed, “it is through protocol that one must guide one’s efforts, not against it.”317

			There is a traffic light by my house that almost never turns green. Unfortunately, I also need to turn left at that light nearly every time I need to go somewhere. Breaking protocol would mean running the red light and turning left. Working through the protocol means finding a way to bend, but not break the rules. I can turn right on red first, then make a legal U-turn to continue in my desired direction. In doing so, I am still bound by traffic protocol, while also satisfying my needs.

			Acts of protocol subversion are everywhere. Teenagers who are forbidden to pass notes in class instead use Google Docs’ comment features.318 The unforgiving nature of online dating apps and their filters have led some single people to publish “Date Me” docs or offer cash bounties for a successful match.319 Disney’s introduction of the Fastpass system, intended to reduce wait times for rides at theme parks, instead led enthusiasts to collect and hoard Fastpasses earlier in the day for later use.320 In each of these cases, participants don’t exit the underlying protocol, but rather find a way to work through it.

			The evolution of the social web is another example of protocol tai chi. Exiting the protocol would require quitting social media entirely, but “Delete Facebook” and other public campaigns are faded trends. Recent Twitter exoduses drove users to other services like Mastodon, but didn’t help them quit the underlying social protocol of externalizing one’s thoughts to a wider audience. Instead, these initial rebellions gave way to quieter forms of subversion, such as group chats, newsletters, private messaging, and semi-private social media apps like BeReal and Retro. Anonymous accounts enable social media users to say what they really think.

			With protocol tai chi, we participate in social media, but we make ourselves less detectable. The spiciest conversations have been pushed down a few layers into the cozy web, or 

			the private, gatekeeper-bounded spaces of the internet we have all retreated to over the last few years.321

			Mimetic culture is giving way to “vibe culture,” as Peter Limberg eloquently expressed in his “Meme to Vibe: A Philosophical Report”:

			Memes are cultural information the mind perceives, coupled with an urge to replicate them. Vibes are cultural “exformation” the body receives, coupled with a choice to experience them.322 [emphasis mine]

			What are vibes? They’re hard to describe: that’s the point. Vibes govern our public behavior (e.g., “good vibes,” “the vibes are off”), but participants feel they are the ones curating and discerning culture, rather than passively consuming or spreading it.

			In contrast to meme culture’s doomscrolling and pornification (or “the phenomena of everything being commodified and shamelessly put on display”), vibe culture is about “experiencing, not replicating,” a way of “protecting one’s mind while online.” If the (largely overrated) battle of explicit protocols is between social media platforms vs. [technical] protocols, the hidden battle of implicit protocols is between memetic vs. vibe culture.

			Modifying and creating new protocols

			Creating new protocols is difficult for reasons that are probably intuitive. Like creating a new standard or religion, creation is easy, but adoption is hard. Because implicit protocols are emergent properties of external forces, they cannot be directly modified. Modifying these underlying forces, however, can create downstream effects that eventually result in new protocols.

			There are many efforts to create a Twitter alternative—Bluesky, Farcaster, Substack Notes, Mastodon, Nostr, Are.na, Threads. However, without sufficient innovation at the “hard infrastructure” layer, we should expect the same behaviors to inevitably emerge at scale, no matter how new or different each option seems to be. Otherwise, it might be more accurate to characterize such efforts as competing platforms that serve as new interfaces for the same social protocols.

			To modify these underlying social behaviors, we need to radically modify the infrastructure itself. Substack newsletters and group chats took off as incumbent social platforms became more hostile, because participants wanted a place to be themselves without judgment or fear of repercussions. But these alternatives work best by not trying to mimic their predecessors at all.

			Another successful example of creating new protocols is the fragmentation of climate action. For the last few decades, the climate crisis response was based on energy scarcity: the belief that reducing energy usage was needed to bring us to “sustainable” levels. In recent years, some people, such as policy researchers Eli Dourado and Austin Vernon, began to ask: What if we don’t assume energy scarcity, but instead seek energy abundance?323 Reframing the climate narrative this way required breaking from the existing network and forming a new one—where participants tacitly identify as “energy” rather than “climate” advocates—that enabled a different set of behaviors to develop, such as revival of the once-defunct nuclear movement and investment into geothermal energy.

			What do good protocols look like?

			With a bit of reflection, each person could likely make their own list of protocols that they’d consider good or bad. It’s attempting to convert these into heuristics that makes it clear how hard it is to objectively evaluate the “goodness” of protocols.

			Purpose: Fulfilling the participant’s desires

			Whether a protocol is dangerous depends firstly on a prospective participant’s goals, and which parts of their brain they want to automate away. Most people would probably agree that they’d prefer not to fill out unnecessary paperwork. But things get fuzzier as we move up the hierarchy of needs. Some people are happy to give up their “thinking” agency and parrot secondhand opinions, while others prefer to retain their autonomy. Some people are happy running macOS, while others prefer the autonomy of Linux.

			Bryan Johnson’s Blueprint Protocol is a set of nutrition, fitness, and measurement practices he’s chosen to reduce the number of health-related decisions made daily.324 Johnson’s father, who lost 25 pounds in three months following the plan, explained that “removing me from myself has been the best thing I’ve done in decades.” While not everyone would choose to opt into Blueprint if they value personal choice in diet and fitness, it could be beneficial to those who choose to follow the plan.

			One way to evaluate the “goodness” of a protocol, then, is to compare its outcomes to the problem that participants believe it solves. For example, we might intuitively state that historical resistance to handwashing and other sanitation practices was a “bad” protocol, whereas the practice of handwashing today is a “good” protocol. But in both cases, the protocol was perfectly “good” in terms of function. Both resistance and adoption were widespread, and defended by individuals who believed they were acting in the public interest. We only know that the latter is “good” because it accomplished the public health goal of keeping more people safe and healthy. Similarly, fierce debates over the “goodness” of COVID masking protocols derive from evaluating the protocol against two conflicting goals: personal choice versus public health.

			Function: Bad protocol design (and the Kafka Index)

			Next, we might consider the “goodness” of a protocol’s design, regardless of participants’ goals. Bad protocols create more complexity, instead of abstracting complexity away. Does the machine accomplish its function or do its buttons fail to respond, its cogs spinning out of place?

			Note that “good vs. bad” in this context refers to the elegance and fluidity of a protocol’s design, rather than a subjective or normative evaluation. Solved conversations are a “good” protocol in the sense that they operate so smoothly that we don’t notice them, which is different from the ethical question of whether it’s “good” that our conversations have become so automated.

			This brings us to the Kafka Index: a set of evaluative criteria for identifying bad protocols (see table Kafka Index at end of chapter).325

			Stable, yet suboptimal protocols

			Because nobody is responsible for bad protocols, participants can be trapped indefinitely in suboptimal outcomes. Eliezer Yudkowsky called these “inadequate equilibria” in his book of the same name326—“a sticky, stable equilibrium of everyone acting insane in a way that’s secretly a sane response to everyone else acting insane”—where civilizations get stuck at a local maximum:

			[T]he frustrating parts of civilization are the times when you’re stuck in a Nash equilibrium that’s Pareto-inferior to other Nash equilibria. . . . What makes an equilibrium inadequate, a fruit that seems to hang tantalizingly low and yet somehow our civilization isn’t plucking, is when there’s a better stable state and we haven’t reached it.

			Being trapped in protocols dictated by a functional-yet-suboptimal system feels eerily calm, yet unsatisfying. Everything works, sort of, but participants feel a curious lack of fulfillment. (Remember that protocols are designed to accomplish a function, but not a purpose.)

			Examples include the United States medical system, which Yudkowsky calls “the most broken system that still works ever recorded in human history,” and academic science, which is stuck in “a Nash equilibrium that it wandered into, which includes statistical methods that were invented in the first half of the 20th century and editors not demanding that people cite replications.” No single entity caused these protocols to end up where they are today, but no one participant can influence or defy it, except at personal cost.

			What should we expect from our protocols?

			At their best, protocols help us reduce complexity and unnecessary decision-making, reduce transaction and coordination costs, and give participants the same context quickly and easily, as many emergency response and diplomatic protocols do, for example. Protocols can liberate us from decisions we don’t need or want to make, or that we lack the authority to make confidently, capturing and codifying consensus in human knowledge.

			Protocols can be dangerous when they become so deeply ingrained that we fail to recognize they are there, defending their virtues as if they were our own. It’s hard to evaluate protocols that run silently in the background, because that is also how they function best. 

			But when protocols enter the identity layer, they can threaten successful outcomes that require creativity and agency over automation (e.g., knowledge work, policy design, debate).

			Protocols are dangerous precisely because they control us so well. Though it may seem contradictory, the more powerful a protocol is, the harder it is to understand or explain it to others. Unfortunately, this quality is present in both good and bad protocols.

			Protocols are outright bad when they no longer fulfill a participant’s goals, but the participant is also unable to exit. 

			In this situation, participants typically suffer from a “fog of war” problem, where feedback loops no longer exist to evaluate a protocol’s ongoing benefit. Instead, they remain trapped in a functional, yet suboptimal system. Thus we might consider three archetypes of protocol “goodness”327:

			
					Kafka — undesirable — “I can’t find my way round in this darkness.”328 Protocol holds too much power. Participant is trapped in a maze that they can’t understand and also can’t escape.

					Bartleby — undesirable — “I would prefer not to.”329 Participant holds too much power. Maintaining a high level of agency limits their ability to manage increasingly complex tasks.

					Whitehead — desirable — “Civilization advances by extending the number of important operations which we can perform without thinking about them.”330 Balanced power between protocol and participant. By relinquishing some agency, participants are able to accomplish much more than they could alone.

			

			The controlling nature of protocols is consistently omitted from rosy imagined futures about their merits. It is difficult to notice how much they control us, because control is only perceived when our desires conflict with those of protocol. 

			Their influence is especially hard to detect today, as the social web created a new era of protocolization—aimed at simplifying the complexity of ideas, rather than just information—and we are just beginning to transition from Protocolization 1.0’s bureaucratic mindset to Protocolization 2.0’s crisis mindset. 

			The bureaucratic mindset now feels like a vaguely dated relic from the industrial era, but looking forward, we must now learn to build our immunity towards—and make the most of—our collective crisis mindset.

			While we can exit specific protocols, the role of protocols itself is an inescapable part of managing complexity in a modern world. Instead of resisting protocols, we ought to bring a greater awareness to their overall influence, so that we can make better decisions about which protocols we wish to be a part of and how we might live peaceably under their reign.

			Kafka Index

			Evaluative criteria for identifying bad protocols

			
					No (or hidden) feedback loop	Lack of consequences for failed outcomes
	Outcomes aren’t visible to participants
	No evaluative metrics, or wrong metrics prioritized



					Too many edge cases addressed at once	Binary success response; participant required to pass through all use cases sequentially
	No branching or forking of use cases



					No happy path to follow	Protocol increases the number of decisions that participant 
must make
	User error is possible (multiple ways to “plug it in”)



					Success outcomes are randomized or ambiguously defined	Outcomes succeed or fail inexplicably, even when all inputs appear to be the same
	Outcomes can’t be debugged or explained retrospectively by participants



					Multiple protocols exist that attempt to solve the same problem	Redundant protocols create conflict and confusion regarding the desired outcome



					Recursive, nested protocols	Protocol’s complexity is sprawling, with multiple dead ends
	Participants can get trapped in endless loops or “whirlpools” with no resolution



					No market or alternatives exist	High cost to participate, with no other options available
	Significant costs incurred if participants defect



			

			Applying the Kafka Index

			Interactive voice response (IVR) systems for customer service

			too many edge cases addressed at once; 
no happy path; recursive nested protocols

			Overcriminalization, or excessive laws that criminalize civilian behavior, even when no criminal intent exists

			no feedback loop; ambiguous success outcome; 
redundant and conflicting protocols; no alternatives

			Airport security

			no feedback loop; randomized success outcome; 
conflicting protocols; no alternatives

			Thanks to Venkatesh Rao, Rafa Fernandez, Seth Killian, Eric Alston, Scott Moore, Tim Beiko, and Brett Fujioka for their feedback and contributions.
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			Good Death

			Sarah Friend

			In a Reddit thread called “When is an MMO considered ‘dead’ to you?” user UnoriginalAnomalies asks, 

			I’m curious at what point people start actually considering a game “dead.” What’s your threshold?331 

			MMO, a shortened version of the acronym MMORPG—massively multiplayer online role-playing game—encompasses a broad set of online games featuring a persistent world and player avatars. In the Reddit responses to the post, users respond with criteria they find meaningful: when the game studio downsizes their staff; when there are no more updates from the developer; when there is no one at the spawning area. Across this thread and two similar threads like “What constitutes a ‘dead MMO’?”332 and “The Signs: How do you know if an MMO is dying?”333 are 177 replies offering other criteria, different combinations, and counterexamples.

			Can a protocol die? If a protocol is alive, it lives the way a mall does—through the activity of its participants—and dies by metaphor. What over­arching term can we apply to these entities, living or dead? I propose worlds, building on Ian Cheng in Worlding Raga: 2—What Is a World?

			We could say a World is something like a gated garden. A World has borders. A World has laws. A World has values. A World has dysfunction. A World can grow up. A World has members who live in it . . . A World manifests evidence of itself in its members, emissaries, symbols, tangible artifacts, and media, yet it is always something more.334

			A world grows on top of a protocol when the protocol lives. Platforms, places, books, TV shows, video games, or philosophical movements can also generate worlds. One might call a nation a world. A world is an ecosystem of avatars, grown through their time and attention. Not every protocol can die because not every protocol lived, as a world, in the first place.

			What do we mean when we refer to a world as dead? Most of these dead worlds still exist. MMOs that are not shut down by the developers can linger indefinitely. The mall we call dead has not been demolished. I can still log into my LiveJournal. Nonetheless, these things have changed state. When we use death as a metaphor, as is often the case with metaphors, we reveal a truth that is difficult to articulate other­wise: something is gone. And much like death in more familiar contexts, it cannot be recovered.

			Sometimes, a world has a legitimate, planned funereal moment. In 2008, Electronic Arts decided to shut down the servers of The Sims Online, a multiplayer version of the classic single player simulator—scheduling an apocalypse for the world and all of its community members. In the final minutes of the game, players gathered in the town hall where one of the community members gave an emotional final speech:

			I just wanna thank you all, it’s been an amazing experience, it really has, and I told myself I wouldn’t make myself cry, but I can’t stress enough how much you guys have meant to me over the past, oh, however many years it’s been.335

			Another example is Asheron’s Call, which ran from 1999 to 2017. The game had a strong and dedicated community of players, but the number of active users had shrunk over the years and the game was no longer profitable.336 In a video documenting the final moments, as player avatars disappear, one streamer says, through tears:

			Don’t let Dereth go to waste. And all these people and all their items. And everything that we’ve worked for, the friendships, and the relationships, and the marriages and the kids and the friends and everything that people have had. Don’t let this go to waste. Thank you everyone.337

			In these moments of grief we can see—perhaps more than at any other time—what characterizes the life of these worlds. Protocols live through attention; they die from neglect. This attention leaves its most noticeable fingerprints in the social lives of digital worlds. Like The Velveteen Rabbit, Margery Williams’ classic children’s story about a toy that comes to life, they have been loved into a kind of transubstantiation:

			“Real isn’t how you are made,” said the Skin Horse. “It’s a thing that happens to you. When a child loves you for a long, long time, not just to play with, but REALLY loves you, then you become Real.” “Does it hurt?” asked the Rabbit. “Sometimes,” said the Skin Horse, for he was always truthful.338

			The emotional investment and the participation of living beings in a world is not obviously quantifiable, but it has reality—and this quality is not unique to games. The first marriage vows on a blockchain were enshrined in 2014 by David Mondrous and Joyce Mondrous.339 The first blockchain-based memorial is from 2011, to Len Sassaman, cryptographer and privacy advocate, using ASCII art on the Bitcoin network.340 In 2015, an early project on the Ethereum network that allowed people to record short messages called Terra Nullius hosted a memorial message to Nóirín Plunkett, opensource contributor and at the time of their death vice president of the Apache Software Foundation.341 In 2020, a smart contract was deployed to serve as a memorial for coronavirus whistleblower Dr. Wenliang Li.342

			Many MMOs that have lost their rich player community, matching the Reddit descriptions, are better described as being in a liminal state between alive and dead—something like a protracted dying. Sometimes a world will appear to be dying, then come back to life. While a world is dying, one can argue about its relative deadness or debate different death criteria. At some point in the lifecycle, the liminal state ends—in the case of an MMO, the end usually looks like its developer going out of business or making the decision to no longer maintain the servers—and the world reaches consensus death. An afterlife for an MMO could look like an unofficial community-run version; if successful, the new version could eventually become a world of its own. In general, the end of the dying process takes the shape of a decision, consensus death, undertaken by an authority or marked by ritual.

			Diagramming the lifecycle of a world, we find something like Figure 1. Following this observation, we will discuss two alternate understandings of death and how they apply in a protocol context.

			[image: ]

			Figure 1. The Lifecycle of a World

			First, death-as-a-process: death is not a simple binary transition, instead it is a process (dying) that may result in a protracted liminal state between alive and dead. This liminal state is sometimes understood as transitional and characterized by possible disagreement or ontological uncertainty about relative liveness or deadness. 

			The death-process ends with the second key hallmark of death as it will be discussed here: death-as-a-decision. Death is not a given, nor is it a clear natural fact—death is instead a decision, similar to a diagnosis, with domain-specific criteria determined by technology, authority, and culture. We can further separate death-as-a-decision into cases where the world has a clear decisionmaker, such as an MMO or platform, and cases where there is not, such as a peer-to-peer protocol.

			Neither death-as-a-process nor death-as-a-decision are unique affordances of worlds. Even in the non-digital context or cases where death appears to be clearly delineated, such as the death of humans, we find a similar structure. Not only in the medical profession, but also spanning spiritual understandings, funerary rituals, and the legal system, decision-making protocols surrounding death allow or even require a lengthy liminal space or process.

			In Twice Dead: Organ Transplants and the Reinvention of Death, Margaret M. Lock recounts the changing criteria of human death over the 19th and 20th centuries.343 In the late 1800s, diagnosing death was considered medically difficult, with some doctors insisting the only inarguable marker of death was the beginning of putrefaction. Public anxiety spread about being buried alive, epitomized in a book called Premature Burial, and How It May Be Prevented.344 Over the course of the 19th century, as death became increasingly a medical and not religious event, doctors sought ever-more precise ways to judge the moment of death. In the late 20th century, with changing medical technology—notably the mechanical ventilator—it became possible to diagnose brain death separately from (and before) the collapse of other physical systems. With current capabilities, a body can continue in brain-dead stasis for years.

			And yet, even with contemporary technology and its unprecedented access to the body, clear consensus around brain death as legitimate death are not global universals. In Japan, a country where access to medical technology is at least as widespread and advanced as the United States, situating the brain as the sole location of personal death is controversial. Lock observes: 

			Efforts to assign death scientifically to a specific moment are frequently rejected outright by both medical and lay people. Dying is widely understood as a process, and cannot therefore be isolated as a moment. What is more, the cognitive status of the patient is of secondary importance for most people.345 

			Moreover:

			Even though Japanese neurologists concur about the irreversibility of brain death, and the vast majority of them are convinced that they can diagnose this condition reliably, they nevertheless remain reluctant to cooperate with organ procurement. Even now, many hesitate to encourage relatives to think of brain-dead patients as dead.346

			The hardest evidence of this differing ontology of death is the differing frequency of organ donation in both locations, since organ donation relies on both social and legal consensus that a brain dead person is dead. In the United States, deceased organ donors per million of the population is 36.88. In Japan, the number is 0.99.347

			Further, in the legal and statutory context, there are many cases where death is understood to exist separately from the body, leading to protracted liminal states. In most jurisdictions, there are protocols for eventually coming to consensus about whether an absent or missing person is dead. In the United States, if the person was not exposed to “imminent peril” (a plane crash or similar) it usually takes seven years. In some jurisdictions such as Poland and Germany, it can take as long as ten years. In this intermediary period, the missing or absent person is, while likely physically dead, still legally alive—their beneficiaries cannot collect life insurance and their estate cannot be administered. It’s estimated between 60,000 and 100,000 people are in this legal liminal state in the United States alone.348 The converse can also happen, where someone is declared legally dead but is in fact alive, sometimes as part of a scam or identity theft and sometimes by administrative error. Both cases reveal the decisionmaking practices around death and provide useful edge cases for thinking about what it is exactly that dies—a body, a legal entity, a social being, something else?

			In Celebrations of Death: The Anthropology of Mortuary Ritual, Peter Metcalf and Richard Huntington use the framework of “rites of passage” to examine death rituals.349 The term rite of passage was coined by ethnographer Arnold van Gennep, in a 1909 book of the same name, where it is applied to pregnancy, childbirth, initiation, betrothal, marriage, and funerals.350 He characterizes a rite of passage as being a transition from one state to another and as having three phases: separation (from the previous state), liminality (being between states), and incorporation (into the new state).351

			Metcalf and Huntington follow this with an extended analysis of cultures where there is secondary processing of the corpse, namely, an initial ritual, followed by a lengthy intermediary period consisting of months to as much as five years, after which the corpse is exhumed and a further ritual concludes the death process.352 They focus their analysis on Indonesia, where “many people conceive of a period when the mortal is neither fully alive nor finally dead”353 but secondary processing can also be found in Central Asia, North and South America, Melanesia, and Greece.354 While visiting the Torajans, an indigenous population in Indonesia that practices secondary processing, mortician Caitlin Doughty discusses how families care for the mummified bodies of their relatives, sometimes keeping them inside the home and referring to them as not dead, but merely sick until the final funeral rite is concluded.355 The different ontology of death present amongst the Torajans is visceral and embedded in daily life. It’s useful to expand the imaginary of how death can be understood—and though secondary processing may seem like an edge case, it also bears some connection to things like the Christian purgatory, an intermediary place the soul goes after death in order to undergo final purification, or embalming, common in North America as a way to extend the period before burial.356

			Secondary processing is also reminiscent of the concept of “second loss,” coined by Debra Bassett, or “second death,” originating from Patrick Stokes. In a paper examining both, Rem Moore and Sarah Wambold describe, 

			A “second death’ is a social death that occurs when an individual’s name or memory is no longer known among the living. “Second loss,” however, acknowledges that “second death” has been complicated by the digital.357

			Second death, ritual understandings of a liminal state between life and death, and changing medical and legal practices are all examples that de-center death from a fixed event that happens to a body (which cannot be decoupled from a person), into a social ­decision-making process where the ontology of what actually dies is flexible. They are also all extrinsic understandings of death. 

			From the perspective of the individual, death is sometimes a choice, as in suicide and euthanasia, but often otherwise. Death in a protocological context does not (and cannot) account for the personal, subjective experience of death. It is the perspective of the Turing interrogator, not the test subject. We cannot ask a protocol whether it feels sick, we can only observe it symptomatically.

			Once we name death-as-a-decision, the lights come on and we see the puppet strings. Who has been given authority to decide that something is dead; what rituals or protocols are undertaken to cement its deadness? In the human context, doctors, lawyers, and sometimes religious figures play these roles. In the context of worlds like games or social media platforms, these roles are performed by a company or organization. In more decentralized worlds—protocols, fandoms, and the like—there may be no clear decisionmaker, introducing a fundamental anxiety.

			As an example of a dead world that lacks a death-decider—there are plenty of dead blockchains. The particular nature of peer-to-peer protocols means the end state that gives the most clarity—all servers shut down—is very rarely reached. There is no decisionmaker who could turn off the protocol, and indeed no single server. This decentralization is the source of desirable properties, such as censorship resistance and ability to persist even in the face of takedown attempts by well-resourced actors. Nonetheless, some blockchains clearly die. In a report on the subject, Coinmarketcap suggests projects with negligible trading volume, joke projects, and projects with little to no funding are dead.358 Coinopsy maintains a list of dead coins, with clear criteria for being added to the list, including volume under 1,000 USD for three months, website offline, no trace of updates, and no nodes or other similar problems. As of June 2023, 2,439 coins are on its list, going back as far as 2011.359 99Bitcoins’ page for dead coins, formerly deadcoins.com, lists more than 1,700 blockchains that have died and for each one gives a series of “death indicators,” including: inactive Twitter, low volume, not indexed, not Listed on exchanges, and website down.360 Of these metrics, most are economic and others look at official communication output—but they are missing something central to worlding. Any sufficiently healthy world will spawn activity in peripheral forums where the protocol is discussed. It will spread and animate spaces outside itself. The life of the world is not only in the world. Looking for these spaces is an important and often overlooked world-assessment criteria.

			One can imagine these initiatives to track dead coins as an emerging Order of Proto­cological Death,361 perhaps becoming an independent body the way the medical and legal profession become arbiters of human death. Such an organization could fill in as protocol death-deciders, for cases where no governance mechanisms exist or those mechanisms have failed—as well as maintain the lore of these dead worlds and facilitate the eulogies and funeral practices as appropriate. Already, the death indicators used by the deadcoin lists are like a doctor inspecting first for an absence of swallow reflex, then for no eye response to light, and no limb movement on painful stimulus. In Twice Dead, Lock writes, 

			Decentralists usually argue that because different parts of the body stop functioning and die at different times, death must be a process.362 

			The word “decentralists” here is interesting and perhaps significant. 

			Decentralized autonomous organizations, known as DAOs, are a hybrid between a decentralized world and a system that has an established decisionmaking process. Many DAOs die, as do all worlds—sometimes leveraging existing decisionmaking processes. DAO deaths should be the subject of further study, especially as cases where there are real stakes to the decision in the form of financial assets that should be redistributed to participants, spent, or otherwise handled. 

			A related case would be autonomous worlds, a framework for blockchain gaming proposed by 0xPARC. The way 0xPARC characterizes a world has much in common with the way we do here: 

			We inhabit Worlds—both physical and conceptual. We learn how to work and behave within them. We engage in tribalism, spatial reasoning, and territorialism, even within Worlds that live entirely in our minds. We have a sense for the boundaries of Worlds and their rulesets.363 

			Further, despite some worlds having physical artifacts, 

			the physical artifacts of such Worlds are not the reason that these Worlds are alive. Printing a million copies of a book doesn’t create a World, unless people read it, care about it, and inhabit it.364

			But they go on to propose a quasi-immortality for blockchain-based worlds because their peer-to-peer substrate cannot be shut down. While the nature of the underlying technology does prevent premature death by shut down, much like printing a book doesn’t guarantee a world will grow, the continued ability to access an autonomous world doesn’t constitute life. These worlds will be as mortal as any other and their decentralization may eventually call for their own Order of Protocological Death.

			Perhaps the worst case for a world is to linger indefinitely between life and death with no emerging death-decider. One of the important functions funeral rituals can serve is reconstituting society without the lost member365—the various social roles of the dead person must be taken over by others or changed. An incomplete funeral moment can impede the grief process. Turning again to an example from human death, Debra Bassett, a researcher who studies mortuary technology, recounts how, 

			a [research] participant named Pam told me how she has not upgraded her mobile phone for 5 years because of [. . .] treasured answer phone messages from her daughter, and although there are software packages available that would allow her to save the messages, she is too frightened to try them.366

			Many similar examples highlight not only how contemporary social media selves can linger in a liminal state between life and death, but also the adjacent harms from the lack of a end state.

			Another example of existential stress in the peer-to-peer context is what was named “the difficulty bomb” mechanism in Ethereum. Initially written into the protocol as part of the planned switch to proof of stake, the difficulty bomb was a feature where at a given point in time it would become exponentially more difficult to find correct blocks using the old proof of work mining system. Had the bomb been timed to go off before the functional PoS implementation had been created, the chain would have effectively been killed. As it became clear that shipping PoS would take longer than expected, the bomb had to be postponed—not once, but five times—and it came to have effects outside of those intended, such as making it more difficult for scam forks of ethereum to spring up. Though the change required to remove the bomb by a potential scammer was very small, it still created a sufficient barrier. It also became an opportunity to renegotiate mining rewards and other protocol updates. As Tim Beiko of the Ethereum Foundation explained: 

			People began to see the difficulty bomb as a way to renegotiate miner compensation, because if the miner’s don’t upgrade the software they’re going to be on a chain that doesn’t work. And then if all the users want the chain that has no difficulty bomb or delayed difficulty bomb and also lower issuance, then the miners are all going to have to switch.367

			Further:

			One time we pushed [the difficulty bomb] back for 18 months, and that was a terrible decision, because the fork [the technical name for a protocol update], literally took us 18 months . . . The opposite happened with EIP 1559, when we shipped [another fork]—we had the difficulty bomb happening and so we made the schedule fit that [in order] to not have to do two forks, like one to delay the bomb and then one with the actual feature.368

			Now that Ethereum has transitioned to PoS, no equivalent mechanism to the difficulty bomb is planned. Instead the community debates protocol ossification, meaning whether current governance processes for protocol updates should wind down with an end state of no further changes. Proponents of ossification see it as important for resisting governance capture and maintaining the decentralization and resilience to threats that is often touted as one of blockchain’s core affordances.369 

			It is interesting to ask what role the forcing function of the difficulty bomb might have had on aligning economic incentives during an early phase of Ethereum’s growth, from 2015 to 2022. Could the requirements of the difficulty bomb have had the secondary effect of more robust governance or a reduced tendency towards ossification? What rate of updates leads to a greater long-term health of a protocol? All of these questions should be the subject of further research and the difficulty bomb is uniquely positioned as a case study: a recurring reminder of death in a living world.

			An understanding of the mortality or ephemerality of data also allows attention to be directed to efforts at preservation, archiving, and memorialization. To think about death in a digital context is to consider the archive, the save file, the backup hard drive. A world that can’t die also can’t benefit from increased attention to these questions. Most of the worlds we have looked at here exist online—and it may be that the online context is uniquely suited to worlding. Certainly, starting a world online can be quicker than in physical space, since no offices, venues, or transit are needed. The digital context also lends itself to the question of archiving: everything is always already in a database. Naive reliance on the auto-save state, though, may paradoxically lead to worse memorial practices.

			What kind of archive, cemetery, or memorial is appropriate for dead worlds? A first impulse might be to store all of the data that encompasses the world. In the game context, that would mean the game save file, the data of the map and all of its buildings. One could also store the game code, the game engine, even the operating system the game runs on. We could store every version of the world that exists, for every tick in game time, so that we could replay deterministically every move that every character made with every game item—in fact, in our attempt at constructing an archive for a digital world, we could reinvent a blockchain from first principles. But would we have captured what matters about the world?

			In the Preserving Virtual Worlds Final Report, a product of collaborative research by Linden Lab, the creators of the online game Second Life, and several North American universities, the authors write:

			An important part of the historical context for virtual world history is the fact that human beings (through their avatars) fill these digital environments with meaning that emerges from their activities in social spaces, regardless of whether the spaces are synthetic (digital) or physical.370

			Furthermore,

			If we save every bit of a virtual world, its software and the data associated with it and stored on its servers, it may still be the case that we have completely lost the history.371 

			The report calls this the fantasy of perfect capture: while we can back up the data that encompasses a game, this doesn’t capture what the game really is.372 A world, much like a protocol, does not exist in a static instant, in contrast to a standard, a blueprint, a single save file, or digital scan. A protocol must be enacted, and a world must be lived in.

			The Github Arctic Code Vault epitomizes the fantasy of perfect capture. Part of the Github Archive Program, the vault is a data repository of some 21 terabytes of code, buried 250 meters underground in a decommissioned coal mine in the Arctic. Included was a snapshot of every Github repo with at least one star and any commits in the year preceding February 2, 2020.373 Unfortunately, the premise of storing this code in this way is unvalidated—even farcical. The point of git, the underlying tool that Github is an interface for, is to track changes to a codebase over time from many contributors—and yet the Code Vault has only a shallow copy. Who wrote this code and why? What did they use it for? What kind of people worked on it and what did they disagree about? It is a mistake to equate the meaning of this code with the code itself. Like the game save state in an MMO, something fundamental is absent about the life of an open source software project.

			Indeed, the thing that dies is the thing that cannot be archived, and is the thing that the naive approach to storage encourages us to miss. It’s useful to contrast dumb storage with a memorial. With dumb storage, the fantasy of recreating the thing being archived can exist—and sometimes the thing itself or the original document. No such pretense persists with a memorial. Instead perhaps, a memorial exists as a testament to what cannot be archived. A memorial is a kind of compression technology: we make memorials when there is something uncapturable, too big, or that we want to stand in for a larger symbolic meaning.374 

			The Memorial against Fascism in Harburg is a useful example. Constructed in 1986 in a town near Hamburg, Germany, the monument is a 12-meter-high column on which the public was invited to make inscriptions: 

			From the day of the monument’s dedication on 10 October 1986 until 10 November 1993, the column was gradually lowered into the ground in eight stages. This created space for new comments, but it also symbolized the burial of memory. By the time the column disappeared into the ground, it had around 60,000 inscriptions of various types: signatures, contemplative reflections, anti-fascist quotes, proverbs and xenophobic slogans.375

			An example of a very different but effective memorialization tactic is Empires of Eve by journalist Andrew Groen—a nonfiction book borne of deep immersion in the MMO EVE Online.376 While EVE is not dead, the book demonstrates an alternative approach to the preservation of an online world. Drawing from two years of research and interviews with 70 players, it chronicles the in-game events from 2003 to 2009: the changing alliances and cycles of war, as well as personal stories of key players.377 Much like other worlds, the meaningful life of the game is not in the game itself—one player with in-game name The Mittani who runs an alliance of 40,000 characters reveals: 

			“I never play Eve . . . I got bored of playing Eve by 2006.” Instead, what he plays is a game surrounding a game: a game of people, and a game that [CCP Games, developer of EVE Online,] doesn’t control. It’s a game played in “a zillion” chat rooms on Jabber, across multiple screens in his office, his spaceship bridge.378

			While a game like EVE Online may make best sense remembered in a sprawling military history, no one right way to memorialize a dead world exists: much like Metcalf and Huntington conclude in Celebrations of Death, it is possible to undertake a “culturally nuanced account of emotion” in the context of a death ritual “only after the weight of providing a catch-all explanation has been lifted.”379 And indeed: “The diversity of cultural reaction is measure of the universal impact of death.”380

			Importantly, death itself is not the enemy. Instead, it is when a protocol cannot be discarded or changed that it becomes more dangerous. Highly accurate autobiographical memory, or hyperthymesia—the inability to forget one’s past—is associated with negative effects, including depression and difficulty in personal relationships.381 Jill Price, one of the only 60 or so people who have been identified with the condition, characterized it as “non-stop, uncontrollable, and totally exhausting.”382 Permanence can also contain a threat as in the “хранить вечно” (keep forever) stamped by the KGB on the dossiers on its political prisoners383 or the converse wave of contemporary activism around the right to be forgotten.384 Forgetting—mortality, ephemerality, deletion—is what enables health, forgiveness, and grace.

			If all media technology is an extension of the body, as has been often claimed,385 how can we characterize the ultimate endgame of technology? Is the maximally extended body immortal? In the age of ubiquitous digital content, dumb storage—naively saving the game world, branch HEAD, or blockchain state—is the default position. 

			The same is true of our personal data—we are all archives in search of an archivist. When Dropbox emails to say, “you’re running out of storage, upgrade now!” it is playing on your fear of death.386 A blockchain in particular makes a claim about time and permanence: that it is ongoing, that it is unidirectional, that the past is immutable, that it is singular. In most cases, this will turn out to be false. Not only are many chains dead, others have forked (time is not singular) or rewritten the past.

			Does the archive only grow? In both a personal and cultural context, we are all amassing archives. By 2070, Facebook’s databases could contain more dead people than living ones.387 Even in 1945, Vannevar Bush, theorizer of the memex, complained that “publication has been extended far beyond our present ability to make real use of the record,”388 suggesting even then that making sense of the vast corpus of human knowledge was impossible. Now we exceed his wildest speculations with a glut of information. Consider the Internet Archive, an example from Bush brought to life: “[a] library of a million volumes could be compressed into one end of a desk”389 and one of the “[w]holly new forms of encyclopedias [that] will appear, ready-made with a mesh of associative trails running through them.”390 The Internet Archive’s About page makes explicit the proposition to grow without end:

			Our mission is to provide Universal Access to All Knowledge.391

			This mission is, of course, the source of its sacredness. If the archive of All Knowledge were ever to finish, what else then too must implicitly end? All blockchains have a similar fundamental assumption: the block height only ever increases and must increase. But we can ask also—from where will come the hard drives, server racks, “polyester film base coated with a gelatin layer of light-sensitive silver halides,”392 or compressed DNA storage?

			This premise—the archive that only grows and its concurrent religiosity—is a specific sacredness related to a specific culture, one with a deep progress narrative and a growth-based economic system. Though sacredness, like memorials, often has to do with something “too big” or “too small” that cannot be articulated any other way, in an alternate world the act of deleting the archive could be as sacred as keeping it forever. What is the culture from which this different sacredness vector could originate?393

			To look further at ephemerality in the context of the digital (and to move from the sacred to the profane), let’s turn to 4chan, a large online message board where the vast majority of posters are anonymous. Known for memes, trolling, and activism across a variety of political axes, 4chan is also a rare example of ephemerality of online content. A recent quantitative analysis of its popular discussion board known as /b/ describes the display and treatment of conversations:

			Threads begin on page one and are pushed down as new threads are added. If a user replies to a thread, it is bumped back to the top of the first page. If the thread reaches the bottom of the fifteenth page, the thread is removed permanently and its URL returns a ‘Page Not Found’ error.394 

			The analysis found the median lifespan of a /b/ thread to be just 3.9 minutes.395 In this accelerated content environment, there are two mechanics for users to influence post lifespan: bump, which is commenting “bump” on a thread to push it to the top again, and sage (from the Japanese sageru, meaning “to lower”), which allows one to comment without bumping the thread. 2.16 and 0.77 percent of posts, respectively, were found to use these features. Further:

			Though the site may be ephemeral, /b/ users have developed other mechanisms to keep valuable content. For example, users often refer to having a “/b/ folder” on their computers where they preserve images for future enjoyment or remixing. /b/ posters ask others to dig into their archives [ . . .]396

			On 4chan, the foreknowledge of post deletion incentivizes both curation and archiving practices, both personal (a local /b/ folder) and collective (4chanarchive).

			A related example is Orkut, a social media platform active from 2004 to 2014 and its largest user base in Brazil. In The Death and the Death of Orkut, Alice Noujaim looks at Orkut’s death process as it was administered by Google.397 When announcing the platform death, Google gave users two years to export their profile data, photos, and posts. At the same time, it announced the creation of a public archive of Orkut’s communities, shared boards with a huge variety of subjects. The creation of the community archive indicates,

			Both Google and the user base understood that the most important thing about Orkut were not the individual profiles . . . but the collective spaces of interaction, the communities398

			In other words, the communities are where the world of Orkut grew.

			The personal data users could download from Orkut echoes the local /b/ folder—lacking a central narrative or single storage location. The community archive mirrors the 4chanarchive. Unexpectedly though, in 2017, Google announced the Orkut archive too would be shut down, giving users just two weeks’ notice and no clear backup procedure. Noujaim recounts:

			The distinction was interesting: while three years earlier Google had stated the Community Archive was for ‘eternity’ whilst executing a careful protocol of deactivation of a living thing, the memorial of that thing was given a rushed ending.399

			Tomas Zahora, in “The Art of Forgetting the Middle Ages,” discusses Agrippa and the medieval technology of memory—a series of tactics for increasing the human capacity to remember.400 These tactics sometimes involved the construction of a memory palace, an imagined setting in which the memories could be placed spatially, best accompanied by emotionally evocative or familiar imagery.401

			Alongside this art of increasing memory was a less-discussed art of forgetting, undertaken when memory palaces had outgrown their usefulness and how “a culture dependent on complex mnemonic systems handled an excess of remembered material.”402 Techniques can be as literal as visualizing a wing of the memory palace being destroyed or “crowding” where:

			[t]oo many images overlapping one another in a given location, images that are too much alike, will confuse and even cancel one another out.403

			These early approaches to forgetting align with contemporary findings about memory: in particular how post-event information can modulate memory, impair recall, or create:

			. . . a memory of an event that never took place or of a detail that was never part of the original information.404 

			“Substitution” is a contemporary tactic in post-event information that mirrors crowding. For example, after watching a video clip with a stop sign, if researchers ask participants about a different kind of street sign, participants show confusion about what sign was seen.405 Zahora considers that the art of forgetting may have become particularly urgent in the era of Agrippa’s writing, year 1662, because it was a time of profound cultural change. He writes, 

			Does it mean that in times of paradigmatic change our minds are stuck with outdated mnemonic frameworks amassed during years of study and subsequent practice? What happens when a whole mode of learning shows signs of stress?406

			No universal understanding of what constitutes a good death (or when forgetting is appropriate) exists, for protocol nor human, yet perhaps a few examples will be helpful. In terms of worlds, we can recall the contrasts of the death of Orkut to the death of its Community Archive: the former planned with clear process, the latter rushed and sudden. As Noujaim writes, “Orkut had a good death, its archive had a bad one.”407 

			Memorial practices can be part of a good death: Seth Killian, who was part of a small team working on a video game which was suddenly shut down despite a thriving player community, describes the experience as a “bad death” which 

			mostly came from inability to revisit even a kind of memorial. Instead there was kind of . . . nothing.408 

			For the team, releasing a free version of the game two years later that others could build on allowed the feeling of the game being “returned to the ecosystem”409 to change their relationship to the events.

			Looking at good death in the human context, a meta-analysis of 36 papers providing attempts to define a good death found that preferences about the dying process was the most frequent theme, including: 

			the death scene (how, who, where, and when), dying during sleep, and preparation for death (e.g., advance directives, funeral arrangements).410

			A working group on the care of older people proposed twelve principles of a good death in their final report. Starting with “To know when death is coming, and to understand what can be expected,” the list closes with “To be able to leave when it is time to go, and not to have life prolonged pointlessly.”411

			Protocol makers, know this: your protocol will die. It may become so inflexible that it must be discarded —“if the constitution is too rigid, it becomes necessary to kill the king”412—or the conditions around it may change so much as to become unrecognizable. Of the many possible protocological deaths (and a starting taxonomy can be found in “Founding Memorabilia from the Order of Protocological Death,” the artifact that accompanies this paper413), ask: What constitutes the life of your protocol? What symptoms or death indicators could be used to assess its health? These indicators may not reside in the protocol itself—indeed, the more alive the protocol is, the more likely they are to have spread elsewhere. Identify the decisionmaking processes that exist in relationship to your protocol and whether they would withstand an existential question. 

			A decision-making process can be assessed by whether it is sufficiently robust that the “losers” of any governance outcome retain faith in the decision-making process itself. The death decision may be the ultimate challenge. In “Killswitch Protocols,” Eric Alston, Garrette David, and Seth Killian examine the affordances of different ­decision-making processes as they relate to killswitches, failsafes, and overrides—all of which uniquely reify the death-decision.414 They discuss how killswitches can reveal structures of authority and perhaps even become adversarial vectors, warning, “who controls the killswitch also controls the system’s survival.”415 

			The death decision poses a related set of questions—if an Order of Protocological Death were ever broadly established, care will need to be taken that it has balanced incentives. Norms may also be established for protocol euthanasia, as in the DAO death: what kinds of participant support are required for such a death to be legitimate?

			Finally, what ritual acts or archive practices will render legible the meaning of the protocol to the future? From the local /b/ folder, to Empires of Eve, to the game eulogy, to the burning wing of a memory palace—a memorial practice should be specific to the protocol and world that grew around it. Duplicating and storing the content of a world, especially at just one point in time, is insufficient. You will miss the world for the map. 

			Knowledge of mortality allows the writing of history. In The Storyteller, Walter Benjamin reminds us of the narratological importance of the ending: 

			[i]t is, however, characteristic that not only a man’s knowledge or wisdom, but above all his real life . . . first assume transmissible form at the moment of his death.416 

			And also,

			Death is the sanction of everything that the story-teller can tell. He has borrowed his authority from death.417 

			Let us use that authority now on this essay itself. It lived like a climbing vine, meandering and full of details. May it die like a dandelion, scattering seeds on the wind. 

			Sarah Friend is an artist and software developer currently based in Berlin, Germany. She was formerly the smart contract lead for Circles UBI, a community currency that aims to create a more equal distribution of wealth, as well as for Culturestake, a quadratic voting project targeting arts funding. In 2022, she was a visiting professor at The Cooper Union. Recent solo exhibitions include Off: Endgame at Public Works Administration, New York, and Terraforming at Galerie Nagel Draxler in Berlin. isthisa.com

			A Phenomenology of Protocols

			Janna Tay

			. . . the human-built world is not, in fact, built for humans. And, of course, this is to say nothing of what the human-built world has meant for the non-human world. What’s more, it may be paradoxically the case that the human-built world will prove finally inhospitable to human beings precisely to the degree that it was built for humans without regard for humanity’s continuity with the other animals and the world we inhabit together. —L.M. Sacasas418

			There was a moment in the technological disenchantment unfolding over the last decade when designers of our largest social media platforms expressed regret over the “addictive feedback loops” that their features created.419 These technologies and their algorithms are shaping us in service of platform owners’ objectives into an image we increasingly do not recognize—we are, ourselves, at stake. 

			The promise of protocols over platforms is that they could give us greater control over our content, communities, and ultimately our lives.420 But, like technology, protocols are no less susceptible in their design to the perils of technological platforms, for they have characteristics that mediate between us and our environments, affecting our ability to create ourselves and the world. This means that if we do not start with a strong conception of what we and the world ought to be, we risk succumbing to designs that reward short-term payoffs or are dictated by those who stand to profit from our attention.

			To build a world hospitable to us, that is for us, is to build a world that nurtures and encourages human flourishing. Flourishing is the capacity to develop the aspects of our being that are our most distinctive to humanity: the capacity to self-make, cultivate our character, develop rationality, and realize wisdom. When we misunderstand our nature, we build false worlds on vast scales and end up remaking ourselves in order to fit them. As we build ever more protocols to meet problems in the world beyond our existing institutions and systems,421 we must consider their effect on our pursuit of flourishing. In mediating between us and our environments, protocols co-constitute reality with us and encourage or impede our flourishing. To create a world in which we are not alienated from ourselves, we need to first properly understand what we are, and then how the objects, artifacts, and technologies we interact with ultimately affect us.

			What is a protocol?

			I adopt the following definition: 

			a protocol is a set of explicit or implicit rules or procedures intended to govern, guide, or influence behaviour in a way that allows the emergence or construction of coordinated behavior.

			Though some may take a narrower, harder view of protocols as relating primarily to networks and codified rules, I consider that protocols can also be applied to a wider range of social and economic systems. The hard/soft and atomic/systemic axes put forward by Venkatesh Rao et al.422 form a useful starting point for beginning to categorize protocols and place them on a spectrum, and it may be that the application of the ideas in this essay will find different modes of expression when applied to different kinds of protocols, depending on how hard, soft, atomic, or systemic they are.

			Noting that this essay concerns flourishing from the perspective of humans, protocols that directly govern the behaviors of machines may not be as relevant and may only come into play to the extent that they create new opportunities for people to act. For example, network protocols governing the transmission of data apply primarily to machines, but they allow us to create and use the internet. 

			On flourishing

			A world built for us is a world in which humans can and are encouraged to flourish. To flourish is to actualize what makes humans distinct. We are self-making—unlike other creatures, we are able to overcome self-deception, cultivate our character to come into closer contact with reality, realize wisdom, and self-transcend.423 The capacity to do this is the distinctively human capacity of rationality, the development of which allows us to then develop wisdom. Wisdom involves the “self-transformation of cognitive processing that enhances the quality of life in some comprehensive manner.”424 This is, in other words, the picture of flourishing. Flourishing depends on these capacities—to build a world for humans is to build a world that creates the conditions that allow people to develop rationality and wisdom and to pursue self-transcendence in a way that enhances their quality of life.

			Because this cognitive development is greatly influenced by one’s environment, the choices that go into building a world are moral choices. We ought to build worlds that permit and encourage us to express our distinctiveness, to become as human as we can be. The more we develop our rationality, the more we are able to build worlds suited to that development; the more conducive our environments are to developing our capacity for rationality, the better we are able to pursue and achieve flourishing. This is an upward spiral, where each encourages the other in a pattern of reciprocal growth—and it is a process that can easily turn into a downward spiral where we build worlds without regard for our essential humanness. This is not to say that to focus on human flourishing is to create an anthropocentric world for humans and humans alone. Human flourishing relies on close contact with reality, and this reality necessarily involves the environment into which one is thrown: into nature, alongside other creatures, subject to physical laws, and on planet Earth. In order to develop rationality and wisdom, we need at least: 

			
					sufficient order—this allows us to take actions beyond survival and creates space for us to act and reflect, train and rewire our processes and intuitions in order to appropriately respond to and act in the face of the changing demands of our environments;

					self-knowledge—going beyond factual knowledge, this is the ability to know through self-reflection how we perceive and participate in the world, such that we can change how we act in the world; 

					attunement of attention—attention is “the manner in which our consciousness is disposed towards whatever else exists . . . it renders the world what it is.”425 Aspects of the world can only be real for us if we can attend to them and the construction of our reality and framing of the world is directed by our attention. If this reality is skewed, our cognitive processes are inhibited and we are susceptible to illusions and self-deceptions; and 

					insight—this insight pierces through illusion and glimpses the world as it is, and it arises through the ability to flexibly reframe the world.426 Insight is fundamental to honing rationality and achieving wisdom because it is the method by which we see through our narratives and self-deceptions.

			

			The design and structures of our worlds can encourage the development of rationality and wisdom. In The Timeless Way of Building, Christopher Alexander argues that patterns in architecture and the urban organization have a “quality without a name” that makes a house, a street, a town more or less “alive.” We perceive a place as alive when it is structured or organized to allow congruence within us—this congruence is the capacity to align us with our biological reality and natural desires, allowing those forces to move freely.427 I see Alexander’s concept of aliveness as being akin to flourishing—a world built in a way that generates aliveness is a world built for us. And, similarly, our systems, platforms, and protocols can be designed, arranged, and implemented in such a way as to encourage this aliveness and flourishing. 

			Protocols and world

			As our patterns, systems, and structures that construct the world have a direct impact on our flourishing, so too do our protocols. Protocols play an essential role in constituting both the world and our selves. Postphenomenological thinkers such as Peter-Paul Verbeek argue that artifacts and technologies mediate between humans and world—they actively shape the ways in which we can be present in the world and the ways in which the world presents reality to us.428 Postphenomenology draws on James Gibson’s concept of “affordances” to explain how technology affects our world. The affordances of an artifact or environment are what it offers for an agent to do with it. In a design context, this refers to the relationship between the properties of an object and the capabilities of an agent that determine how the agent can use that object. A door with no handle allows me to push it but not to pull it open. The characteristics of an object affect what the agent can do with the object, and that affects what the agent can do in the environment.

			Therefore, objects are not neutral intermediaries between us and the world. Rather, they actively shape our relationship with the world—they mediate. The actions or states that an object allows or discourages is the reality that the object mediates for its user.429 This occurs through the ongoing construction of perception, what we think we can do with an object, and action, what we can actually do with the object. Perception and action allow the user and the object to co-constitute a new reality and shape how we live in the world. Perception defines action, and action shapes perception. This mediation constructs a part of our reality and our being in the world. In doing so, it necessarily has an effect on our ability to develop rationality and pursue flourishing.

			Like technologies, protocols perform this mediating function between participants and the world. Protocols have characteristics that encourage or discourage certain actions or modes, which then either enable or restrict the capacity of its participants to pursue flourishing. 

			As a result of these characteristics, participants in protocols are encouraged to develop certain modes of being that can foster or impede their ability to pursue flourishing and, therefore, those protocols possess an inalienable moral dimension. Through this mediation, protocols impact human flourishing. I explore how this is is facilitated through the following characteristics: 

			
					stability—protocols must be stable to exist and dictate action and protocols create stability by setting out steps for action; 

					constraint—protocols restrict the actions that participants can take to the those set out by the protocol and constrain the options open to participants; 

					legitimacy—in telling participants how they should act, protocols act as a source of authority and legitimacy as a guide for action; and

					narrativity—protocol design arises out of a perception of how the world is and assumptions about the best way to navigate that world through following protocol; in turn, the way in which protocols allow or constrain action shapes participants’ perceptions of their environment.

			

			As a result of those characteristics, protocol participants: 

			
					have increased agency in being able to act in certain ways and perceive insights due to sufficient certainty and order;

					are constrained in action and encouraged to conform; 

					may be inclined to disclaim responsibility for actions; and 

					have the world revealed to them in a particular way by the protocol. 

			

			Stability

			In establishing order and certainty, stability affords different levels of individual agency, giving participants the freedom to act. At the most fundamental layer, the stability of a protocol in the unchanging nature of its content introduces sufficient order into the world such that one can act at all. Protocols must be stable in order to exist and dictate action—to paraphrase the legal philosopher, Lon Fuller, a protocol that changes every day is worse than no protocol at all.430 To continually change a protocol is to remove the ability for participants to follow it. Stability, therefore, is a necessary requirement for participants to act in accordance with the protocol. If the protocol is designed to change, there should be a stable process of change that itself remains the same.

			Stability is also established once one begins to follow a protocol, rendering a set of actions as predictable and clarifying what participants can do. Once this predictability is established, the protocol also makes it possible for people to exploit the gaps or opportunities made possible by the protocol. Participants have more agency through the actions that a protocol allows them to carry out, but if they are able to see it, they also have an opportunity to act in ways that deviate from the protocol. For example, the infrastructural layout of Los Angeles allows burglars to pull off the freeway, rob banks at the bottom of the off-ramp, and immediately rejoin the freeway.431 The sameness of Los Angeles’ urban design protocol allows the prediction of bank locations and the knowledge that there will be a readily available route for a rapid escape.

			Thus, stability can afford insight where its predictability can be perceived as a pattern. As in the case of the burglars, the orderliness and certainty allowed the protocol to be made apparent to its participants, such that they were able to use the protocol in a way unintended by its designers. Pattern identification may encourage participants to then apply those patterns to other protocols and areas. Like a game, protocols can afford different levels of play. 

			Constraint

			Protocols act as constraints in requiring that participants follow protocol. They prioritize one set of actions and restrict the ability to take others. In doing so, they save participants from the complexities of decision-making by removing optionality and supplying the requisite knowledge, thereby reducing friction in action. Constraints, properly applied, play a key role in the establishment of stability and can enhance agency. 

			This reduction of friction makes it easier to conform to the protocol. In doing so, however, this may encourage passivity in participants at the expense of any agency that may have been gained through the existence of constraint. Participants tend to accept the protocol as given and are not prompted or encouraged to act on their own initiative. Where the protocol is broadly implemented, it can also form a standard that becomes difficult to depart from or to exit. If a protocol works, and is stable and deeply embedded, why change it? To imagine, generate, and migrate to new protocols—whether one is dreaming up a new world based on cryptographic protocols or simply trying to retire the wearing of ties in formal settings—requires vision and courage: traits that conformity might not foster. Flourishing requires the cultivation of character, which almost always requires that we examine the systems to which we are beholden and that we break with our narratives and frames. This requires us to take responsibility for our own development—a mindset at odds with mindlessly following a protocol. Like bad habits (which are, after all, effective habits), effective protocols make it easy for people to continue following protocol.

			If this is a protocol’s only success, its constraints may ultimately prove limiting. Cooking is subject to a number of nested protocols, one category of which takes shape as a recipe. A recipe tends to concern a specific dish, thus directing the participant towards only spaghetti bolognese or only chocolate cake. Those who learn to cook by reading recipes may tend to feel comfortable only when following a recipe. Because a recipe sets out exact measurements, the implication is that the dish will only turn out as intended if the recipe is followed exactly. By contrast, Samin Nosrat’s Salt, Fat, Acid, Heat: Mastering the Elements of Good Cooking, a guide on how to cook without recipes, moves from the level of protocol (recipe) to the level of principle (element). Nosrat focuses on four elements—salt, fat, acid, and heat—each of which can be found in some form across every cuisine and examines how to make choices through them. This affords greater agency while also requiring the cook to take greater responsibility. When making choices based on principles, one strives for balance and discernment—one cannot blame one’s actions on following protocol because there is no set procedure to step through.

			Protocols, in constraining action, may give participants a sense of control over a comprehensible realm: if we follow the rules, the procedure, the recipe, then everything will turn out fine. However, the perception of control is not an indication of alignment to the reality of one’s situation—it is only an indication that one is operating within a realm of familiarity. What is graspable is not necessarily an accurate representation of how things truly are. Protocols may, in this way, encourage illusions and self-deceptions that stand in the way of the pursuit of flourishing. 

			Legitimacy

			Constraint and passivity can also lead individuals in the protocol to disclaim responsibility for their actions by reference to the protocol due to perceptions that the protocol has been designed and implemented by figures of authority. Protocols can also become a knowledge store, imbuing them with even greater authority. Civilizations evolve through strategic forgetting432—protocols play a part in giving rise to advance through increasing the number of operations that can be performed without thinking of them.433 Participants are empowered to act in the absence of firsthand knowledge where that knowledge is encoded in the protocol, but a failure to identify that knowledge as their own might encourage a denial of responsibility. In order to pursue flourishing, one must take responsibility for one’s actions and life—if participants are disposed by the protocol to reject responsibility, and if the protocol forms a significant part of their life (say, as a social, cultural, or religious protocol), then flourishing is hindered.

			However, deference to the protocol can encourage participants to reject responsibility for their actions in following the protocol. At the Nuremberg trials, Hermann Jarheiss—a defense lawyer for the Nazis—argued that the Nazi officials under trial were “following orders” and that their actions did not breach the laws of the time. Jarheiss put forward the position that, so long as the laws were passed and recognized by the relevant state, any action in accordance with those laws was legal, permissible, and unable to be subject to any claim of unlawfulness. Morality becomes irrelevant—one cannot throw someone in jail for acting immorally. The following of a law which has itself been lawfully passed is the only concern. In the context of protocols, the faithfulness to a protocol can eclipse questions of whether one should be following the protocol at all and, if so, the manner in which the protocol should be followed.

			Narrativity

			Protocols reveal and create worlds. They tell stories about the contexts they operate in and the people who partake in them. Codifying something in a protocol directs attention to a particular area, thus in some circumstances bringing it into existence for protocol participants. In setting the narrative for a world to a participant, protocols also make the world. One’s capacity to achieve flourishing is directly linked to the way in which one perceives the world, of which protocols play a constitutive part. Consequently, this characteristic can also influence how the other characteristics are perceived.

			The level of risk addressed by health and safety protocols is a choice, even while they must adhere to a level of objectivity in the operation of the environment and the body. This choice is a narrative choice—a safety protocol designed to meet the bare minimum of regulation will have different features from a safety protocol designed to protect and perhaps even enhance the well-being of the relevant individual. Meeting regulations leads to solutions designed to patch over issues rather than properly addressing it. Safe Work Australia suggests that to minimize the risk of injuries from repetitive strain in labor-intensive jobs, employers should identify the postures and movements that repeatedly arise and design the workplace to restrict those postures and movements.434 This looks vastly different from a safety protocol designed to prevent, rather than manage, repetitive strain—a preventative protocol might have employees train and strengthen those ranges of motion to handle the load. The story that Safe Work Australia tells is that human bodies are fragile and prone to breaking from overuse, rather than organisms that strengthen through proper repetitive motions. Although fragility may capture the reality for many, the protocol plays a part in letting that remain the reality and carry over to other areas. In the fitness industry, for example, some actively avoid training certain ranges of motion because they are “dangerous,” when the reason those ranges of motion are dangerous in certain people is because they remain undertrained and weak.

			In addition to setting powerful narratives, protocols also become the lenses through which we see. For example, religious protocols that posit the existence of a deity can make it difficult for participants to understand a world without that deity and the rules emanating from that doctrine, especially where a society orients itself and its ethics around those teachings. Where the protocol is itself the method by which an individual is trained, the protocol can span the entire space of reality for that individual in those circumstances by drawing attention to those aspects and steps in the protocol and prompting the participant to fit to that protocol. The familial and social protocols and psychological habits developed from childhood fundamentally determine how we see and inhabit the world—mentally, emotionally, and physically.

			The narratives and perspectives set by protocols shape our roles and relationships to the world, and this directly impacts our capacity for flourishing. The protocol of court etiquette is an example that deliberately establishes certain roles. This is the behavioral code by which barristers abide in advocating their cases and must refer to other lawyers as “learned friend.” Some traditions hold that lawyers cannot refer to judges by the pronoun “you” and consequently, the phrase “thank you” cannot be said to a judge. Rather, one must say “as Your Honor pleases”—a phrase that speaks of deference and obedience. I call this the “majesty protocol” because it operates to uphold respect and veneration for the law. The majesty protocol reinforces the narrative that the law is above us, as reflected visually by the physical elevation and distancing of a judge in court. Majesty gives us a manner in which we can express emotion alongside practicing restraint for the event of adjudication. It allows us to use our most human capacity for reason to pause and reflect even while appreciating and feeling the gravity of the situation.435 Perhaps this is why, archaic as it seems, the majesty protocol persists. 

			The inalienable moral dimension

			The characteristics of protocols have a real effect on how we are disposed to perceiving and acting in the world. Because of that, every protocol possesses a moral dimension that is tied to its characteristics. It is through these characteristics that the protocol mediates between us and the world. Having a knife in a particular context changes the actions open to the knife-wielder, and it changes the knife-wielder’s perception of self and situation. This mediation co-constitutes our reality, shapes our capacity for developing rationality and wisdom, and thus encourages or impedes our pursuit of flourishing.

			Viewing protocols instrumentally conceals this moral dimension from view. An instrument can come to have and influence values of its own instigation—values not always foreseen or intended by the original goal. Building protocols in ignorance of their mediating role and corresponding moral dimension means we are more likely to build worlds not made for us. The invention and standardization of internet and telecommunications protocols that facilitate instant communications allow us to achieve the goal of reaching anyone, anywhere, but they also cause us to reshape our lives. Our communications take on a different, more rapid cadence. Our expectations of others’ availability to our requests and demands change. We become more reliant on the protocol and consequently we forget knowledge once commonly held. We are permitted by the protocol to retreat into ourselves, to communicate purely through a screen, to avoid moving through crowds or using our faces and hands to convey what we want to say. The very existence of a protocol means the world is changed for its participants in ways we cannot foretell.

			Where the world is in attunement with the conditions for flourishing, and where we as flourishing human beings are attuned to the world as it really is, the individual and the world both flourish. We start to be able to evaluate protocols and give reasons for why one works better than another beyond efficiency and effectiveness, and why one characteristic is better than another. Why is it, and how is it, that good protocols go beyond the activities they codify and catalyse thoughtful stewardship of the protocol, in turn allowing the protocol to learn, grow, and deliver civilizational advances?436 I contend that flourishing facilitates the proper functioning and evolution of the protocol, making the protocol alive and not merely effective. And, in turn, a protocol is alive where it encourages states of being which help participants to better realize and actualize their flourishing.

			To illustrate, I draw on Christopher Alexander’s examples of two spatial patterns: one that carries his concept of aliveness and one that does not.437 The first is a band of whitewash that is painted outside every house in some Greek villages to allow people to pull their chairs into the street and partake in the life around them. The second is having indoor cafés in Los Angeles to prevent food from being contaminated. Alexander claims that the first pattern is congruent with the forces in people’s lives and their feeling such that it will sustain itself and continue to be renewed. People, generally speaking, want community, liveliness, and to feel the sun—to stay inside and speak to no one is to move away from aliveness, not towards it.

			By contrast, in order for the second pattern to persist, it must be supported by external forces of regulation and infrastructure causing pollution. Alexander considers that this is because indoor cafés are incongruent with the inner forces telling us to sit on the street and partake in the community and beauty of life and nature. Without the force of law, they would deteriorate and disappear. To choose to implement a pattern or a protocol is, therefore, a moral decision. It speaks to the ought of how we run our lives, the boundaries we set for the people in our societies, what we allow them to do, what we don’t allow them to do. All of this derives from the picture of what we should be and how our lives should go.

			———

			A world that is built for us is a world in which humans flourish. We pursue flourishing by actualizing that which makes us distinct: the capacity for self-making and self-transcendence through the development of rationality and wisdom. Like technology, protocols mediate between us and the world through the effects that protocol characteristics have on our perception, action, and our disposition to being in the world. Participants and protocols co-constitute reality—because of this, protocols have an inalienable moral dimension. In order to build worlds for us, we need to take seriously the impact that protocols have on our pursuit of flourishing. And, in doing so, we will be better able to build protocols, worlds, and selves that live and thrive.
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			The Unreasonable Sufficiency of Protocols

			Venkatesh Rao, Tim Beiko, Danny Ryan, Josh Stark, Trent Van Epps, and Bastian Aue

			1. Introduction

			Complex coordination problems have an air of doomed intractability about them. We speak in fatalistic terms of economics being a “dismal” science, of sociological phenomena being dominated by the “tragedy of the commons,” of organizations being hopelessly “captured,” and of complex problems being “wicked.” Even our simplest mental models of coordination and cooperation problems, such as the Prisoner’s Dilemma in game theory, are built around default expectations of obviously worse outcomes dominating obviously better ones, and worst-case behaviors driving systemic outcomes.438

			Yet, in practice, we routinely solve coordination problems reasonably well. Workable solutions materialize, pushing through the gloom and doom which often accompanies theoretical views and cultural commentary. In light of this foreboding context, the outcomes appear almost suspiciously lucky, or serendipitous. To take just three examples:

			1.	Vehicular traffic comprises millions of objects, each weighing up to several tons, moving at high speeds in close proximity. Yet traffic is able to flow reasonably safely thanks to a relatively small set of rules, starting with a consensus about which side of the road to drive on.

			2.	There is an enormous variety of dangerous pathogens in our environment, yet the simple practice of washing hands thoroughly with disinfecting agents, pioneered by Joseph Lister, has proved to be radically effective, and arguably a more important factor in managing infectious diseases than many more advanced medical technologies.

			3.	Billions of transactions involving sensitive information flow over the public internet every day, yet the vast majority succeed without incident, thanks to reliable packet-switched networking and secure public-key cryptography techniques.

			Each of these simple examples features one or more protocols. A protocol is a relatively simple and codified set of behaviors that, when adopted by a sufficient number of participants (human and/or artificial) in a situation, reliably leads to good-enough outcomes for all.

			These outcomes are often achieved in the face of non-trivial levels of defection, free-riding, and other bad-actor patterns. While protocols can and do fail—the Kyoto climate protocol is a prominent recent example—what is truly remarkable is that they defy expectations of failure as often as they do.

			In the best cases, successful protocols work so well, they go beyond solving the nominal problem to catalyzing generative flourishing around the activities they codify. For example, reliable and trustworthy protocols for land titling often unlock remarkable levels of economic flourishing, by allowing privately owned land to be used as collateral for capitalist ventures. On the public end of the spectrum, good protocols for environmental stewardship can bring endangered species back from the brink of extinction, and restore delicate ecosystems.

			Yet, precisely because they turn into invisible backdrops when they work, good protocols tend to become visible only when they fail, reinforcing pessimistic views of the problem domains they address. Before the Covid19 pandemic, for example, few humans were even aware of the existence of global public health protocols that had contained the spread of other infectious diseases in previous years.

			In many situations, a protocol is all you need to turn a seemingly impossible problem into a tractable one, where any residual ambiguities and indeterminacies are well within the capabilities of ordinary humans to resolve. Surprisingly often, protocols herd collective problem-solving behaviors away from tragedies of commons into regimes of serendipity. As they evolve, good protocols tend to rise to the standard articulated by Milton Friedman: they “make it profitable for the wrong people to do the right thing.”439 Rather than relying on exceptional levels of virtue or intelligence, protocols bring workable solutions within the reach of individuals with ordinary, fallible levels of those qualities, while also containing the effects of extraordinary levels of vice or stupidity.

			In some situations, all that is needed for the emergence of a good protocol is the recognition and diffusion of good solutions that are also easy to imitate. For example, in the classic iterated prisoner’s dilemma game, the well-known tit-for-tat strategy440 and its derivatives resolve the dilemma modeled by the non-iterated version of the game, and establish mutual cooperation as an evolutionary stable strategy. While the strategy often emerges naturally in the wild, via natural selection, it can also be implemented as a formal protocol, and established by design. Such formalization of key insights, with or without technological enablement, is often at the heart of protocols that are “good” both in the sense of being desirable to participants, and being adaptive in their evolutionary environments.

			Good protocols do not just treat solutions to problems as works-in-progress, with bugs and imperfections to be worked out over the long term, but the specifications of the problems as works-in-progress as well. Good protocols learn, grow, and mature in ways that catalyze thoughtful stewardship and sustained generativity. Bad protocols on the other hand, if they avoid early mortality, tend to become increasingly neglected over time, leading to extended periods of sterility and stagnation, and succumbing to capture and corruption. Deep-rooted problems get patched over and over with evermore complex surface-level fixes, leading to increasing fragility.

			Yet, as we argue later in this essay, bad protocols are typically subject to sufficiently strong evolutionary pressures that they tend to get replaced by better ones. While it is important to resist the techno-optimist temptation to overstate this argument to a pollyannaish degree—highly adaptive bad protocols do exist, and can persist long enough to do lasting damage—there is a case to be made that protocols are natural engines of progress, with the logic of history generally favoring good protocols (in both valuative and evolutionary senses of the word) over bad ones.

			Good protocols, in short, are the embodiments of A. N. Whitehead’s famous assertion that “civilization advances by extending the number of important operations which we can perform without thinking of them.” Not only do good protocols deliver civilizational advances, they do so in sustainable ways. “Stability without stagnation” (a guiding principle of the Rust programming language441) is the condition good protocols aspire to and surprisingly often manage to achieve and sustain for long enough to produce and consolidate significant civilizational advances.

			The title of this essay is inspired by that of Eugene Wigner’s classic 1960 article, The Unreasonable Effectiveness of Mathematics in the Natural Sciences.442 The article established not just a resonant headline template that has inspired many snowclones,443 but established a heuristic for identifying engines of serendipity: unreasonable performance relative to naive expectations.

			While protocols vary in their effectiveness, the remarkable thing about them is they are unreasonably sufficient. They solve more of the problem than we expect, more completely than we expect, relative to their size and complexity. Good protocols, in short, manage to catalyze good enough outcomes with respect to a variety of contending criteria, via surprisingly limited and compact interventions.444

			As a result, despite the ritual moaning that is invariably part of the cultures surrounding established protocols, they inspire just enough voluntary commitment and participation to overcome the centripetal forces of defection and exit, and establish a locus of continuity and history. Good protocols tend to form persistent Schelling points in spaces of problems worth solving, around solutions good enough to live with—for a while. And surprisingly often, they manage to induce more complex patterns of voluntary commitment and participation than are achieved by competing systems of centralized coordination.

			The goal of this essay is to shine a spotlight on this remarkable characteristic of protocols, offer a working conceptualization and account of their essential nature, and lay out an initial agenda for further explorations. Our goal here is to help accelerate, amplify, and structure the contemporary conversation about protocols, and to this end, we invite readers to vigorously critique and poke holes in the draft ideas laid out here.

			With this essay, and the broader Summer of Protocols445 program it is part of, we hope to help catalyze a broader, deeper, richer, and more optimistic conversation about all aspects of protocols, from the highly technical and mathematical, to the social, political, and cultural. Protocols, we believe, deserve to be first-class concepts in any discussion of coordination phenomena, at every level: from handshakes to civilizational futures. We believe that protocols, especially ones mediated by computers, will play an increasingly important role across all aspects of modern human life. The literacy, capability, and imagination we bring to the invention of protocolized futures will determine whether those futures are good or bad.

			This article grew out of a three-month-long discussion of the nature and future of protocols in a corner of the Ethereum community and is intended to convey a sense of an ongoing, evolving conversation that we hope to broaden. As participants and stakeholders in the Ethereum ecosystem, we naturally have a particular interest in protocols mediated by computing technologies, especially cryptographic computing technologies, and the crypto-economic ecosystems they induce. While our treatment is necessarily shaped by the history, current priorities, and long-term visions of the Ethereum project, we have attempted to explore the world of protocols broadly and we hope it is generally useful to all students of protocols. No particular technical knowledge is needed to follow the discussion that follows here, only broad curiosity about technology and culture.

			The rest of this article is organized as follows. In Section 2, we offer a working definition of protocols, briefly distinguish them from adjacent concepts such as standards, APIs, and social conventions, and identify an initial set of interesting questions about them. In Section 3, we drill down into ten aspects of protocols, focusing in particular on aspects of the “unreasonable sufficiency” we identified as a key gestalt characteristic. In Section 4, we briefly survey some frontier problems in state-of-the-art protocols. Finally, in Section 5 we offer a thumbnail sketch of a protocolized future we believe is worth working towards.

			2. What is a protocol?

			Despite their association with highly legible, hard-edged, and strongly (often mathematically) codified rules, behaviors, and patterns, protocols form an unusually nebulous category of social reality constructs. The term is applied to everything from handshake norms and dinner etiquette rules among individual humans, to climate treaties among nations and cryptographic consensus mechanisms among computers.

			We offer the following working definition as a starting point:

			A protocol is a stratum of codified behavior that allows for the construction or emergence of complex coordinated behaviors at adjacent loci.

			The point of this definition is not to offer a dispositive characterization of protocols, but a convenient starting point for exploration of their underlying phenomenology. We hope philosophically inclined readers will take up the challenge of coming up with competing definitions.

			[image: ]

			A sampling of protocols

			In our discussions, we explored many questions that a satisfying account must aim to answer. We list a few of the more fertile ones below:

			1.	What is the structural relationship between small-p protocols, in the sense of specific atomic behaviors like handshakes, and big-P protocols in the sense of entire behavior complexes, such as the one governing diplomatic relations among countries?

			2.	What is the relationship between protocols and agency? Do protocols assume or require a set of participating agents with autonomy or free-will?

			3.	How do protocols mutate, and what are the limits on the mutability of a protocol beyond which it begins to lose coherence, identity, and utility?

			4.	Protocols often mediate evolving relationships, especially ones with a natural adversarial element and endemic potential for conflict. These relationships often involve agents with long-term memories, creating an evolving historical context the protocol must handle. How do protocols accomplish such complex mediation?

			5.	Protocols often serve as boundaries between related spaces, separating regimes of behavior via soft or hard rules of engagement. What is the nature of such boundaries?

			To help think about these and other questions, it is useful to think about protocols along two basic dimensions: hard to soft and atomic to systemic.

			Loosely speaking, a hard protocol is one with relatively inflexible expectations, with small deviations causing errors. Traditional computer protocols are typically hard in this sense, but ones capable of sustaining more forgiving interactions, using AI elements for example, can be soft. A soft protocol on the other hand, accommodates a wide range of behaviors. Human behavioral protocols, such as handshakes, are usually soft, but in the case of highly formalized examples, such as ceremonial military protocols, can have nearly machine-like hardness.

			An atomic protocol is one that is difficult or pointless to further decompose, while a systemic protocol is one that is made up of many atomic protocols, often organized in strata. In the figure here, we offer a sampling of a variety of things that could reasonably be considered protocols, loosely organized along two axes: systematic and atomic; hard and soft. Developing a more extensive and carefully organized inventory is one of the follow-on goals of this study.

			It is also useful to ponder the question of what protocols are not. Protocols, as a category, naturally invite comparisons to several adjacent and overlapping categories, such as social conventions, industry standards, rule books, legal codes, and behavioral grammars.

			In the case of computer-mediated protocols, there are also the overlapping notions of APIs (application programming interfaces), “stacks” and “platforms.” Usefully distinguishing protocols from these adjacent notions is arguably one of the key tasks in developing a satisfying and useful theory of protocols.

			In our conversations, we noted several preliminary ideas:

			1.	Protocols are richer and more dynamic than typical social conventions and industry standards, and exhibit some evolutionary tendencies driven by an internal logic.

			2.	APIs embody part of the design of protocols, but do not define them.

			3.	Unlike stacks and platforms, protocols tend to define and regulate flows of codified behaviors rather than stocks of technological artifacts.

			These points are intended as a sampling of initial thoughts that came up in our conversations; we hope readers will take up the challenge of developing a more comprehensive map of the broader landscape of kindred concepts of which protocol is a member.

			3. Ten dimensions of sufficiency

			In this section we briefly survey ten aspects of protocols that repeatedly came up in our initial discussions, and identify a fundamental question relating to each that we hope will serve as provocation for further investigation. We frame our account of each of the aspect dimensions as a particular kind of sufficiency. While specific protocols often feature more fine-grained patterns of sufficiency of affordances for their particular purposes, in this essay, we focus on aspects that we believe are shared by all good protocols.

			Many of these sketches of sufficiency might strike readers as being somewhat tautological: if a protocol wasn’t sufficient along these ten dimensions, arguably it wouldn’t exist at all, either failing to get established in the first place, or failing too fast. As with the argument about the so-called Goldilocks zone446 of orbits for planets capable of sustaining life, there is a suggestion of circular reasoning here: By definition a planet incapable of sustaining life would not give rise to a species capable of wondering about the question.

			That said, it is not obvious that so many domains should admit coherent and generative equilibrium conditions governed by codifiable protocols at all. The null hypothesis for a given coordination problem is not that the workable solution will be “sufficient” but that there will be no solution at all, or that a sustainably terrible solution will establish an unshakeable incumbency. To extend the analogy to planets, our overarching question about protocols is perhaps equivalent to asking why planets cohere at all, out of belts of asteroidal rubble.

			3.1 Sufficiently generative

			Good protocols are usually hard-edged, parsimonious, compact, legible, and slow-changing. Surprisingly often, however, the emergent layers of coordination they induce are fluid, profligate, expansive, illegible, and in a state of constant flux. Good protocols are sufficiently generative in that they create a self-sustaining amount of value. This makes it worth dealing with the encumbrances they impose on behaviors, and the negative externalities they create in their shadows.

			The internet, for example, is based on a set of limited and rigidly defined protocols such as TCP/IP, but the cultural economy it induces is one of wild exuberance. Modern public health protocols are based on a fairly limited suite of sanitary, pharmacological, and dietary interventions. Yet they proved highly effective against infectious diseases and malnutrition, and led to a sustained population explosion over a century, marked by a sharp decline in childhood mortality and increase in lifespans.

			Generativity, however, always comes at a cost. The explosive wealth-creation of the internet has been accompanied by an explosion in the quantity of e-waste destined for landfills, and a sharp increase in chemical contamination problems. The population explosion created by public health protocols has stressed the carrying capacity of the environment, threatening the survival of other species.

			Good protocols, however, seem to trigger virtuous cycles that help mitigate their own externalities over time, and give rise to better descendants. The same industrial technologies that created a great deal of waste and pollution also power protocols for recycling and waste management. The same public health technologies that led to overpopulation also power protocols for population control.

			This characteristic yin-yang feature of successful protocols is at the root of their unreasonable sufficiency. Good protocols seem to strike a robust balance between ensuring order at some loci, and inducing serendipitous creative chaos at adjacent loci. As a result, within their sphere of influence, they create conditions of exceptional serendipity, or at least significantly reduced malevolence, as in the example of public health protocols.

			Key question What determines the generativity of a protocol; how does that generativity change over time? 

			3.2 Sufficiently legible

			In their classic work, Metaphors We Live By, Lakoff and Johnson argued that we understand all domains of experience through conceptual metaphors that structure our understanding in terms of correspondences to other domains. Conceptual metaphors, arguably, are at the heart of how we make our complex social realities legible to ourselves.

			The metaphor of parent-child relationships, for example, is widely used to structure our understanding of relations between nation-states and their citizens, and between corporations and employees. The metaphor of Darwinian evolution is similarly used to structure our understanding of the behavior of markets. In more technological domains, the document and stream metaphors are often used to structure our experience of computing technologies. These conceptual metaphors are not just useful, they offer aesthetically satisfying mental models.

			Protocols, however, seem unusually resistant to broadly illuminating and monolithic conceptual metaphors. This resistance is perhaps at the root of their illegibility relative to peer concepts. Notably though, protocols are not so illegible as to be impossible to talk about or work with. They can be made sufficiently legible through a variety of metaphors that are, if not aesthetically satisfying, at least workable.

			The essential phenomenology of protocols that a compelling conceptual metaphor must illuminate is the interplay of a “hard” codified aspect447 that evolves over time, and a parallel “soft” cultural tradition, which typically manifest structurally as strata exhibiting different characteristic behaviors. In the blockchain sector, the popular overarching metaphor of ossification is often used to talk about the evolution of the hard aspect of protocols. Related metaphors of gradual material transformation, such as sclerosis, annealing and petrification, get at different timescales of “hardening,” and illuminate subtly different phenomena. Stewart Brand’s architectural metaphor of “pace layering,” derived from the life histories of physical buildings, and gesturing at strata evolving at different speeds, is another candidate metaphor in the same spirit.

			But other protocol phenomena suggest more limited metaphors that do not always harmonize well with popular overarching conceptual metaphors. For example, as they mature, protocols seem to present an evolving set of bottleneck problems that limit progress, and as they are solved, new and typically harder ones appear at other loci, serving as a source of growing resistance to change. In our discussions, the metaphor of “tightening knots” proved helpful in talking about this phenomenon, but it does not harmonize with the metaphor of ossification in a clean way. Another metaphor with isolated utility is that of escape velocity448 for describing a protocol that has achieved sufficient functionality to be safely ossifiable.

			Another class of illuminating metaphors can be found in livelier biological processes than ossification. Evolution is arguably based on the natural protocol of the genetic code, with a vocabulary of just four bases, but induces the entire biosphere. The principle of homeostasis, which governs the complex set of interlinked equilibria in a healthy body, can serve as a metaphor for the emergent dynamic balances of protocol-governed spaces.

			Key question What are the best metaphors for talking about protocols?

			3.3 Sufficiently stewardable

			Modern computer-mediated protocols offer a powerful kind of optionality: the ability to engineer indefinitely sustained automated behaviors into technological infrastructures. These automated behaviors can not only be designed to require no ongoing human oversight, they can be designed to preclude such oversight. Automation can range from simple unsupervised bots and “crash-only” infrastructure software, to smart contracts and “doomsday” devices of the sort made famous by Doctor Strangelove.

			The fact that it is possible to design functionally advanced protocols without room for stewardship makes the question of stewardship particularly important, because a non-trivial argument can be made that perhaps the best kind of stewardship is no stewardship.

			The counterargument is that stewardship is necessary both because protocols rarely solve the problems they address with any degree of finality, and because the problems themselves evolve. In addition, they also inevitably induce their own second-order problems down the road. Only a process of muddling through with a series a series of imperfect and limited solutions (via what is sometimes called the method of successive approximations449) can arrive at good mature equilibrium states.

			Even past an initially rapid evolutionary phase, if a protocol converges to a stable mature state, ongoing inspection and monitoring is still required because protocols typically only codify a common minimum core of a set of problems. A degree of ongoing management may be required both to complete the specifications of problems and solutions for specific circumstances, and to accommodate the slower, but not zero, rate of ongoing learnings at maturity.

			One of the biases of Ethereum governance is the idea that the presence of active and attentive stewards and curators willing to “muddle through” for a long time is arguably not just an option, but a requirement for a healthy protocol, at least until it reaches some level of maturity. This has been one of the distinguishing cultural markers of the Ethereum ecosystem relative to other blockchain ecosystems.450

			While different protocol communities arrive at different conclusions about the right level of stewardship, good protocols seem to thread the needle between too much and too little automation, and too much and too little room for discretionary governance decisions, stabilizing at the right level for their circumstances. They are sufficiently stewardable.

			What makes protocols powerful engines of coordination is that they structure imperfect and limited solutions for ongoing active and thoughtful management over an indefinitely extended lifespan, in an imperfectly understood and evolving context. Often, thoughtful stewardship requires repeatedly replacing hard problems at some loci with easier problems at other loci. But on occasion, especially when growth in capabilities is needed, it requires the reverse: replacing easier problems at some loci with harder problems at other loci. The upgrade of the Ethereum network to Proof of Stake, to meet security, scalability, and sustainability needs, was arguably an example of such risky capability growth.

			Such episodes involve an evolving burden of systemic risk and technical debt that requires stewardship with foresight and planning to manage, and optimistic collective expectations to commit to such management.

			Key question What are general principles of good protocol stewardship?

			3.4 Sufficiently evolvable

			Protocols are a category of constructs that, like standards, appear subject to evolutionary dynamics. Individual protocols mutate and evolve, and competing protocols within broader sectoral ecosystems contend with each other to colonize specific techno-ecological niches. On larger time scales, protocols co-evolve with technological capabilities, and newer protocols, designed to exploit newer capabilities, often (but not always) supplant aging ones. In the history of electrical communication networks, for example, which begins with the telegraph and the Morse code, the TCP/IP protocol eventually emerged as the one apex protocol that ruled the rest. But its continued dominance is by no means guaranteed.

			The evolutionary history of protocols, however, is not the same thing as either the history of the underlying technologies, or the histories of societies and institutional landscapes built on top. Rather, they form a somewhat independent layer of the civilizational stack that mediates between material and social realities. Protocols appear to be sufficiently evolvable to allow good protocols to gradually dominate. The governing evolutionary processes are neither as wild and anarchic as those that appear to drive natural evolution and basic scientific advances, nor as tame and civilized as the ones which stable societies (somewhat wishfully) imagine govern their fates.

			Unlike evolution in underlying material realities, which tends to be strongly creative-destructive, and driven by randomness, protocols tend to admit a significant degree of deliberate exploratory design, and potential for mitigating the violence of ungoverned creative destruction. The possibilities induced by a set of composable elements and codified behavioral regimes can be systematically explored, and better possibilities deliberately chosen through social-choice processes. While the absolute merits of the resulting outcomes can be debated,451 the key point is that social choice processes, rather than blind and potentially violent and painful evolutionary dynamics, shape outcomes.

			Unlike purely social realities, which often aim to create stable institutional environments for humans, and confine processes of creative destruction to fully domesticated roles, protocols usually aim to catalyze valuable equilibrium shifts, in both material and social built environments, without incurring the cost of significant creative destruction.

			As with any evolutionary process, the range of possible futures changes over time, expanding as innovative possibilities are uncovered. An important normative consideration in the study of protocols, therefore, is what new protocols, and what improvements in old ones, are enabled by specific innovations. 

			For example, blockchains, as a class of protocols, were enabled by a sequence of discrete innovations made since the 1980s that eventually enabled Bitcoin by 2009.452 More recently, the mRNA vaccines underlying the Covid19 response protocols developed since 2020 are based on innovations going back to the 1960s.453

			The recent explosion of capabilities in machine learning is particularly interesting to watch, since clear protocols for the training and deployment of these capabilities have yet to emerge, and demands for such protocols, to manage various real and perceived risks, are growing in urgency as the raw technologies increase in capability. Given the exceptionally promethean nature of the technology, developing sufficiently evolvable protocols will be a particular challenge.

			While state-of-the-art protocols appear to be sufficiently evolvable for good protocols to outcompete bad ones, it is not clear that they are evolvable enough to allow them to keep up with the evolution of the problems they address. For example, even if energy-use protocols based on sustainable energy outcompete ones based on fossil fuels, it is not clear that they will evolve fast enough to contain climate change.

			Key question Can protocols be made evolvable enough to keep pace with the problems they target?

			3.5 Sufficiently legitimate

			Unlike comparable constructs, such as nation-states or corporate organizations, protocols seem to exhibit a natural tendency towards decentralization, and systematically cause governance know-how to migrate from human minds to reliable processes, driving complex systems increasingly towards rule-of-law regimes.

			While there are examples of protocols built around privileged participants, such as those governing interactions with monarchs or powerful bureaucracies, or around irreducibly centralized resources, such as space telescopes, the most powerful and generative ones seem to be built around peer-to-peer relationships and interactions. While real protocols often do not meet utopian standards of decentralization, democracy, equality, or justice, surprisingly often, they do well enough that they enjoy sufficient legitimacy to continue existing politically. Voluntary participation, even if with grudgingly given consent, is preferred by enough potential participants that they are sustainably politically viable.

			Reinforcing this tendency, protocols embody the idea of rule of law much more strongly than other kinds of institutions, (with many in the blockchain world adopting the stronger principle of “code is law” and mechanisms that automatically translate formal stakes into voting rights), and typically exhibit a much stronger resistance to exceptions, especially formal ones.

			Where possible, technological mechanisms are often designed into modern protocols to make a subset of the rules self-enforcing, with some of the inescapable power of the laws of nature, and substituting hard physical constraints for soft social guardrails and norms. One important way this is achieved is via strong emphasis on backwards compatibility. A respect for past versions of a technology creates strong historical continuity, and grounds evolution in a culture of precedents, which helps grow legitimacy over time. Where no suitable technological mechanisms are available, the tendency manifests as an urge towards bureaucratization.

			In computer-mediated protocols, this normative tendency is often explicitly articulated as an explicit value. For example, The Internet Engineering Task Force (IETF) operates by the principle, “We reject kings, presidents and voting. We believe in rough consensus and running code.”454

			This technologically amplified and hardened tendency towards peering and decentralization is often associated with utopian or dystopian imaginaries and speculative tendencies. Powerful protocols often seem to point towards specific classes of futures, and inspire specific utopian or dystopian visions. These in turn, drive patterns of critique fueled by one sort of idealism or another.

			Successful protocols invariably face endemic legitimacy challenges from influential voices, yet manage to maintain sufficient legitimacy to persist in practice.

			Key question What makes a protocol legitimate? 

			3.6 Sufficiently constrained

			An aspect of particular interest in large, distributed, computer-mediated protocols, is the nature of fundamental limits governing their behavior. In computer science, hypothesized limits often take the form of formal and semi-formal trilemmas, which conjecture that only 2 of 3 desirable properties can be satisfied together. The CAP theorem (concerning the desirable properties of consistency, availability, and partition resistance), is perhaps the best known. In blockchain computing, two familiar trilemmas are the Scalability Trilemma455 (scalability, security, decentralization) and Zooko’s Triangle456 (human-meaningfulness, security, decentralization of naming systems). 

			Such constraint models are not limited to computing systems of course. In macroeconomics, a similar fundamental constraint model, the Mundell-Fleming Impossible Trinity, often serves as the basis for interesting arguments and debates about economic policies.

			It is perhaps no accident that such constraint models illuminate the workings of protocols. In our discussion of sufficient generativity (Section 3.1), we noted that good protocols are “hard-edged, parsimonious, compact, legible, and slow-changing,” and these characteristics are precisely those associated with explanations that we view as being scientific, in the spirit of Occam’s razor. The constraints that emerge in good protocols are in some ways similar to the conservation laws that emerge in scientific theories of natural phenomena.

			Good protocols are sufficiently constrained to force thoughtful consideration of trade-offs, costs and benefits, and thorough evaluation of designs, leading to good engineering outcomes. They are neither so underconstrained that arbitrary tastes can drive outcomes, nor so overconstrained that there are no good solutions to problems at all. Instead, they encourage a search for opinionated but principled solutions to core problems. An interesting cultural effect is that protocols are relatively unfriendly to autocratic and arbitrary leadership, which has led to the ironic use of the phrase Benevolent Dictator for Life (BDFL) to gesture at the fact that technological leaders are typically not entrusted with dictatorial powers for life. But they are expected to benevolently bring strong and tasteful opinions and ideas to bear on the toughest problems, while being self-aware enough to cede the stage when they are unable to do so.

			The study of constraints is perhaps one of the most important areas in the study of protocols, and the one that comes closest to rising to the level of a science. Our ability to design and build better protocols is strongly driven by the quality of our understanding of fundamental limits, and cultures of tastefully opinionated leadership for navigating them.

			Key Question What are the important limits and constraints of protocols, and to what extent can these limits and constraints be significantly shifted over time?

			3.7 Sufficiently learnable

			A feature common to protocols and adjacent categories such as APIs, grammars, or rules, is their relationship to literacy. Every protocol, arguably, is by definition also a literacy that takes effort to acquire and practice. The value of a protocol is a strong function of the ease with which participants can acquire literacy and fluency in the behaviors it codifies.

			Besides basic skills in parsing and producing conventions and codes, protocol literacy encompasses familiarity with basic patterns and usage idioms, and a vocabulary sufficient for the role one hopes to play in a given protocol. Strong literacies usually also induce thriving and self-sustaining cultures of lore as a side effect, comprising a public commons of aphoristic wisdom, advice, jokes, anecdotes, and stories.

			In modernity, humans routinely acquire and deploy dozens of protocol literacies. Among the major ones are: using public transportation, obeying traffic rules, using cash and credit cards, operating bank accounts, using communication systems, accessing healthcare systems, and creating and managing accounts for online services. Some, such as driving, are complex and require some formal learning and licensure. Others, such as using an unfamiliar subway system, can be learned quickly and informally. Both human and machine participants in a protocol must conform to certain behavioral expectations, especially in communicating with other participants, in order to operate successfully within the protocol. Failing to conform can lead to adverse outcomes ranging from simple confusion or unintelligibility to others, to the creation of risky situations. Unlike in the natural sciences, protocol literacy does not necessarily arise from knowledge about natural phenomena, or constitute “truth” in any philosophical sense. But on the other hand, it is not entirely a matter of arbitrary social conventions or aesthetics either. While some elements, such as color schemes or terminology, can be somewhat arbitrarily determined by the design choices of pioneers, other elements are constrained by the domain. Railroad operations protocols, for example, must be informed by real knowledge about safe operation of trains.

			An effective culture of literacy around a protocol ensures that all participants have the skills necessary to safely and productively participate in it. Mass or retail participants must have sufficient literacy to use protocols safely. For example, pedestrians and drivers must understand and respond to traffic signals. Expert participants and stewards must have enough literacy to govern the protocol and evolve it in the face of changing circumstances and evolving domain knowledge. Creating and sustaining a broad-based culture of literacy around a protocol is a non-trivial task, but is often underestimated, and either treated as a promotional task, to be handled alongside marketing or public relations, or a matter of foolproof user-experience design.

			Historically, however, successful protocols have bootstrapped powerful literacies around themselves, and educational mechanisms to sustain them. They are sufficiently learnable to sustain their cultures. Even without formal teaching institutions (they need not be sufficiently teachable), they allow for learning to occur. Perhaps most importantly, the learning cultures around protocols can be partly or wholly permissionless, allowing them to accumulate learning outside of traditional teaching institutions, and beyond the supervision of authority figures like teachers and certifying authorities. Good protocols are not just sufficiently learnable, they are sufficiently hackable to do without formal educational institutions, especially early in their histories.

			A particularly important engine of sufficient learnability and hackability for technological protocols is kits. Historically, important engineering domains governed by protocols have usually co-evolved with thriving kit cultures457 which teach basic knowledge and tastes, but also supply basic bootstrapping resources, and help develop basic protocol literacy.

			James Watts’ original steam engine, for instance, diffused through industry in the form of kits. Later, during the era of mass industrialization, the classic Mecanno kit toy, developed in 1898, helped disseminate basic principles of mechanical engineering widely, along with knowledge of design conventions, standards, and protocols. Similar kit cultures fueled other technological revolutions, from rocketry and radio to early homebrew computers. These cultures largely grew around existing institutions, but beyond the reach of their formal authority or governing apparatuses. They were hacker cultures.

			A further particular feature of modern technologies making protocols sufficiently learnable through kits is the strong ethos of interchangeable parts, interoperable systems, and composability. A large fraction of the substance of modern protocols is devoted to these aspects of the underlying technology. While kit cultures are harder to create in digital media, “software development kits” are a familiar construct in the emergence of new software technologies. The blockchain sector has a particularly strong kit culture, with its emphasis on composable and interoperable technologies. Other domains, such as chemistry and biology, are harder to “protocolize” (and therefore democratize) precisely because kit cultures are more challenging to catalyze. But slow progress is visible even in these domains. In synthetic biology for example, CRISPR has created something of an engineering-style kit culture, and DNA testing kits are increasingly common.

			Key Question What makes for a strong culture of literacy around a protocol, and how can one be created around a new protocol?

			3.8 Sufficiently ludic

			In his classic 1938 work Homo Ludens, Johan Huizenga argued that that all major aspects of human civilization have an essentially game-like, immersive quality to them, occupying a liminal zone between seriousness and play.

			This ludic quality is arguably essential for meaning-making, and is conceivably the spiritual essence of protocols. Various ceremonial military protocols are popular with the public around the world. In blockchain ecosystems, ceremonial cultural elements, with opportunities for broad community participation, are often integrated into important infrastructure initialization procedures, especially around the injection of the randomness required by cryptographic algorithms.

			Good protocols offer problem-solving contexts that resist the anomie of both oppressively coercive and bureaucratic order on the one hand, and anarchic bleakness on the other. As a side-effect, they appear to serve as engines of meaning-making. This side effect can be so valuable, the primary functions of protocols are sometimes even abandoned, while the meaning-making functions are preserved.458

			It is possible to be too serious, as high-modernist bureaucracies often are, and too playful, as overwrought “gamified” corporate platforms, suffused with artificial cheer and contrived affects, often are.

			Good protocols, arguably, are sufficiently ludic to serve as engines of meaning-making beyond their nominal functions, while also fulfilling their nominal functions. Not only do they catalyze explicitly ludic elements, such as NFT-based applications around blockchains, they tend to have intrinsic playfulness, visible in such aspects as naming conventions, running jokes, and popular memes.

			Key Question How do protocols create meaning through play?

			3.9 Sufficiently defensible

			Protocols are vulnerable to a whole host of pathologies and systemic ailments, to the degree that any sufficiently successful protocol invariably features a minority of willing participants that is convinced it is irredeemably broken. Ailments that afflict protocols include, but are not limited to, capture by particular groups, endemic exploitation by hostile parasitic elements, cronyism, “gaming,” runaway extraction, and active ideological hostility.

			Yet, despite this vulnerability, surprisingly many protocols manage to survive early mortality threats and achieve equilibrium states where they are sufficiently defensible to function anyway, even if in significantly diseased conditions. Surprisingly small groups of well-positioned stewards can keep established and critical protocols going long past the point where critics predict they should have succumbed to their varied apparently fatal vulnerabilities.

			For those of a revolutionary bent, this particular ruggedness of established protocols often seems like a bug rather than a feature, a Chesterton-Fence-like aspect that allows aging protocols to overstay their welcome on their civilizational stage, perpetuating systems of iniquity and structural oppression.

			For those of a conservative bent, this aspect represents a welcome element of resistance to ill-conceived radicalism. Setting aside these necessary ideological debates, it is empirically observable that strong (if not necessarily “good”) protocols, once established, are hard to kill. They are sufficiently defensible against their natural threat environments.

			Key Question What is the nature of the balance of power between attackers and defenders of a valuable protocol, and what maintains it? 

			3.10 Sufficiently mortal

			The history of protocols suggests that while they can be extremely long-lived constructs relative to individual organizations or even entities like nations, they do seem to exhibit natural life cycles, with characteristic patterns of genesis, growth, maturation, decline, and death. While protocols can be hard to kill, and sufficiently defensible against their threat environments, they are neither impossible to kill, nor naturally immortal. They are sufficiently mortal that they do not persist indefinitely, choking the domains they organize. The League of Nations, which preceded the United Nations, is an example of a geopolitical protocol that died after it failed to fulfill its functions in the 1930s.

			While the earlier stages of the life cycles of protocols are generally legible and explainable in terms of historical circumstances and the intentions of their creators, the terminal stages are relatively obscure.

			What infirmities, fragilities, and vulnerabilities naturally and inevitably emerge in a protocol with age? If a protocol is not killed by an environmental threat, what kinds of death-by-aging are possible? What determines the rate of obsolescence of a protocol relative to the problems it addresses? What determines whether a given protocol ages gracefully, eventually yielding to a worthy successor via a smooth transition, or collapses in a crisis, leading to a costly and painful transition to a successor?

			Of particular interest to stewards of blockchains is the question of how to select and design for a desirable endgame, and whether that is in fact a worthwhile thing to do. Questions that naturally emerge include: should blockchains be designed to ossify, eventually hardening into an immutable end state, or should they remain capable of mutation and radical change through their whole lifespan?

			Key Question Can protocols be immortal, and if not, what determines their natural lifespans?

			4. The state of protocol arts

			While the general study of protocols is in its infancy, actually existing protocols today span the gamut of age, complexity, and technological sophistication. In this section, we briefly review five example domains that feature state-of-the-art protocols and some of the hardest challenges in protocol design and governance today. 

			4.1 Concentration effects in email services

			Email is perhaps the most widely used, nominally open, general-purpose communication protocol. In theory, any individual or organization can set up and operate an email server, and in the early days of the internet, this was true in practice as well.

			But as the email protocol has aged and scaled, it has become effectively impossible for all but the largest organizations to provision email services. This is primarily because the growing problem of spam, over the years, drove the largest public email providers, such as Gmail and Outlook, to create a de facto oligarchy of spam-resistant email service provisioning. As a result, a protocol that was once open and relatively decentralized is now heavily centralized. As a result of strengthening concentration effects, with no obvious resolution in sight, the global email protocol is now in an increasingly fragile condition. 

			4.2 Deforestation monitoring

			Climate action presents one of the hardest domains for protocol design, since it spans nations, public and private sector actors, global and local incentives, and complex on-the-ground conditions. An example of a specific hard climate-action problem is forest protection. The LEAF coalition, the largest forest protection initiative in the world, illustrates the challenges.459 The initiative involves multiple governments, billions in funding, private sector actors, physical monitoring systems (including satellites and ground sensor systems) to monitor logging, and protocols for connecting local communities to global governance and finance systems.

			Climate-action protocols are unprecedented in scale and complexity. The problems they tackle are typically far beyond the individual capacities of even the most powerful participating institutions. As a result, some of the most valuable new learnings are emerging from climate initiatives.

			4.3 IPv6 in the Internet Protocol

			The internet of today relies on an addressing scheme, known as IPv4, that is running out room for new devices. As more and more internet-enabled devices come online around the world, the problem has been rapidly getting more acute over time. As a result, the scarce available address space is managed through complex technologies that exist solely to help share the artificially limited address space.

			An updated standard, known as IPv6, in development since 1998, and ratified in 2017 by the internet’s governing body, the IETF, expands the address space to create more than enough room to accommodate the growth of the internet. Robust implementations and transition models now exist.

			Transition to IPv6, however, remains slow and messy due to the sheer scale and distributed nature of the global internet’s infrastructure, illustrating the challenges in deploying even validated solutions to large protocol problems.

			4.4 Global plastics recycling

			In 2017, China instituted the National Sword policy, imposing much stricter standards on contamination levels in recyclable waste imports. Combined with the convenience-oriented single-stream recycling models in the West, the result was a rapid unmanaged pile-up of recyclables, with many communities defaulting to undesirable alternatives such as incineration. 

			The global trade in recyclables has since shifted to some extent to other parts of Asia, but overall, the problem of creating a sustainable recycling sector remains unsolved.

			Global plastics recycling is an example of a protocol design and governance problem that is strongly driven by science and technology constraints. On the supply side, there is a growing materials transition problem, as the industry works to replace fossil-fuel based plastics with zero or negative-carbon plastics, as well as replacing important plastics like PET (polyethylene terephthalate) with functionally equivalent but more sustainable plastics such as the biodegradable PEF (polyethylene furanoate). On the waste stream side, co-mingling and contamination sharply limit recycling levels due chemical processing constraints.

			Compounding the overall problem, consumer behaviors are strongly driven by aesthetic considerations, misinformation, aspirational behaviors, and a vast variety of confusing local laws, labeling conventions, and incentives. Designing a global recycling protocol that works, makes scientific sense, sparks rational consumer behaviors, and delivers environmentally just global outcomes is one of the hardest problems in protocol engineering today. 

			4.5 Blockchain endgames

			As the original blockchain, the Bitcoin protocol has set many precedents in protocol design and governance, and has often been the first protocol to encounter fundamentally new problems, especially at a significant deployed scale.

			One such problem is that of approaching a fixed supply limit and smoothly transitioning past it to a stable new regime of operations. In Bitcoin, as the supply limit is approached, block rewards diminish, and miners who secure the blockchain must rely on other sources of income to fund their operations. Early in the history of Bitcoin, increasing transaction fees were considered the likely solution, but as the protocol has matured, problems with this hypothesis have become evident. Specifically, given the high price of bitcoin and the relatively low volume of Bitcoin transactions, it does not appear that transaction fees are rising high enough, fast enough, to support secure mining operations indefinitely in a stable way. One potential solution, tail emissions,460 may provide a way out, via a scheme of fixed block rewards. Alternatively, use cases popularized on other blockchains, such as NFTs on Ethereum, may be “backported” to Bitcoin over time, increasing its potential to generate fees.

			Whatever the outcome, the fixed-supply endgame in Bitcoin will be a very significant event in the history of blockchains, with a lot of lessons not just for the blockchain sector, but for protocols in general.

			The Ethereum blockchain, while similar to Bitcoin in many ways, is also different in some key ways that have resulted in it evolving towards a different regime of endgame challenges.

			In 2022, a challenging multi-year upgrade from Proof-of-Work to Proof-of-Stake was completed, and attention turned to the future. A roadmap, synthesized from ongoing community discussions by Vitalik Buterin, envisions an endgame defined by achievement of functionality escape velocity. The roadmap is designed to add a sufficient number of additional features to meet the requirements of an affordable global blockchain that is sufficiently secure, scalable, and decentralized.

			Past this endgame, there is growing consensus that Ethereum should, following the precedent of Bitcoin, but with a much greater degree of deliberate design, “ossify” into a highly stable and nearly immutable condition. The growth of Layer 2 networks is both an important motivator, and an important enabler of such ossification. The base layer can ossify because non-core functions can migrate to other layers, which in turn require the base layer to ossify over time, in order to secure their own foundations.

			While there is some rough consensus around this general roadmap and overall end-state vision, there is a great deal of debate and disagreement over exactly how much additional functionality is actually necessary to meet the envisioned needs, and what “functional escape velocity” actually looks like. Within the Ethereum ecosystem, a variety of views are vigorously proposed and defended, ranging from the view that it is perhaps already too complex and should have already ossified, to the view that it might take a decade or more. Given that “ossification” in Ethereum is envisioned as a matter of deliberate design rather than cultural emergence, an important challenge is to manage not just the technology roadmap, but the cultural process of agreeing on it as well, and evolving the culture of stewardship in parallel.

			Whatever the future of the contemporary landscape of blockchains, it is clear that as a class of technologies, blockchains represent some of the most powerful protocols in existence. The challenges that various blockchain ecosystems are grappling with today arguably constitute a significant segment of the technological frontier of civilization. 

			5. Protocolizing the future

			Protocols are undoubtedly experiencing a cultural moment, one that is manifesting as a curious mix of nostalgia and futuristic excitement. Several recent articles explore the (re)emerging potential of protocols as a medium of progress, such as Specifying Spring ’83461 by Robin Sloan and Protocols, Not Platforms462 by Mike Masnick.

			Recent events surrounding large social media platforms have served as the immediate provocation for this rapidly growing conversation, as well as the resulting attention on social media protocols like ActivityPub (which powers Mastodon, the popular Twitter alternative). But the momentum of protocol-based technological thinking has arguably been developing for several years. Besides the obvious effect of blockchain-based protocols, cultural trends have also driven a growing interest in protocols as engines of cultural progress, political action, and alternate modes of technological evolution.

			Perhaps the biggest driver of interest in protocols is the growing recognition that no other techno-institutional mechanism can grapple with the challenges of fundamentally global problems like climate change and responding to pandemics. The past few years have made it clear that these problems lie beyond the reach of existing institutional forms like nation-states and pre-internet global institutions such as the United Nations, World Bank, and IMF. The internet has not just transformed the nature of globalization itself, it has also transformed expectations around how we expect to see global problems tackled. Peer-to-peer modes of global coordination at individual and informal levels are gaining in strength, while industrial-era approaches are weakening.

			Economic factors are also driving the interest in protocols. The decline of the managerial class and its gradual replacement by protocols comprised of a hodge-podge of SaaS tools for businesses is lending the entire economy an increasingly protocol-ish flavor. The rise of the gig economy, and the emergence of the “API” as a boundary condition for the labor market, “sharing economy,” and “creator economy,” all serve as tailwinds for the development of the protocol economy.

			Subtle cultural factors appear to be at work too. As more people become “terminally online,” participating in cultural production mediated by subcultural social graphs governed by subtle social signaling and shibboleths, general levels of protocol literacy are on the rise. Highly legible status markers, such as the suits and educational credentials associated with industrial institutions, are increasingly being replaced by a mix of illegible markers, such as knowledge of memes and shibboleths gating entry into desirable subcultures, and by post-industrial protocol-based formal mechanisms, such as blockchain-based identity systems.

			Against this backdrop of pent-up interest and cultural energy, we are at a critical civilizational juncture. How we respond to the power and potential of modern protocols will determine what kinds of futures are open to humanity.

			The conversation around protocols has hitherto been narrow, largely limited to engineers, scientists, and politicians. Broadening it along every possible dimension is critical for making the conversation bolder and more imaginative. Not only do we need more tinkering and hacking to invent and disseminate new protocols, we need more imaginative and courageous explorations of the futures that are made possible as a result.

			Science fiction in particular, has always been attracted to protocols, and likely has an important role to play. Isaac Asimov’s three laws of robotics and his notion of psychohistory were arguably protocol-based design fictions. The early decades of science fiction were full of explorations of protocolized worlds and protocols (often embodied by human bureaucracies with limited technological components) were as much the heroes of the stories as the human protagonists.

			Sometime during the past few decades, however, as David Brin argued in an influential 2013 essay titled Our Favorite Cliche: A World Filled With Idiots,463 this changed. Institutions, along with the protocols they stewarded, became the villainous antagonists of individualist protagonists operating on the margins and within the underbellies of protocolized worlds. Without creative interventions, the prevailing cultural hostility to industrial age institutions and bureaucracies is predictably likely to morph into an uncritical hostility to protocolized futures. Turning the hostility into curiosity via good storytelling is an interesting challenge, explored in another 2013 essay by Merve Emre titled Bureaucratic Heroism.464

			A big part of the challenge of telling more interesting stories around protocols, both fictional and nonfictional, is overcoming the default attitude of hostility and suspicion that reduces them to vaguely malevolent background forces in our environment. This is not an easy challenge, as Matt Webb explores in Who Could Write Protocol Fiction for Speculative Infrastructure?465 But as our world gets more protocolized, and more of our lives get organized by them, it is perhaps the most important creative challenge we can take on.

			Part 3

			World Engines

			Standards Make the World

			David Lang

			. . . there is a popular fallacy about this business of setting standards. It is the belief that it is inherently a dull business. One of the reasons that I am glad to see the present history appear is that I believe it will help to dissipate this misunderstanding. Properly conceived the setting of standards can be, not only a challenging task, but an exciting one. —Vannevar Bush, 1966, from the prologue to Measures for Progress: A History of the National Bureau of Standards

			AS far as Eric Stackpole is concerned, marine robotics has stalled out amidst an unfinished revolution. He should know—he started it.

			A decade ago, Stackpole created a prototype of a small remotely operated vehicle (ROV), built using off-the-shelf components and an acrylic housing that could be made with a simple, laser-cut design file. I was with him in the garage. With little money and big dreams of a low-cost device, we shared the project online in the hopes we’d get help from others. We called it OpenROV, an open source underwater robot. Our goal was a robot that could dive to depths of 100m while streaming back real-time video for less than $1,000. If we had tried to buy a commercially available equivalent at the time, the price would have been closer to $30,000.

			OpenROV launched on Kickstarter and kicked off a wave of innovation in the close-knit world of marine robotics.466 Predictably, many of the pros wrote it off as a toy or a hobby project, which was true when it started. But we steadily improved the original design and it got better quickly.

			The project struggled and succeeded in ways we didn’t intend. Being open source helped us meet people and gather a few contributions, but not nearly as many as we’d hoped. And compared to the speed of open source software development, the iteration cycles were painfully slow. Moving physical atoms proved logistically more complex than sending digital bits.

			Despite challenges, OpenROV was effective in changing the economics of small ROVs. Thousands of people bought and built our initial kits. Dozens of projects and companies started from those ideas, and you can now find several capable ROVs that meet our initial specs. Small ROVs got good and cheap, just as we’d hoped and not at all how we’d planned.

			Now Eric Stackpole wants to try again. In June, without fanfare or warning, he posted three photos of an autonomous underwater vehicle (AUV) project in a newly created forum with the hope of, again, setting off a chain reaction.467 To the uninitiated, the design might look like any other prototype of an underwater robot, but it’s a major departure from industry norms.

			The typical AUV is shaped like a torpedo, a sleek hydrodynamic shape with the electronics and sensors all packed tightly inside and sealed off from the unforgiving ocean environment. Stackpole’s design, on the other hand, is exposed. Every component is its own modular part, and they’re all connected through a standardized interface which we’re calling Bristlemouth.468 The design is a glimpse of what’s possible—a point of departure for the next wave of invention.

			Our journey from prototype builders to product manufacturers and eventually to protocol designers was revelatory. Once we turned serious attention to developing a technical standard, a new creative canvas opened. Standards-making, it turns out, is high-leverage design, ripe with the ability to change the technological playing field in ways that no individual firm can on its own. It’s like finding the control room of our modern world.
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			Prototype AUV
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			Underbelly showing the modular components in place using Bristlemouth connectors
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			Components with Bristlemouth connectors

			We ditched idealism for pragmatism. Our learning curve—from fumbling through an open source hardware project to participating in the creation of an interoperability standard—is instructive.

			Others have come to the same epiphany from different directions. Protocol-first thinking is having a moment. More engineers are turning to standards-making as a way to shape (and reshape) the technological infrastructure we all rely on. The momentum is focused in the digital realm, but there’s every reason to think bigger: hardware, biotechnology, infrastructure.

			The playbook is stylistically different from standards-making of the past century. The pendulum is swinging back from an era of Big Standard—international organizations, multinational corporations, and entrenched players—to a more entrepreneurial game played by startups, decentralized organizations, and even individuals. The next generation of standardizers are coming into their own, driven by the example set by open source software and a growing sense of agency.

			This essay charts the path I wish we would have taken. It starts with an overview and history of standards—the fundamentals. Next is a deep dive on the Internet Protocol, paying special attention to how the ARPANET team changed standards-making and influenced open source software. Then it compares the challenges faced by open source hardware to the success of another “disruptive” model of standards-making, a lesson on how ignoring the fundamentals can limit effectiveness. Lastly, it touches on what happens when things go right: the joy of standardizing.

			And it’s worth getting right. When the stars align—when the cultural cachet of standards-making rises into a definitive social movement—technological development can be supercharged. And if done well, the changes enable everyone to build atop a new, higher ground.

			Scope and Scale

			Standards are everywhere. These nearly invisible rules establish trust between engineers and give rise to commerce, industry, and possibilities. Even now, just by reading these words, you are relying on dozens, if not hundreds, of guiding technical standards. Some of them might be familiar, like the World Wide Web (WWW) or the Internet Protocol (IP) that delivers packets of information to your device. What about the standards that went into manufacturing that device, like the allowable Radio Frequency Interference (RFI) and Electromagnetic Interference (EMI) limits for that device? What about the shipping and transportation standards that brought it across oceans? Would you know where to find the spec? What about the group that created them? Or who maintains them?469

			The rabbit hole of questioning extends to almost every object in our lives. Technical standards form the foundation of our built environment. They’re often mistaken as limits or boundaries to creativity, which can happen when they’re poorly constructed. But if they’re well designed and effectively implemented by engineers on the front lines, standards can become enabling technologies: the Internet, shipping containers, time.

			Startups and companies get all the headlines, but the tools we use to cooperate—standards and protocols—drive an equal measure of civilizational progress.

			Despite their importance, standards often go unnoticed. Most people, if they’re aware of them at all, think they’re boring and overly bureaucratic. This is partially due to the word itself—standard. It sounds basic and it’s broad enough to cause constant confusion. A standard could refer to anything from the Unicode system that approves new emojis to the bacteria levels allowed in pasteurized milk. Standards end up as outcomes—agreed-upon measurements, terms, and rules—but they always involve a process, too. For the purposes of this essay, standards refer to the spec and standards-making to the process.

			The term protocol is also diluted from overuse. The word can be used to describe everything from the steps of scientific experimentation to royal etiquette. In this essay, I’m mostly referring to protocols in the way that computer scientists use the term: a specific set of rules and instructions for handling and exchanging information on digital networks–standardized protocols. In that sense, protocols are a specific subgenre of standards.

			The names are just a small reason that standards get overlooked. A bigger issue is first impressions.

			The popular portrayal of standards is through coverage of “standards wars” where similar implementations compete for supremacy in the marketplace: VHS vs. Betamax, Blu-Ray vs. HD DVD, AC vs. DC. These famous examples get attention because of the public nature of the competition and the investment on either side, but standards wars are relatively uncommon.470 Standards-making is always a negotiation, with competing ideas and trade-offs on multiple sides, but the majority of those disagreements and differences are settled in committees and small groups through defined processes well before they ever become an open conflict in the market. Still, the visibility of standards wars remains, and it makes the whole endeavor seem corporate and dangerous.

			The other common interaction with standards is as a boundary or constraint. People encounter them on the way to some other goal. For example, a product designer runs into several safety and interoperability standards through the course of making a new product. An architect is bound by building codes in designing a new home. Even managers are guided by standards—ISO 9000—when they try to add quality assurance measures to company processes. Then, when anyone starts asking why the standard is the way it is, they find a committee or a consortium or some other process that seems impenetrable.

			Understandably, this is where most people stop thinking about standards. They adhere to their basic legal and technical obligations and they move on.

			This is unfortunate. A deeper understanding of standards-making—and how that process has evolved over time—creates a healthy respect for the scale of influence. Standards are some of the most powerful tools we have to affect our world. And here’s the kicker: you can make them.

			Standards are not divine rights. They are made and remade by (usually small) groups of people and projected into the world through various means and with varying effectiveness. And that process is dynamic. Standards-making is something that anyone can engage in, even though almost no one thinks to do it. But they should. You should. Too often, better societal outcomes —overcoming technological bottlenecks or ensuring tools are safely deployed—are held back by poorly designed or missing standards.

			Like any other language, developing this type of standards fluency starts with a new vocabulary.

			A Standard Taxonomy

			In Engineering Rules: Global Standard Setting since 1880, JoAnne Yates and Craig Murphy tell the long story of standards-making. They write almost spiritually about the role and mission of standardization entrepreneurs, the unsung heroes who convene and build consensus amongst engineers and organizations.471 They suggest viewing the process as “an entirely different realm with a very different logic from either commerce or politics, something that developed in response to the greater social complexity that accompanied the pressure toward the greater economic integration of industrial capitalism.”472

			Neither state nor market, but essential to both. According to Yates and Murphy, the early standards worked for three main purposes: safety, interoperability, and performance. They use the history of the early standardization efforts of steam boilers (safety), screw threads (interoperability), and steel rails (performance) as examples of each. Exploding steam boilers on riverboats caused engineers and policymakers to rally around standards for design, construction, and maintenance. Screw threads were a matter of obvious convenience; standard designs would make lost screws easily replaceable by local shops. Steel manufacturers needed a way to quantify their durability and justify higher prices over iron rails, but they didn’t have an easy way to convince buyers. Performance standards—industry-wide assurances of quality—helped facilitate commerce.473 While the purposes are different enough to justify different names, they’re still all lumped into “standards.” The commingling of terms hides their utility.

			The categories aren’t perfect. Some standards don’t fit squarely into these labeled boxes. There’s a genre of contractual standards that are almost-but-not-exactly interoperability or performance standards. The Simple Agreement for Future Equity (SAFE) note created by Y Combinator is an example.474 The partners at Y Combinator were frustrated by the unnecessary complexity and (sometimes) predatory nature of investment deal structures for early-stage startups, so they created a standardized document to simplify terms. They released it for free and open use by Y Combinator companies and beyond, and quickly reshaped the norms of startup investing.

			Nevertheless, the idea of a taxonomy is a good start—a useful start. It sets up the first important question in standards-making: What’s the goal? Safety, interoperability, or performance?

			The categorization of standards is relevant for many major challenges facing society. In order to make progress, you need to know which flavor of standard you’re dealing with. Take the debate and discussion around AI regulation and alignment, which is fundamentally a question about missing safety standards. Holden Karnofsky and Open Philanthropy recently put up a bounty to source more case studies of effective safety standards in hopes of gathering insight.475

			Progress on climate change, too, is hampered by standards issues. Take the growing demand for carbon offsets. The carbon market cannot operate without a trusted mechanism for verification. The Guardian’s reporting on the recent analysis of the unreliable metrics of Verra, the world’s leading carbon standard, has rattled confidence and left the entire industry grasping for how to move forward.476 Verra is missing effective performance standards. And it’s not just the obvious cases of fraud where the problems arise. New industries like carbon dioxide removal, with hundreds of novel approaches and market entrants, are missing a set of performance standards to benchmark the technologies. Recognizing this shared challenge, a handful of industry leaders recently convened to outline the “Reykjavik Protocol” for measuring and verifying their impact.477 These entrepreneurs recognize the importance of strong, rigorous standards to underpin the work. Their collective success hinges on adoption.

			Standards problems often manifest in this form, not as a tragedy of the commons, but as a failure of the commons to materialize in the first place. The economic forces placed on individual actors create just enough friction to leave the problem unsolved, even though addressing the issue would benefit everyone.

			But how? The best way to learn how to work with standards is by studying how they’ve evolved over time.

			How Standards are Made

			Standards-making is not a recent phenomenon. Soon after science and engineering professionalized in the nineteenth century, the benefits of cooperation became evident.

			Standards started as humble proposals within the emerging professional organizations of engineers and scientists. A famous example was a presentation by Joseph Whitworth to the Institution of Civil Engineers in 1841: A Paper on an Uniform System of Screw Threads.478 Whitworth was a respected engineer in England, known for his commitment to precision in planed surfaces and accurate measurement.479 He had grown concerned by the “great inconvenience” caused by the lack of consistency amongst the screws from different machine shops.480 To settle the matter, he collected all the available screws from around the country and compared them. His synthesis culminated in the paper and argument for uniformity.

			Seeing the benefits across the Atlantic, William Sellers proposed an updated design to the Franklin Institute in Philadelphia in 1864.481 Again, the occasion was a paper and proposal to a group of engineering colleagues. Sellers’ main gripe was that Whitworth’s design was too difficult to make cheaply. Sellers’ design could be easily manufactured (and already was, conveniently, at his machine shop in Philadelphia) using a “relatively simple formula to calculate pitch for any diameter.”482

			The effectiveness of these early standardization efforts set the stage for formal standards-making processes to emerge. And that formula has changed considerably over the years. Yates and Murphy separate the major standards movements into three distinct waves, each with unique operating modes.

			The first wave occurred between the 1880s and 1920s.483 The standards-making process was mostly straightforward, mimicking what worked for Sellers and Whitworth: groups of interested parties made the case for a shared design and convinced others to join. Working groups of engineers, interested business leaders, and relevant government officials were formed to oversee their adoption. Organization followed function.

			The gradual adoption of Greenwich Mean Time (GMT) is a good example, one that impacted the railroads and beyond. It started as a maritime tool as British mariners kept one chronometer at Greenwich time in order to keep track of their longitudinal position. The British railways adopted GMT in the 1840s to keep the trains running on time, and other uses in Britain quickly followed. Following the British lead, engineers and scientists representing American and Canadian railways met in 1883 to create a standard railway time across the continent along with established time zones based on GMT. The adoption and implementation by the railways set the stage for the International Meridian Conference in 1884, which formally established Greenwich as the prime meridian and set the standard for global, universal time.484 Pragmatism ruled the day.

			Support of technical standardization coalesced into a recognizable social movement by the 1920s. Standards entrepreneurs like Charles Le Maestre, head of the British Engineering Standards Association, gained status and influence through their commitment to the common project. However, this was not usually a profession or job in itself. Rather, it was, according to Yates and Murphy:

			largely made up of men who volunteered to work on technical committees because that was something they believed professional engineers should do to serve the public good.485

			They had adopted an ethic and a commitment to cooperative design, and they were busy proselytizing the benefits to the engineering masses.

			The world wars slowed their momentum. As countries focused inward they became wary of cooperation, but the standards pioneers had left a blueprint: network effects ruled. Le Maestre and others had shown the value of strong national standards bodies and provided a glimpse of how international standards could work. After WWII, the next generation of standards entrepreneurs picked up the baton and took the ideas much further. By the 1950s, the second wave had started and thrived between the 1960s and 1980s. Globalization was the story, and associations like the International Organization for Standardization (ISO) were formed to facilitate transnational adoption.

			The momentum of ISO was buoyed by the emergence of global industries like air travel and freight shipping, as well as a convergence of political interests. The defining standard of the era—intermodal containers—literally connected the world.486 Developing countries saw standards adoption as the easiest path to international markets, whereas more powerful developed countries, like the U.S, recognized the importance of standards-setting as a way to sustain trade advantages. Most countries, from Japan to Sweden, fell in between, adopting the standards that made sense from a cost saving or political perspective.487 Standards had gone global, with all the associated network effects and layers of bureaucracy.

			The third wave of standards entrepreneurs grew alongside the development of computers and computer networking. As engineers and companies quickly innovated, the need for standards outpaced the capacity of the international, multi-stakeholder consensus process, and another model emerged in response. Yates and Murphy called this a “consortium” model, where the parties most closely involved in development (companies, engineers, etc.) self-organized to create standards that worked for their purposes.488

			I’d go further than Yates and Murphy on the delineation.489 The consortia-based model is really two separate stories: insiders and outsiders. On the one hand, the information age brought standardization into every major corporate playbook. Technology companies compete to control standards in order to induce network effects and win market share. Stephen Walli refers to this as the art of “commercial diplomacy.”490 This way of working is encapsulated in “The Art of Standards Wars,” written by the economists Carl Shapiro and Hal Varian in 1999—the white-hot center of the dot-com boom. The article is full of stories and tactics—preemption, migration paths, commoditized compliments, etc.—for starting and waging a standards war.491 The ideas were later expanded into a book, Information Rules, and Shapiro and Varian have gone on to serve influential roles at the U.S. Department of Justice and Google, respectively, in addition to their academic appointments.492

			This conception of standards has dominated the corporate and regulatory landscape of the past 30 years. The recent news that Ford and GM are adopting Tesla’s electric vehicle charging standard is a good example.493 Tesla raced ahead to fill the market need, earning the right to set the spec, and now even their most ardent competitors are falling in line. It’s classic de facto standards-making.

			But big company maneuvering isn’t the only standards story of the digital era. On the other end of the spectrum are the scrappy upstarts. I call the process “disruptive standards-making” because of the close resemblance to Clayton Christensen’s model of disruptive innovation where unassuming outsiders break through with fast-improving technology.494

			Disruptive Standards Making

			The Internet Protocol was the pioneering disruptive standard, even though DARPA didn’t set out to create a new type of standards­-making process. The ARPANET program was meant to solve a practical problem in the cheapest way possible. Vint Cerf, a key member of the ARPANET program and Network Working Group team, understood the basic motivations of the agency, while also harboring an indifference to the formal networking protocol in development at ISO (which had formed the Open Systems Interconnection group, or OSI). From an interview with the Charles Babbage Institute in 1990:

			The Internet, which was spawned out of this conglomeration of different packet technologies that DARPA initiated, has already had a pretty dramatic impact on both the military and the commercial world as far as I can tell. You can’t pick up a trade press article anymore without discovering that somebody is doing something with TCP/IP, almost in spite of the fact that there has been this major effort to develop international standards through the international standards organization, the OSI protocol, which eventually will get there. It’s just that they are taking a lot of time.495

			Once again, like the original standards- makers, the organizational efforts follow an idea that is already working in practice. Disruptive standards-making falls somewhere on the spectrum between de facto and voluntary-consensus—elements of both strategies mixed with heavy doses of entrepreneurial hubris. It’s an attitude of “we’re doing this—are you coming?”

			To be clear, the model I’m describing goes against the established norms—but not the ethos—of most standards-making bodies. The IEEE, for example, sets out clearly defined steps for creating a standard:

			1.	Initiating the project

			2.	Mobilizing the working group

			3.	Drafting the standard

			4.	Balloting the standard

			5.	Gaining final approval

			6.	Maintaining the standard496

			Disruptive standards work by a different logic. It’s not posted on any official channels, but it follows:

			1.	Get something working—a prototype, an integration, a protocol.

			2.	Gain traction and adoption within the market.

			3.	Backfill any committee and administration work needed to make it official within a standards body like the IEEE or ASTM. Or, like the Internet and Internet Engineering Task Force (IETF), roll your own governance.

			It’s not about skirting the rules. The guidelines and best practices of the standards bodies are in place for a good reason: they work. For decades, these organizations have honed best practices around how to manage the disparate motivations within a working group. And their system still accounts for the vast majority of industrial standards. The new model for disruptive standards makes that process better by filling in gaps or jumpstarting the action in stagnant areas.

			This brings up the second important question in standards-making: Who’s it for? And what’s the minimum viable buy-in needed to get a network of users started?

			The Internet kicked off the next great era of standards-making.497 Even the Internet Engineering Task Force (IETF), the group responsible for managing the nascent Internet protocol, recognized the moment. David Clark’s famous address to the IETF in 1992, “A Cloudy Crystal Ball,” is remembered for the defiant credo of “rough consensus and running code,” but the full text of the slide shows the broader historical awareness (see figure).498

			The World Wide Web would follow, starting with a small team of outsiders at CERN who got the damn thing working.499 This method of disruptive standards-making has caught on quickly amongst software developers. In fact, it has evolved into its own idea and philosophy: open source software and hacker culture. The Internet wasn’t the beginning of the idea, but it had an important congealing effect. In The Cathedral & the Bazaar, Eric Raymond charts the path from early computing to the hacker culture that emerged around open source software:

			The first intentional artifacts of the hacker culture—the first slang lists, the first satires, the first self-conscious discussions of the hacker ethic—all propagated on the ARPAnet in its early years.500

			Again, like the original standards-­makers, an idealistic new ethic emerged to buoy the work. In many ways, they developed it from scratch based on what was simple and effective. For example, few open source developers seek approval before getting started. They see a need and proceed to fill it, whether by contributing to an existing codebase or starting anew, regardless if they are actively rebelling against legacy standards-making processes or blissfully unaware.

			The history of RSS offers an anecdote of this permissionlessness. When the web was growing in popularity and the competition between Netscape and Microsoft was at a fever pitch, developers turned to content syndication as a way to attract publishers and attention. Small publishers and bloggers, like Dave Winer’s Scripting News, also recognized the value of stories being shared across the web and eagerly contributed to the development of the new standard. By the time the Netscape team released RSS 1.0 in 2000, a rift in the community had formed over how many features to include. Dave Winer released a competing implementation RSS 0.92 as a stripped-down alternative. The back and forth between Winer and Netscape went on until Winer and the UserLand team eventually released RSS 2.0 in 2002.501

			This Darwinian model of “if you don’t like it, fork it” has become commonplace in open source. Perhaps unsurprisingly, Winer would go on to write one of the most useful guides and condensed “rules for standards-makers” in the digital era.502

			By almost every metric imaginable, open source software is thriving. In 2022, GitHub released a report on the staggering influence.503 More than 90% of companies are relying on open source software in some way. More than 90 million developers are on the GitHub platform and they collectively made more than 400 million contributions to open source software projects in 2022 alone. And it’s big business, too. Roughly a third of Fortune 100 companies have dedicated open source program offices.

			But more than any statistic, just ask any software developer if and how they use open source software. You’ll likely get an effusive endorsement of both the philosophy and a list of favorite projects.

			The rise of open source software represents a full-on standards movement. Engineers build reputations through their contributions to the commons in the same way that the early standards entrepreneurs would gain status for their efforts. It’s prestigious work that raises the tide for all boats.

			How Standardization Efforts Fail

			Carl F. Cargill made a career as a standards theorist and consultant. He has written multiple books and journal articles about the art and science of standards-making. Scholarly but not overly academic, Cargill’s perspective was born from direct experience, as he spent his career as a practicing standards strategist at a variety of Silicon Valley companies like Sun, Adobe, and Netscape.

			One of his most important contributions to the field was a paper that inverted a basic premise. Instead of asking what factors go into success, he approached the question from the opposite direction: Why Standardization Efforts Fail.504

			The paper articulated a harsh reality: the main ways that standards efforts fail are not in the official standards-making process itself. The conceptualizing, writing, and implementing—all the formal steps listed on the IEEE guide—are only half of the story, maybe less. There are two other failure modes that were more likely to contribute to missing standards. The first is on the front end: a failure to launch a potential standardizing effort. Any number of problems can stall a project at this pre-conceptualization stage: a lack of enthusiasm from potential sponsors, the originator lacking charisma and vision, or even fear of antitrust or anti-competition accusations from market players. There’s also the possibility of flat-out opposition. In the early stages of the process, someone or some organization might feel that they have something to lose from the creation of a standard, and it becomes their mission to stall or derail the momentum, which is often not hard to do. Standards are fragile ideas in their infancy.

			The second big failure mode is on the back end. Once the standard is complete, it must eventually find healthy adoption and implementation in the market in order to sustain and grow. Startups know they need product/market fit in order for their companies to be successful. Standardizers, too, must find market fit in order to survive. There are any number of ways to miss the market: being too late, incompatible implementations, or just plain ignorance. Cargill also highlights the perverse outcome of the standard being used to manipulate and manage the market. While broad adoption can construe this outcome as a success, the network effects can sometimes be a sort of rent-seeking from predatory organizations.

			The danger zone for standards is sometimes in the starting but always in the sticking. So goes the third important question in standards making: How will it meet the market and win adoption?

			Viewed through this perspective, the booming open source software movement becomes explainable with basic economic logic. The cost of both starting a project and finding adopters has fallen dramatically. Thanks to enabling platforms like Github, there is little friction. Starting and sharing open source software projects has become so straightforward that the discussion has turned almost entirely to the challenge of how to sustain these projects and maintainers.505

			Standards in Hardware

			Unfortunately, and despite trying, the standards movement happening in software has hardly moved off the screen. There have been valiant attempts to create an open source hardware movement—and the Bristlemouth team were an active part of that in the early days—but it’s remained niche. The thinking goes: take what’s working about open source software, like version control and transparency, and do the same for electronics and mechanical designs.

			The Open Source Hardware Association (OSHWA) created a twelve point definition,506 based on a similar definition for open source software, which emphasized these tenants. There was an entire batch of open hardware companies that tried to build businesses through open sharing. Arduino led a revolution in microcontrollers by inviting amateur electrical engineers to prototype every conceivable idea. However, after recently raising a big funding round, they removed any mention of open hardware from their site.507 Who can blame them? Most open hardware companies didn’t succeed. Or when they did, the openness of their hardware played a minimal role. Makerbot, the 3D printing company which grew out of the RepRap open source project, was the most public example of having to hand back their open source bonafides.508 It turned out that supply chains and non-recurring engineering costs didn’t match the ideals or expectations of open source. At any reasonable scale, and with anything beyond hobbyist tools, the math and operational realities couldn’t square.

			Like with open source software, the best measure of impact is a simple survey of an engineer. Ask the average mechanical or electrical engineer how open source hardware has impacted their work and you’re likely to get a confused look. Open source hardware, in the OSHWA-defined sense of the term, simply hasn’t caught on.

			The open source hardware practitioners have kept the discussion alive for the past decade, through waves of attention and momentum. Progress has been made, especially in addressing the licensing challenges, but there’s still room for improvement. The opportunity to create a modern standards movement in the realm of atoms—as opposed to just bits—remains ripe for interpretation and invention. And there are good examples of enabling standards in the non-digital realm. However, the projects that succeeded didn’t adhere to any open source hardware dogma, but rather they stumbled onto the disruptive standards-making process.

			The best example is the recent and dramatic change in satellite designs—from expensive and exquisite systems to cheaper, modular devices that could be built by small teams and companies. The evolutionary leap owes a major debt to the CubeSat standard.509 The CubeSat was created by a pair of professors at Cal Poly and Stanford, Jordi Puig-Suari and Bob Twiggs, who were interested in helping their students get their experiments into space.510 Discouraged by the high price of launch, the two conceived of a simple, modular satellite design—a 10 cm cube—that could work with a common mechanism, the P-Pod launcher, to piggyback on commercial launches. The simple design turned out to be transformative. NASA and commercial providers agreed to carry the small payloads. It started, as Puig-Suari and Twiggs hoped, as a wonderful platform for student experimentation, but it wasn’t long before entrepreneurial minds realized they could take advantage of the spec.511 Within a few years, commercial prototypes were flying, and the CubeSat has become the foundation for a generation of companies, like Planet Labs, that are building large constellations of tiny satellites.512 The design was a critical and underrated contribution to the current space technology renaissance.

			The MIDI connector, which shaped and defined a generation of electronic music, is another example. The emergence of digital instruments in the 1980s created a need for an interoperability standard. One of the early makers of synthesizers, Dave Smith, the founder of Sequential Circuits, sought to fill the gap. In 1981, at the AES conference, Smith presented a paper titled “Universal Synthesizer Interface” as a proposal to make sure these new instruments could play nicely together.513 After trying and failing to gather consensus amongst all the largest synthesizer manufacturers, he found a small group of willing partners, including Ikutaru Kakehashi, the founder of the Roland Corporation. Smith told the story in 1997:

			We sat down, just a small group of us, and we just said: let’s do it. Forget everybody else, nobody else is interested in it, let’s just do it.514

			The group worked together over the next year to develop the spec. At the following year’s show, they demoed their latest synthesizers: Roland’s Jupiter-6 and Sequentials’ Prophet 600. The rest of the market eventually fell in line, even though it wasn’t perfect. There were bugs and missing features that drew complaints and demands for fixes:

			Sure, if we had gone through a standards committee and if we had spent 5 years developing MIDI, none of those things would have happened, so we kind of let that sort of thing—all the little details—get fixed in the marketplace.515

			The initial rollout storms eventually passed and MIDI became the standard. More importantly, even though they didn’t know it, Smith and Kakehashi had proven the model of disruptive standards-making. It doesn’t require everyone’s buy-in up front—just enough people to get something working, even barely. And if it works, it works.

			It should be noted that this type of entrepreneurial spunk can be found inside big companies, too. The history of the Universal Serial Bus (USB) connector illustrates that point. In 1992, Ajay Bhatt, a staff engineer at Intel, was struggling to upgrade and add peripherals to his PC. As an engineer, he was surprised at the difficulty of working between systems and was sure there was a better way. He came into work one day and pitched the concept of a universal interface standard to his managers at Intel—they didn’t bite. But when his managers declined, he “decided to make a lateral move within the company” and got passing enthusiasm from one of the top technical fellows at the company. And he kept building momentum:

			I didn’t just rely on him. I started socializing this idea with other groups at Intel. I talked to business guys, and I talked to other technologists, and eventually, I even went out and talked to Microsoft. And we spoke to other people who ultimately became our partners, like Compaq, DEC, IBM, NEC, and others.516

			Like all the great standards entrepreneurs, Bhatt was obsessed with overcoming the bottleneck. Even though it happened within a big company, the lesson from the USB is the same as MIDI, the Internet, and the CubeSat: Start with a small group of true believers and gradually work outwards.

			Small and simple can quickly evolve into an immense opportunity space. The synthetic biology industry proves that point. In 2003, Tom Knight published a paper lamenting the lack of standards in the assembly of DNA sequences and, more importantly, proposing a remedy. Drawing on his background in computer science as well as the analogy of William Sellers’ 1864 appeal to screw thread standardization, Knight proposed the creation of “biobrick” components which could be used and reused as interchangeable parts. The goal, Knight explained, was “to replace this ad hoc experimental design with a set of standard and reliable engineering mechanisms to remove much of the tedium and surprise during assembly of genetic components into larger systems.”517

			Biobricks have become the foundation of the popular International Genetically Engineered Machine (iGEM) competition, and the key ideas of standardization and abstraction have underpinned much of the progress in synthetic biology.518 The Knight paper and the following results are a good reminder that standards are not just patchwork fixes. This way of thinking can be used to create new industries from whole cloth.

			It should be noted that all the disruptive standards I’ve mentioned are now all safely housed within consortia—BioBricks Foundation, USB Implementers Forum, Cal Poly CubeSat Laboratory—and are adhering to the established norms of standards-making: committees, working groups, draft releases, etc. Just because they started ad hoc or independent, doesn’t mean they stayed that way. In fact, the mark of a successful disruptive standard is that it does become or fit into a consortium.519 The disruptive model is a new way to kickstart a standard, but the consortia-based model is still the best way to maintain them.

			The bigger lesson comes from comparing the success of these disruptive standards against the challenges faced by open source hardware projects. A true standards movement must be rooted in the fundamentals. The idealism can’t outweigh the pragmatism.

			Rethinking Ocean Connectivity

			Years after the OpenROV lessons, the Bristle­mouth project gave us another chance to rethink ocean technology. When the opportunity came, we skipped the open source hardware rhetoric and modeled the effort on the CubeSat example. We had learned through hard-won experience that ocean technology is being hindered by the lack of interoperability standards. It was Stackpole’s insight: “Everybody wants custom shit.”

			No matter what we built, our customers and partners always needed some other sensor that we hadn’t accounted for. This was a costly proposition, as every configuration would require software, electrical, and mechanical engineering reviews to ensure compatibility. There was no plug-and-play connectivity between sensors (dissolved oxygen, conductivity, pressure, etc.) and platforms (buoys, robots, ships). A custom need often translates to high costs. Modular components and a simple, universal interface would be a better situation, but the industry hasn’t settled on any one design. USB and the other terrestrial analogs stand no chance against corrosive ocean environments. And the underwater connectors that do exist are too valuable for any of the private manufacturers to consider sharing.

			More important than Stackpole’s insight about interoperability, now we were part of a bigger team. OpenROV had merged to create Sofar Ocean Technologies and the company was planning a modular technology architecture that would allow the company to make flexible additions and changes to Sofar’s smart buoy and mooring system. Want to add a dissolved oxygen sensor? No problem. Need temperature sensors at various depths throughout the water column? Easy. The design would allow us to quickly adapt the configuration to suit customer needs. We had identified the right problem and were on a path to solving it for ourselves. That’s when we—notably Evan Shapiro (Sofar’s CTO), Tim Janssen (Sofar’s CEO), Eric Stackpole, and I—started thinking bigger.

			We began having informal discussions about turning our internal plans outward— moving from an internal connectivity scheme to trying to influence an industry­-wide shift.

			It was a lofty goal, and a delicate decision for a startup like us to pursue. But we all agreed that, like the USB and MIDI teams, we had rightly identified the bottleneck that was holding everyone back: connectors. Eric had developed an underwater connector design using a screw mechanism, face-seal O-rings, and separate wire terminals. We had pressure-tested the design down to full ocean depth, and it was simple enough that it could be manufactured for just a few dollars. Creating a standard was just barely possible. If we were going to attempt it, we needed help. We found it in bold partners in government agencies and ocean philanthropy who have supported the early stages of project development—they brought it up to the starting line.

			We’re here now. The first Bristlemouth development kits are on their way out the door as of 2023 and the ultimate destiny of the protocol will be seen.

			One reality is already certain: it will take time. For hardware, the uptake can be much longer than in open source software. Potential adopters look for signs of a solid foundation before they’re willing to jump in: Is the spec changing? Do the economics make sense? Does it work?

			Puag-Suari reflected on the decade-long journey to seeing true adoption of the CubeSat:

			When we went back and looked at launch activity, it took about ten years for things to really take off. There were a few launches before that but it wasn’t instantaneous. People needed to gain some comfort that these standards are going to be around for a while.520

			Standardizers must have patience baked into their model, as normal economic cycles might not match. But the lengthy process shouldn’t hold us back from trying. Likewise, it shouldn’t stop us from documenting these projects when they’re just making their way into the world. More and better standards are reliant on these types of stories and myth-making.

			The message here is not a declaration of success for the Bristlemouth project—that story isn’t finished. Instead, it’s a report back on what we’ve learned so far: engaging in standards-making is complex and profound. The treasure is buried in the process.

			An Open Invitation

			Thus far, I’ve focused on the what and how of standards: what they are, how they’ve evolved, and how they work. That’s all necessary background to the why, which is relatively simple: standards make the world. They hold an underappreciated and rightful place in our future-making toolbox. In Open Standards and the Digital Age, scholar Andrew Russell traces the history of standards-making from the early standardizers in the United States through the story of the IETF.521 The first eight chapters are the history and the last chapter is his analysis of what it means. He comes to a similar conclusion that Yates and Murphy discovered in their research and the same one we learned through experience: standards complete the circuit. They serve a third and separate function from private organizations and public institutions in shaping society. Russell concludes:

			Standard-setting organizations often are studied in terms of their economic function, but they should also be considered in cultural and political terms. I have argued that we should understand these hybrid organizations—and the standards they create—as value-laden expressions of ideology, or ideas about how society should be ordered and how power should be exercised. I also have argued that innovation in network standards is a form of critique; these innovations do not merely challenge what is, they take productive action and make what could be.

			Standards are not inherently good or bad, in the same way companies or governments are neutral entities. It’s always case dependent. Like companies and governments, they are simply a mechanism for large-scale human cooperation, and they can be made better with focused intent.

			Standards deserve your consideration, whatever your field. Beyond the societal contribution, they offer a unique personal reward. Robin Sloan, writer and media inventor, articulated it well.522 Sloan had grown frustrated with the state of social media and he decided to go further than just quitting or jumping to any of the alternative platforms that have emerged. Instead, he spent time reflecting on the question: “What do you want from the Internet, anyway?”

			His answers sent him down a path of uncovering the early discussions of the IETF and culminated with him deciding to build out his own idea for a protocol, which he’s calling Spring ’83. It’s an idea, Sloan hopes, that will inspire other creators and interesting people to follow and learn from each other, without all the nonsense. He made a point to comment on the nature of the work:

			Before I go further, I want to say: I recommend this kind of project, this flavor of puzzle, to anyone who feels tangled up by the present state of the Internet. Protocol design is a form of investigation and critique. Even if what I describe below goes absolutely nowhere, I’m very glad to have done this thinking and writing. I found it challenging and energizing.

			Sloan tapped into the thrill of standardizing. We touched it, too. There are no promises of riches or even success, but there is a sense of personal power that comes from shaping the tool that shapes the tools. It’s rarefied air: a game taking place above the battlefield of startups and Big Tech that quietly determines the direction of technology and civilization.

			Standards-making is foundational work—an unlikely source of hope for all the unfinished revolutions.

			For the technical aspects of the Bristlemouth project, Evan Shapiro should get most of the credit for vision and leadership. But also Charles Cross and Alvaro Prieto for the architecture contributions. And also Eric Stackpole for the early design and later testing. Or Zack Johnson. Or any number of Sofar engineers who shouldered leadership for the project at various points. From my vantage point, this is truly a team effort. On the management side, Tim Janssen should get the credit for organizing all the parties and rallying them around a common vision. Tim would be quick to acknowledge the crucial role of Oceankind and ONR and DARPA in making this real. There’s also a large portion of credit that should be withheld and given to the early adopters who come next. Joining and building on a project like this is an underrated form of leadership. That’s a funny thing about helping a standard come to life: it requires this exact formula of credit distribution. It’s fully-decentralized heroism. Everyone has to believe. Despite my peripheral role, I absolutely felt fully invested. If this essay seems overly biographic, blame it on my enthusiasm. But make sure to give credit to everyone else.

			Thanks to the Summer of Protocols cohort for lively discussion on the ideas. Thanks to the extended Bristlemouth team—Tim Janssen, Evan Shapiro, Eric Stackpole, Charles Cross, Zack Johnson, Jason Thompson, Justin Manley—for years of conversation and engaging work. Thanks to JoAnne Yates for the review and inspiration. The essay was greatly improved by feedback from Venkatesh Rao, Tim Beiko, Timber Schroff, Eric Alston, Rafael Fernandez, JoAnne Yates, Charles Cross, Alan Adams, and Margaret Sinsky.

			DAvid Lang is an entrepreneur and writer. He is the executive director of the Experiment Foundation and the co-founder of multiple ocean technology companies. ­davidtlang.com

			Retrofitting the Web

			Dorian Taylor

			My professional focus has been, as long as I can remember, about designing for comprehension. That is, understanding what’s going on in one’s surroundings, how things in the world work, and effective ways of thinking and talking about it. I’ve long been dissatisfied with communication media in general, and the World-Wide Web in particular. I believe the information it carries is too sparse—too much content for not enough information—and that its capabilities are underutilized. In our present milieu of global warming, authoritarian backsliding, conspiracy theories, AI hype, and scammers around every corner, situation awareness523 has never been more important. As a civilization, however, it seems to be a skill we lack. What follows is my framing of the issue and what I’m doing about it.

			Be sure to check out the companion video to this article, that goes into more detail about the concrete problems I’m working to solve.524

			Alan Kay,525 prominent computer scientist, and equally eminent pedagogical ­theorist, in a 1995 presentation,526 posited three modalities of thinking, in increasing levels of difficulty:

			
					stories

					arguments (the logical reasoning kind)

					system527 dynamics (which I will refer to interchangeably as models and data).

			

			The thinking—Kay’s, that is—goes like this: everybody understands stories, because we’re hardwired for stories. A small fraction of the population—he figures somewhere between five and eight percent—are fluent in logical argumentation, and an immeasurably narrow subgroup pilot their daily lives in terms of models and data. If you stop reading the talk transcript right there, you might infer that Kay is suggesting that there is some kind of innate intellectual stratification in place: an elite few who genuinely understand what’s really going on, a retainer caste who advances their framing of how the world works, and everybody else is in the mud wrangling gossip and fairy tales. Rather, Kay supposes—as do I—that it is an issue of training. The refrain from educators is that learning model-literacy is hard, but he remarks that people learn hard things all the time. Children in particular will resolutely endure repeated failure in the process of acquiring a skill if they believe eventual success to be culturally significant. I submit this generalizes. People are actually pretty rational about the prospect of learning something new: they’re willing to invest if they perceive both that they can afford the downtime, and that the outcome is worth the effort.

			The cultural value of gaining comprehension is situated in time and space, relative to the person, and highly dynamic. We can assume the effort is always a cost, but the resulting knowledge and/or mastery is not always an asset. “Am I the kind of person who . . .” knows how to perform partial differential equations or how to thoroughly clean a toilet? A business executive might say no, because he perceives these skills, useful as they are, to be beneath him. Conversely, “will my peers hold me in higher esteem . . .” if I develop an encyclopaedic knowledge of wine? Probably not if I’m a dock worker. I would likely alienate them—give them the impression that I believed myself “better” somehow. At best they’d make fun of me; at worst they’d ostracize or even attack me for it. People are sensitive not just to cost of learning something new, but to the potential social downside of possessing the resulting knowledge. The process of learning itself is riddled with opportunities to lose face. Learning is always unproductive in the short term, so you may be accused of wasting time, especially if you don’t have a likely shot at being the best—or at least a ranking contender—at whatever it is. Likewise, if it’s important to you to always appear competent and in control of the situation, you could easily find yourself publicly humiliated. Even something as innocuous as learning a new word presents the social pitfall of using or even just pronouncing it wrong. In the process of gaining comprehension, the ability to both conceal the effort and fail discreetly are dimensions worth considering.

			This gives us two degrees of freedom to consider when gaining comprehension: the outlay of the effort itself—including its attendant risks—and how conspicuously valuable is the net benefit. Which brings me back to stories:

			[image: ]

			This diagram depicts the flow of HTTP requests from the user into Intertwingler and responses back out. Other generic components included for context. (Details at intertwingler.net)

			
					Stories have characters (heroes, villains, and other),

					the characters do things (including nothing),

					their actions (or lack of action) have consequences,

					the consequences are either good or bad (or some mixture of both),

					the character(s) either deserve the outcome, or they don’t.

			

			While I admit this framing is reductive, the observation here is that the median story presents almost nothing to learn, besides who the players are and which ones of them to root for. With some exceptions—like science fiction and other speculative work where imagining other realities is kind of the point—stories operate within the confines of system dynamics that everybody is inherently familiar with. Stories are a point sample—an existence proof—either affirming that our incumbent mental model of the world is correct, or otherwise that its dynamics yield unexpected, yet plausible results. In other words, stories inform our own conduct within a model, worldview, system, or paradigm; very rarely do they challenge it, especially head on. In any case, the capacity for stories to communicate new models is sharply limited, because that’s the realm of argumentation—or heaven forbid, exposition—which in the middle of a story is dull as all hell.

			We can think of logical argumentation, then, as rigorously stepping through a path within a given model. We see this pattern in legal arguments and mathematical proofs: if the world is like that, then we can conclude this. We also begin to see evidence of paradigmatic frontal assault: works of science and philosophy routinely suggest that maybe the world isn’t like that, but rather like this. The problem with following a line of argumentation is that it’s immensely taxing on your attention, you have to understand all the parts in order to understand the whole, and the benefit doesn’t come until you’ve assimilated the entire thing. If you don’t understand all the parts and pieces of the argument, then you have to learn them on the fly. This smacks of effort, and is even farther removed from the straightforward—not to mention manifestly applicable—insights of a story.

			So while most of us may think in terms of stories, I’m going to suggest that system dynamics are actually what give us agency, whether we’re aware of them or not. System dynamics are all about inferring the unseen (model) from the seen (data). Models are about predicting the future from the past and present—at least within some tolerance that the model remains useful. If I push on this part, then that part will poke out. If I see this, then it probably means that. The model doesn’t have to be precise, but it does have to be accurate.528 You don’t need a PhD in quantum electrodynamics to understand that a lamp has to be plugged in first before you can turn it on. You don’t have to know the details of how a car works in order to drive it from one place to another without getting killed. You don’t have to appreciate the intricacies of plate tectonics or global geopolitics to understand that you should probably cancel your vacation plans to a country that has just undergone an earthquake—or a coup.

			So when I say model, I mean a kind of formal structure of entities connected by relationships, that represents some part of reality (or maybe it’s fiction! or maybe something that doesn’t exist yet) and is useful for reasoning about it. The entities and relationships can be concrete and qualitative, like a family tree, or they can be quantitative, and help us reason over things that are hard to perceive, like Ohm’s law.529 Or they can be purely conceptual, or they can be a mix. Models can be simple, or they can be complex. A model is not necessarily an artifact—it can live entirely in your head—though it firms up a great deal if you try to express it as one. All models are systems, with dynamics that approximate the systems they represent, and the point of a model530 is to better understand—through data—what its assigned bit of reality is capable of. Models help us understand in advance what reality can do, so you know what you should do in response if it ever happens for real.

			Everybody (Cargo) Cults, Sometimes

			A story is like a replay of an instance of a causal model. Protagonist did this, and the outcome was { good, bad }, so therefore I will { copy, avoid } what they did. There’s the cliché that correlation is not causation, but I submit that the whole point of a story is to imply causation, if not outright assert it. What kind of story would it be if one thing happened, and then another thing happened, and they had nothing to do with each other, the end? Not a very interesting one!

			At any rate, copying what you hear in a story to get a similar outcome is not a half-bad heuristic. If a person says they went to a particular restaurant and had a great meal, chances are so will you. If they say stay away from this part of town because they know a guy who got mugged, and you don’t go, you won’t get mugged—at least in that neighbourhood—but there’s an opportunity cost. However, because you didn’t go, you can’t quantify that opportunity cost, so the number may as well be zero. Using stories to inform one’s own conduct is reasonably okay at yielding reasonably okay results, enough of the time. Where it falls apart is in the fact that stories only hint at system dynamics, if they even invoke them at all. The fact that your cousin got rich because he bought a quantity of some random cryptocurrency at just the right time emphatically does not mean that you will too if you go buy some of it right now.

			The extreme example here is the cargo cult,531 a real social phenomenon that occurred in the South Pacific, stemming from the activities of the Second World War. Inhabitants of certain Pacific islands would watch the Americans outfit their bases by airdrop. Sometimes the planes would drop the crates onto the wrong beach, and the people would find them and open them, and discover all sorts of great stuff inside. So they reasoned that all you had to do to get more of that great stuff was copy what the Americans were doing—so, control towers made of bamboo, radar dishes made of palm fronds, that kind of thing. And the thing was, misdirected airdrops happened often enough to convince these people that what they were doing was working. “Cargo culting” has since become a verb, especially in matters to do with computers, for copying behaviour without understanding the underlying mechanism. The term has more recently fallen into disfavour due to racist connotations, which I agree does hold if you’re trying to say something about the intelligence and/or worldliness of certain Pacific Islanders. But getting caught up in that discourse short-circuits asking the question: on what basis should we expect them to have known? Gaining comprehension is contingent on time, effort, and importantly for the original cargo cultists, access to specific information. (Even upon receipt of said information, there would undoubtedly also have been political incentives to keep the cults going anyway, evidenced by the fact that a few of them still exist.) All of us, when short on one or more of these ingredients while trying to get something done—which we often are—will try to copy a solution first before attempting to understand it. Everybody cargo cults; the original cargo cultists were just a conspicuous early example.

			The reason why the restaurant recommendation works and the investment advice does not is because the people who work at the restaurant do everything in their power to provide a consistently high quality experience from one day (week, month, year…) to the next, while chaotic, leaderless systems like markets do nothing of the sort. Indeed, the people who earn their living in the markets, which includes those that helm corporations, are all about models, almost—or less than almost—to a fault. When it actually matters that your decisions and actions reliably perform, stories just won’t cut it: you need models to be effective.

			Under the model-driven regime, stories take on a different role: they indicate when your model has stopped working, if you’re wise enough to pay attention to them. One reason for the 2008 financial crisis is that Wall Street types spent too much time looking at models and not enough time listening to stories.

			System Dynamics Are Hard, Let’s Go Shopping

			The trivial mental model that comes along for the ride with a story is on the order of “if I do what the protagonist did, then I will get the outcome the protagonist got.” This is, once again, highly contingent on the exact conditions at the time, a significant subset of which would have to be the same for you if you were to expect the same outcome. The heuristic works for stable situations, not so much for dynamic ones. The causal pattern in stories can likewise conflict with each other: two stories could have diametrically opposite moral messages despite nearly-identical fact patterns, and you just pick the one that suits you in the moment. The two micro-models never collide inside a person’s head, and they never realize that both stories can’t be true at the same time.

			I would be remiss if I didn’t mention the 2009 paper by Mercier and Sperber532 that hypothesizes that reason itself evolved for purely rhetorical purposes, and it’s only a side effect that things like math and logic and engineering and science and general problem-solving developed out of it. The authors note, as have those writing as far back as Aristotle or Cicero, that reason is actually the weakest form of rhetoric, because it requires the audience to follow you all the way from beginning to end, paying intense attention the entire time. As such it’s only useful for convincing those who are already somewhat sympathetic—or at worst, neutral—and are angling for a robust justification to take your side. It takes no effort to just ignore your arguments, which is why people who have already made up their mind don’t “listen to reason.”

			Consider the situation with COVID masks: early on in the pandemic, prior to vaccines, prior to the availability of rapid tests, when the extent of the danger was still poorly understood, we wore masks as a hedge in case we were infected, so we would be less likely to infect other people. Under this regime, any mask was better than nothing. Three years later, now that the virus has become an inexorable fact of life, everybody who was ever to be vaccinated has been, and all the legal restrictions have been lifted, the regime is now different: if you’re still wearing a mask, it’s to protect yourself. In this situation, the kind of mask becomes much more important. Wearing it correctly becomes much more important. I nevertheless still see people walking around outside (where masks have always mattered the least) wearing cheap surgical masks with their noses hanging out. What that suggests to me is that they have a broken (if any) mental model of how viruses work, probably never understood what the masks were for in the first place, and now just wear one quasi-superstitiously as some kind of ward or talisman. Classic story thinking: “wear the mask, or else.”

			COVID-19 is a perfect example of a situation where it would have been highly advantageous to be able to communicate “just enough model” to people en masse. Again, the model doesn’t have to be precise, it just has to be accurate. You don’t need to be trained in virology, epidemiology, fluid dynamics, probability theory, or materials engineering to have a good-enough mental model of what kind of mask will be effective and when, but one that works for the whole pandemic and even non-pandemic-related things.

			If for some reason you want higher-resolution details, you can fill those in later.

			The cool thing about models is they nucleate: they connect to other models inside your mind to make bigger models to make sense of more things about the world. This is because everything in the world has as least a little bit to do with everything else, so you may find that the edges of one model will meet up with another. You might also find that the dynamics of one model are very similar to the dynamics of another, and construct a new, more abstract mental model that handles them both. These “compression events” are highly sought after in physics, for example—indeed, that is roughly what theoretical physicists do all day.

			Once you’re model-literate, you look for ways to fill out and extend it. There is an almost gravitational pull to do this. In this way models are not exactly self-assembling, since we’re the ones assembling them, but there is a strong drive to do so—which is good, because models go stale and need to be kept up to date so they match reality.

			When I said models can be used as a synonym for system dynamics, I actually mean models and data. Data is what plugs into models, and that’s what gives models dynamics. Moreover, you don’t actually need a lot of data for a model to do interesting things. Setting up the model can be expensive, but it’s something you only do once. Animating it with data, on the other hand, is cheap.

			I feel obligated to remark once again that when I say “models” I mean conceptual, possibly mathematical or computational models in general (at least, one would hope they could be rendered computable), and not things like large language models, which, being statistical in nature, are constructed from veritable oceans of data. But even those, once trained, don’t need a lot of input to give you something useful.

			The stepwise nature of baseball, for instance, gives it an unusually large repertoire of things that you can count. Avid fans—which, I should add, is a completely respectable thing to be, whether in the warehouse or the boardroom—can look at a handful of numbers and recreate an entire game in their heads. I don’t partake myself, but I understand fantasy leagues are this dynamic happening at scale.

			See? People can handle models just fine, when the incentives are right.

			Still, there remains the problem of how do you transmit a model. Stories don’t get you to models, because models are much denser than stories. Consider a popular book or movie franchise—Star Wars, Harry Potter, Lord of the Rings, Marvel—the “universe” is the model here, and the whole point of having one is you can generate infinitely many stories with it. So how many stories would you need to tell to ensure you covered the entire universe? Arguments and exposition are of course much denser than stories (although not as dense as models, unless the exposition is the model), because they do away with things like characters, setting, and plot, which is precisely the thing 95% of the planet has no stamina for.

			This is a serious problem, because there are people in charge who are incapable of understanding the dynamics of the very systems they’re in charge of (tech policy, climate, you name it), because they are incapable of understanding system dynamics in general. Even if you said something like leadership positions are skewed toward model literacy (plausible), it’s still a statistical likelihood that the people holding those positions aren’t. The people who vote those people into power (it’s not just politicians though, but judges, CEOs . . .) are going to be as bad, or even worse off.

			This is against a backdrop of a veritable bullshit renaissance, where the stories are currency. It reminds me of something a designer friend of mine said to me at least 20 years ago: “Do you remember in the 80s when you were on the playground in elementary school, and there would inevitably be some kid who’d make some outlandish claim like the guys in the Teenage Mutant Ninja Turtles costumes were really the New Kids on the Block? And you just had to kinda believe him? That kid would never be able to get away with that now cause you could just look it up.” Two decades later, I’m no longer so sure. It’s even easier to look things up now. People don’t have trouble looking things up if they want the answer; what’s become clear to me over the last five or six years is that they don’t.

			It is my concern that stories, the one modality of communication everybody understands, are too sparse to carry the quantity of information needed to make sense of the world. Sequential argumentation and exposition—the one you’re reading, for example—likewise. We need to get more people model-literate, which means an order-of-magnitude (or two) increase in the efficiency of uptake. We need to figure out a way to bulk-load models into people’s heads, simultaneously bringing the cost down and the salience up so it becomes something people perceive to be worth doing. It also wouldn’t hurt to make the process of model uptake fun, or at least as interesting as one can get away with. Make it something you can leave and come back to. Create the space to learn (and fail!) discreetly, with no stigma. Make it easy to share and get other people involved.

			It may turn out, after all this, that some people will be constitutionally incapable of understanding system dynamics no matter how cheap or interesting you make it. If that’s the case, models will still be valuable to the people who are model-literate, to help construct denser stories, which will be better than nothing.

			This is already kind of happening. Even though the format of a book or movie hasn’t changed significantly in the last several decades (though TV certainly has), the inputs have become much more sophisticated. I don’t just mean special effects, the writing is much more heavily instrumented.

			Okay, so how do you do that?

			Well I don’t know if you’ve noticed but there’s these things called computers, and enacting models is literally what computers do all day. Every program is a model of sorts, and the whole point of computers is to run programs and see what they do.

			What makes computers a truly revolutionary technology is not their speed per se, or the fact that they are digital, or even electronic. It’s the fact, as I argued in a 2017 talk,533 that they can address a very large number of very small pieces of information, and that the cost of visiting any one address is immeasurably close to visiting any other, which is to say almost nothing. This capability, called ­random access, is what gives computers their power, because it enables them to construct large, complex systems out of many simple parts, and then run the whole thing in real time. Their capacity, which has grown a million times since computers hit the market—to say nothing of when they started out—is so large that you never have to throw anything out. The economics are such that you can now buy a serviceable computer534 for less than it costs to go to dinner (by yourself).

			The irony, with notable exceptions like video games, is that we’re using computers and all their power mostly to simulate the media that came before them: paper, film, telephones, radio, television. These things are purpose-built for models, so we made models (programs) for making stories. Even video games—the notable exception—are almost all stories, though most of the work of a video game is creating an entire universe, just so you can have a story in it.

			It’s this capacity for entire universes that really sets computers apart: make a model and then just plunk a person right down in the middle of it. The word for this, according to media theorist Lev Manovich,535 is paradigm, meaning pretty much how you may already be familiar with the term: world­view, model, universe of possibilities. Its complement—and I promise you, this is the only weird new word, is syntagm536—one specific path through the paradigm.

			Manovich’s theory is that in media like books and movies, the syntagm—the story—is in the foreground, while the paradigm—the universe—is deep underneath, barely visible. Computers invert this order by foregrounding the paradigm, and making syntagm something that is generated out of it. We can see the effect of this too, as I alluded above, with the thirty-seventh Star Wars spinoff or Marvel movie. Manovich argues that the native form of the computer is the database—that is to say, in a very generic sense, a large agglomerate of tiny pieces of information, interconnected by formal relationships. The way you navigate a database—this isn’t Manovich now, but a guy named Paul Dourish537—is hypertext.

			Hypertext, or hypermedia to generalize, is when you take ordinary text (or other conventional media) and add a kind of fractal dimension to it. Rather than start at the beginning of a work and read all the way to the end, you can tunnel through it, rearrange it, skip over parts, drill into details. This characteristic isn’t strictly the province of computers (as masterfully argued by Espen Aarseth in his dissertation538), but computers are especially good at it.

			Hypermedia has a rich prehistory—Otlet’s Mundaneum,539 Bush’s Memex,540 Nelson’s Xanadu,541 Engelbart’s NLS,542 and so on—even (as Aarseth argues) experimental novels like Nabokov’s Pale Fire543 and ancient texts like the I Ching544—and of course, Choose Your Own Adventure books.545 In the nascent PC era of the 1980s, people were creating text adventures like Zork,546 interactive works in HyperCard,547 and writing eerie, spatialized novellas in StorySpace.548 And then, in 1991, the World-Wide Web appeared, and we kind of forgot about all of that.

			The Web has a lot of extremely desirable characteristics—instantaneous global publication, unlimited scale, unprecedented ease and low cost of deployment—but as hypermedia, it actually kind of sucks. The median website, if you clip off the fixed navigation on every page, may as well be a stack of paper, due to how few links remain. Links, as Ted Nelson549 often complains (he coined the term “hypertext” in 1960, by the way), that only go in one direction, so you can see the links going out, but not the links coming in. There’s no convention for the type of link (my observation), so you can’t tell in advance if a link is a bibliographic citation, a definition, or something else. The Web’s applicability as a delivery mechanism for software, which has turned a thing you buy in a store and pay once for into a permanent economic umbilical, is still very rigid in its structure and variety of connections. Even the fact that the basic unit of the Web is the page biases it toward big, chunky, analog-style documents—that is to say, stories—rather than the sleek, pulverized information of models.

			The reason the Web is such a poor specimen of hypermedia, I have diagnosed, is mainly inertia. The Web took off like a rocket in the mid-90s, and the world very quickly developed a consensus about what a website is, as a cultural concept. Its inventor, (Sir) Tim Berners-Lee,550 is aware of this,551 which we know, because almost immediately after he got the Web out the door, he set about retrofitting it—something he called the Semantic Web. Still, in my mind, the Web’s central weakness is also its greatest strength: what Berners-Lee himself credits as his most important invention, the humble URL.

			To put it briefly—which I’m sure will be welcome at this point—the benefit of URLs is that they extend the idea of random-­access addressing to a global scope: as Uniform Resource Locators, they locate (information) resources in a fashion that is uniform. This is a framework that enables any page on any website to link to any other page on any other website, and things that aren’t websites (e-mail, the phone system, Zoom . . .), and since URLs are just little pieces of text, they can go on a business card, a billboard, or virtually anywhere else. Truly a magnificent technology.

			The problem with URLs is twofold: since they’re ultimately descended from file names—indeed, as was the original design, they often reference files directly—deciding what to call them is a separate chore from authoring whatever it is they reference, just as you can’t save a file without deciding what to name it. Because it’s very cheap to rename files—and thus their URLs—and very expensive, if not impossible, to update all the places a given URL is referenced, they tend to be extremely brittle. They’re also awkward and cumbersome to the authoring process. If you want to link to another document, you have to go fish out its URL. Even to date, there is almost no tooling support for this, though we see a glimmer of it in things like Wikipedia (which cheats, in my opinion) and Google Docs (which leverages a multi-billion-dollar infrastructure). But this inherent brittleness creates a downward pressure on the density of linking on the Web: why bother linking to something at all if it’s just going to break in a month?

			It’s the URLs, Stupid

			Recall my original goal is to make it sharply easier for ordinary people to comprehend system dynamics, by promoting a literacy of models, in turn by making it sharply easier to create models and publish them. The Web already has the basic ingredients for this endeavour, but its own dynamics—the ones it comes with off the shelf—are all out of whack. So my proximate project, then, is to retrofit the Web with a sort of adapter, which, first and foremost, repairs the brittleness of URLs. This paves the way for something I’m calling dense hypermedia to contrast it with the sparsity of information found in conventional websites. By fixing URLs—specifically, by enabling you to defer, perhaps indefinitely, the task of deciding what to call them, and then remembering what the old names were when you do—they become a lot more reliable, meaning it’s possible to dramatically shrink the basic unit while simultaneously cranking up both the number and variety of connections between them.

			It literally took me years to understand how important this was, and most of the way through the Summer of Protocols program552 to properly articulate it. The solution is almost embarrassingly straightforward, and doesn’t take a lot of code to express it. It isn’t even especially original—other people have made similar mechanisms—but I’m not aware of any that have taken the principle as far as I have.

			The embodiment of this project is a thing I’m calling Intertwingler.553 The most appropriate designation for it is engine, much like the ubiquitous WordPress554 is an engine: you use it to make websites. Unlike WordPress, however, I have no desire for Intertwingler to become a platform. Rather, I view it as a set of demonstrations for what it takes to tackle the URL brittleness problem, and subsequently, the kinds of things one can achieve once the problem is solved. In other words, a protocol. My goal with Intertwingler is to knock the Web, as an archetypal medium, off its orbit, so it becomes the dense hypermedia system the theorists have for decades been clamouring for.

			The name itself—with some credit to Venkatesh Rao555 for suggesting something similar—is a nod to Ted Nelson, who, again, made hypertext a thing. To be intertwingled556 is to be inextricably, densely, deeply interlinked, where nothing is truly separate from anything else.

			This project comes out of a sense of frustration, as well as a sense of urgency: the world is full of challenges and we need all the help we can get. We need to increase our capacity for understanding the world, and all its system dynamics, by becoming model-literate. And we do that, as a practical matter, by retrofitting the Web into dense hypermedia. This has been my story about the origin of Intertwingler. With any luck, my next major “writing” will be a model.

			Dorian Taylor is a self-taught practitioner who grew up in Canada in the dot-com 1.0 era. Just the right age at just the right time, he went from pushing pixels, to running servers, to programming infrastructure, to UX design, experiencing what it’s like to build the Web from every angle while it was still possible to get one’s arms around the entire thing. He now helps clients with strategic planning, developing situation awareness, and the occasional technical heavy lift. doriantaylor.com

			Unprotocolized Knowledge

			Kara Kittel and Toby Shorin

			IN 2021, a group of theoretical physicists and computer scientists uploaded a paper to the open-access database arXiv. In a swift series of mind-bending pages, “The Autodidactic Universe” outlines a bold theory: 

			We present an approach to cosmology in which the Universe learns its own physical laws.557

			Drawing on the examples of biological evolution and deep-learning neural networks, its authors suggest that a dynamic system can be said to “learn” when rules emerge that alter its own internal processes. Many examples of learning appear to exhibit this property, from the vast learning system that is natural selection to intellectual learning among humans.

			If the universe can learn, can societies? Personal learning doesn’t necessarily ladder up to a shared body of knowledge. How then is collective experience codified and maintained? How have we created a scientific commons and a sense of progress? 

			Wisdom and tradition reflect a social-scale learning which holds collective memory in the form of cultural practices. But our civilization has managed to create a globalized knowledge space that spans cultural boundaries. This knowledge differs from wisdom, tradition, and mere data. It is legitimized through the rules and procedures it passes through. It is only because of these shared, recognized protocols—teaching, refereed publication, credentials, and empiricism, to name a few—that our society construes itself as knowing anything at all.

			By setting out the boundaries of global validity, knowledge protocols also determine the lines of conflict where new ideas and theories fight for inclusion. 

			In the recent past, universities and journals provided the stage for these conflicts. Today, they take place on the internet’s turf. We are no longer in the realm of enlightened discourse that characterized science’s genteel origins. Debates over the interpretation of evidence have spilled over into the Twitter trenches, the podcast pit, the comment cockfight.

			The ideas generated by amateur scientific dialogues can now accumulate as much attention and awareness as those organized by academic institutions. Are they violations of our knowledge protocols or are they signs of protocol insufficiencies? 

			By some measures, the guardrails of scientific knowledge appear to be broken. While charismatic memers may produce regimes of “alternative” truth, the university is also guilty of falsification scandals and questionable findings. We don’t yet have methods of determining whether populist theories are any better than the results of perverse university incentives.558

			Is it possible to change the protocols? Do we have agency in this process? Should “broscience”559 replace science? The history of our protocols’ painstaking evolution suggests that there has never been an infallible system of knowledge production, and there never will be. But as dissonance grows between collective concerns and validated truth, the protocols must evolve.

			The Seed Oil Wars

			Science doesn’t produce a consensus answer for every question it asks. Some esoteric puzzles have evaded resolution for centuries—for instance we still don’t have a complete understanding of how aspirin works.560 Other issues are longstanding debates, like the sources of America’s high rates of obesity and heart disease. These are cause for public conjecture and concern, giving rise to a host of controversial theories, some of which have gained a foothold within internet-­disseminated lifestyles. 

			Let’s take a look at one of these speculative theories: are seed oils bad for you? It has become nearly impossible to browse Twitter without encountering the seed oil war. The battle is an ongoing series of theoretical skirmishes, fought with various munitions. Interpretations of scientific studies are special artillery for both promoters and debunkers of seed oil narratives, but they are vastly outgunned—on both sides—by the heavy bombardments of lifestyle influencers and memetic guerilla warfare. 
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			In all seriousness, the uncertainty of the seed oil question has gone from the butt of a joke to a real public interest issue. Examining the dynamics at play illustrate how today’s knowledge creation protocols lack trust and fall short when it comes to disputes that extend beyond the university.

			Where did the issue originate? It’s difficult to say. One of the earliest catalysts of the anti-seed oil craze was Ray Peat, Ph.D.: dietary influencer and scientist of notable disrepute (1936–2022). Peat’s dissertation at the University of Oregon examined hormone production in hamsters and he maintained a focus on endocrinology throughout his life, publishing a number of papers and blog posts for which he gained notoriety. One of his most popular and reiterated theories is that the polyunsaturated fats (PUFAs) found in vegetable oils like Canola inhibit thyroid function.561

			Peat’s record is spotty at best. He sold unprescribed progesterone to clients at a local weight loss clinic (the supplements were eventually seized by the FDA).562 His eclectic diet regimen has produced mixed results.563 And some have accused Peat of cherrypicking studies to support his claims about PUFAs.564 Peatism has nonetheless grown immensely popular, especially among young, right-leaning bodybuilders and dietary experimenters on the internet.565

			There are influencers with stronger bona fides than Peat involved in the seed oil debate, but they can still be undisciplined when extrapolating from inconclusive scientific evidence. Dr. Cate Shanahan566 is another influential figure responsible for promoting the theory. A medical doctor by training, Shanahan has since become known as a celebrity nutritionist, designing diet programs for the NBA. Citing a few studies in each blog post, Shanahan links the ubiquitous frying oils to diabetes, points to the potential cancer risks of diets high in linoleic acid, and claims that seed oils increase sunburn.567 If you take Shanahan’s word for it, seed oils might be responsible for every health issue there is. Paul Saladino, another internet dietician, comes at the issue from a different angle. According to Saladino, our ancestors didn’t eat seed oils, so we shouldn’t either. Instead, he encourages his followers adopt a meat-heavy “ancestral diet,” and to avoid foods on his “Bullsh*t List.”568 Saladino’s appearance on Joe Rogan’s podcast played a major role in spreading mainstream awareness of seed oil theories.

			Shanahan and Saladino are, at their core, influencers. There’s no doubt that they draw on published scientific collateral, but they do not prove their theories in a way that could be deemed conclusive. Others, meanwhile, have stepped up to refute their claims. Simon Hill, a nutritionist and creator of TheProof.com, has attempted a refutation of Saladino’s posts.569 Ironically, Hill himself uses his popularity and platform as a credentialed fact-checker to promote plant-based diets. A Patreon-supported nutritional science blogger who goes by The Nutrivore has written an extensive critique of what he calls “seed oil sophistry”570 and can frequently be seen on Reddit answering questions about the validity of anti-seed oil claims.

			Another factor adding fuel to the fire is the vegetable oil industry’s indisputable influence on nutrition science. Procter & Gamble, the owners of palm- and soy-based Crisco, have prolifically claimed since 1911 that seed oils are healthier than other sources of fat.571 The company’s earliest claims were made without any concrete evidence, and later claims relied on studies performed by the American Heart Association—an organization that P&G provided startup funds to in 1948.572 Revelations like these are fuel for conspiratorial thinking.

			This unhappy tableau depicts the challenges of knowledge production today. The hypothesis that seed oils are detrimental to health is an interesting one. Claimants and detractors each have convincing theories, but the science is disjointed; the topic’s varied hypotheses and approaches make it difficult for academics and non-academics alike to understand and assemble a cohesive narrative. This is the situation that our knowledge protocols are supposed to be able to resolve. Here they have come up empty-handed—in fact, most of the action is happening beyond their reach.

			In the chaotic space outside the jurisdiction of scholarly protocols, in the subscriber lists of influencers’ Patreons, a horde of enthusiasts comes into play. Here is where the dynamics resemble less a scientific forum and more the “Internet of Beefs.”573 In many ways, the loyal keyboard warriors who represent avatars like Peat, Shanahan, and Saladino are the most critical players in the seed oil wars. With memes and shitposts flying from their fingertips, these commenters add a sharp political edge to the debate, forming ideological alliances to expand the battlefield. Are seed oils bad for you? We still don’t know, but the memes are strong, providing a false sense of consensus.

			Populist Paradigms and Protocol Problems

			The seed oil debate is an example of a large and seemingly growing category of popular, contested theories that jam up our knowledge-production system. It joins other longstanding subcultural preoccupations that have gained internet notoriety like vaccine-related health concerns. These “populist paradigms,” to twist Thomas Kuhn’s term,574 present a dual challenge. On the one hand, they obviously have spread largely outside the university, bypassing and thus failing to meet the rigorous standards for adjudication that typically accompany scientific claims. On the other, they expose both the perversions and the general limits of the “official” protocols for legitimating knowledge.

			Influencers like Shanahan point to the American Heart Association’s record of obfuscating research findings and suggest they are hiding the harms of seed oils.575 There is no direct evidence, but readers have good reason to be suspicious. Consider the confusing vacillation of the World Health Organization on the artificial sweetener aspartame, which it first linked to increased diabetes risk, then later to cancer, and ultimately contradicting itself in a third report. Researchers have conclusively tied this wavering to corruption of the review process by beverage industry consultants.576 And a recent spate of data falsification issues compound this mistrust. Over summer 2023 alone, two academic luminaries, including a figure of no less prestige than the president of Stanford University,577 were suspended over fraudulent research.578 When research misconduct by authoritative sources comes to light,579 it becomes more difficult to discern what information is reputable in general.
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			As a consequence, we can observe—whether or not corruption is present—a growing mistrust in the nonpartisan ethos of science. And mistrust makes people more open to the righteous-sounding claims of charismatic influencers. On Twitter and Reddit, where “takes” are the coin of the realm, even the most rigorous studies are taken out of context and sensationalized. Science and health are particularly vulnerable to dramatization, since they are easily appropriated as propaganda for internet preachers and lifestyle movements.580 Combine this with “feral scholars” who factcheck, research, and circulate supposedly reputable information in response to the drama. It’s hard to know who to believe.

			Faltering trust is only one symptom of the breakdown of institutionalized knowledge production. The academic establishment increasingly fails to support the development of novel paradigms. In Kuhnian terms, a paradigm is a dominant model of reality that underpins the methods and instruments of a scientific discipline. Paradigms are self-reinforcing, resisting theories and anomalies that undermine their validity. If enough of these anomalies accrue, it’s possible for new, non-paradigm hypotheses to gain attention in the scientific community and cause a paradigm shift. Today’s science funding systems excel in moving paradigmatic research toward clinical trials.581 But they are notoriously poor at incentivizing high-risk, high-reward frontier research.582 This is clearly visible in Alzheimer’s research, where scientists working outside the predominant amyloid hypothesis were systematically excluded from grants and publishing opportunities.583 The decades-long silent embargo forced some researchers to pivot to other topics, creating a class of “paradigm refugees” unable to continue their original work in a hostile environment.

			So can we call our imperfect protocols “unreasonably sufficient?” In “The Unreasonable Sufficiency of Protocols,” their pilot study on protocols, Rao et al. use this term to describe protocols’ tendency to overperform relative to their scope and complexity.584 But sustained overperformance can create new conditions that outstrip those conditions the protocol came into existence to manage. Credentials are one protocol that have overperformed; the massive expansion of the knowledge-producing class has created needless field subdivisions, more competition, and pay-to-play dynamics across academia.585 

			The high education level of the populace has also opened up opportunities for lifestyle influencers to peddle less-than-credible infotainment. Journals, too, exhibit this overeffective quality, having extended far beyond their original function. The early emergence of journal publications was a leap forward for organizing scientific discourse; today, their importance to the careers of young researchers has led to predatory practices, like charging exorbitant rates for publication and employing “coercive citation”: editors strong-arming authors to cite articles that benefit their journals’ impact scores.586

			Perhaps this quality of protocols might be called their reasonable insufficiency: The emergence of unmanaged maladaptive phenomena around too-successful protocols. Drew Austin’s research shows that while traffic protocols have succeeded in mitigating dangerous vehicle flows, they have also given rise to traffic jams. Ordered congestion can be seen as a success or a failure, depending on your perspective.587 It is a sign that more dangerous vehicle flows have been mitigated—a positive indicator of the protocols’ unreasonable sufficiency—but also a signal that further protocol adaptation and optimization may be required. So it may be that protocols are unreasonably sufficient and reasonably insufficient at the same time.

			Can we view our overperformance and its consequences as a win? When a new story of fraudulent research appears almost weekly, it is no surprise to see increasing numbers of enthusiastic outsiders verifying academic claims and doing the research themselves. There’s something powerful about how online seed oil researchers have developed their hypotheses in an unprotocolized way. Seed oils are at the center of a variety of theories, identified as the culprit behind issues ranging from the obesity epidemic588 to chronic disease.589 There is no single canonical version of the seed oil narrative, and these ideas did not originate within the university, instead, they have mutated and iterated over a variety of blog posts from dieticians, entrepreneurs, amateur scientists (and yes, sketchy influencers). Nevertheless, these speculations may collectively be compelling enough to be considered a viable pre-paradigm theory.

			The causes of America’s obesity and diabetes crises are questions that currently have no established paradigmatic answers. From this perspective, we consider the surging interest in tracing America’s health crises back to seed oils to be a positive development. Despite its subversion of the protocols, expanding investigation of these problems is worthwhile, even if some new theories fall outside the academic Overton window. The internet is not only an endpoint for academically certified knowledge. It is becoming an expanded space for contestation and debate of evidence. The internet is producing ideas worthy of empirical testing. We don’t have the protocols to do this today.

			The Evolution of Knowledge Protocols

			The scientific regime is simply unprepared for the challenges presented by populist paradigms like the ones surrounding seed oils. To members of the establishment, the internet’s superspeed and superabundance of information creates a condition of “epistemic tribalism” or “post-truth.”590 This perspective tends to ignore both the diligently scientific attitudes of many internet users and the role that full-time academics play in the social media landscape. The alternative view is more realistic and more optimistic: the internet merely collapses the context between academia and the public, leading to new information behaviors that our knowledge production protocols aren’t designed to handle.591

			Luckily, there’s hope of evolution. The authors of “The Autodidactic Universe” write that 

			a system learns when it is able to alter its internal processes and actions in the world [...] to further a goal, which is typically continued existence.592

			The safety protocols outlined by fellow protocol researcher Timber Schroff593 display continuous development and accretion of new sub-protocols, adapting to new risk behaviors. Numerical addressing systems were created to render a population legible for tax collection purposes; this innovation represents an efficiency gain over an older protocol designed for the same reason, the census.594

			The techniques that societies use to learn also display this tendency toward optimization. Modern science’s flagship protocols—among them empiricism, inductive reasoning, the peer review system, and open publishing—did not suddenly appear in their current form; they have evolved and accrued new layers in a piecemeal fashion over centuries595 For instance, although career advancement in today’s university system rests on publishing in well-regarded, peer reviewed journals, those editorial and curation systems sprouted organically from the exchange of hand-written notes between long-distance intellectual correspondents. As 15th-century scholars shared thoughts, news, and responses across national boundaries, they began to understand themselves as participating in a global scholarly conversation, the Republic of Letters.

			Journals evolved as an organizing tactic for people to distribute their ideas, as well as reviews and responses to others’ work, within this accelerating information space. The format was quickly adopted by established institutions, starting with the Royal Society of London’s journal Philosophical Transactions in 1619.596 Philosophical Transactions had a massive effect on epistemic processes and the officiation of knowledge. As scholars began to see acceptance by Philosophical Transactions as an opportunity for critical commentary from fellow intellectuals, they began to write explicitly for publication in the journal. Thus spontaneous evolution of the format turned into mass adoption. As a host of similar publications arose from scientific academies around Europe, publishing in a journal became the de facto way that discoveries, papers, and inventions were validated.597

			The overall effect of protocolization is to encode more and more information in a way that makes it dependable and reliable. Historian Steven Shapin argues in his book A Social History of Truth that the credibility of early English science relied in large part on faith in gentlemanly virtue and dignified disinterestedness.598 The new interface of journals enabled that person-to-person trust to be offloaded onto a standardized—protocolized—procedure. And the journal would soon be extended by much more elaborate institutional protocols: citations, refereed publication, and statistical techniques.

			Other protocol evolutions have been made possible because of technical advancements, bringing new types of data under the regime of empirical credibility. Recent improvements in mobile sensors and smartphones have unlocked new opportunities for citizen science and crowdsourcing.599 Mobile internet devices allow for the standardized capture of everyday experiences like sleep and heart rate, and apps like iNaturalist enable the outer world to be documented and verified. These sorts of experiential data can now be recorded and leveraged to conduct large studies.600 The increasing datafication of health via biometrics points to future evolutions that may be possible for both scientific and internet health communities.

			———

			Some speculations may be made here about the origin and development of knowledge protocols. It seems that these protocols tend to appear, or perhaps “crystallize,” in environments supersaturated with information. Studies and methods for leveraging personal data in new ways are only possible in a data-rich networked world. The Republic of Letters itself was made possible by the spread of a standardized postal system throughout Europe in the 1600s.601 With an ever-increasing number of correspondents, the rise of journals to mediate and standardize these exchanges appears inevitable in retrospect.

			It is intriguing that today’s internet resembles something of a Republic of Letters in which “philosophical transactions” occur between entire communities, not just individuals. Terminally online conservatives have picked up the importance of the endocrine system from testosterone-maxing bodybuilders, whose “broscience” is informed by nootropics and supplement experimenters who themselves are in dialogue with credentialed vitamin researchers. Amateur health science can in fact be highly rigorous, if solipsistic.602 Regrettably, only a fraction of self-experimentation is bundled and formatted into protocolized—peer reviewed, published, replicated—forms. Most self-reported data are stuck in Tweet threads, Substacks, defunct forums, and Reddit posts. The different normative standards of each platform force claims to mutate as they spread across channels, making them difficult to aggregate and assess.

			What if the internet is facilitating an enlightenment of hobbyist intellectuals and scientists, but we don’t have the tools to make sense of their contributions? Our current oversaturated information environment may be a result of the runaway success of knowledge protocols past—in particular, credentials and open publishing. The products of intellectual labor now live freely online, inspiring swaths of DYOResearchers. As it stands, we lack the organizing models necessary to deal with the epistemic uncertainty they create to validate their ideas. In the past, similar situations have prompted protocol transformations. In other words, further evolution is required.

			Desiderata for a Protocol Evolution

			There are existing efforts to move authoritative knowledge production at least partially online: reviewed preprints603 and citizen science. We don’t think these are particularly ambitious, and they don’t come close to solving the sorts of problems we’ve discussed in this paper. New refereeing techniques don’t address the inclusion of outsider ideas and theories and citizen science is only permitted by the ivory tower because of the high degree of confidence that exists in a paradigm. The information citizen science gathers and makes fact is already theoretically predicted or only needs crowdsourced confirmation. Research efforts to understand animal migratory patterns or weather systems are examples of necessary, but not paradigm-shifting work.

			For the contested theories promoted by amateurs to be subjected to rigorous experimentation, different methods will be required. If we want to experiment with new internet-native knowledge protocols, we must not try to squash internet-driven theories in the name of epistemic integrity. Instead we need to adapt and extend the existing protocols to the internet and its engaged communities. A first step is acknowledging the deep bench of untapped talent. In seed oils discourse, we can see that the parties most interested in producing and evaluating the knowledge are excluded from the protocols. They would participate if they could, but they’re limited to populist forums. How could seed oils be anything besides a populist movement?

			Here is one speculative idea for a potential approach. Some of the most important recent scientific findings have come from multi-decade studies of participant cohorts.604 Applying this approach to nutrition studies is challenging because the field is young and methods aren’t yet agreed upon. Even so, it may be possible to design a participatory, multi-year study that leverages the strong interest in diet lifestyles such as cutting out seed oils. The sheer popularity of these theories suggest that many amateurs would be willing to participate in the design, execution, and collection of evidence. Widely available biomonitoring devices could bring down the high cost of quantified selfhood.605 The study would need to be heavily protocolized to accommodate data collection across different diet regimes, locales, and levels of participant expertise.

			It sounds challenging, but not impossible. There are already new proposals to advance clinical trial design by incorporating self-experimentation data from online communities.606 Similar methods have achieved promising results.607 This sort of participatory public health moonshot is exactly the sort of experiment needed to build consensus and resolve the institutional distrust that plagues our medical system. America’s public health crises demand interpretation free from industry agenda and bias. Going through a health scare can make anyone radically aware of gaps in medical information and systemic corruption. Amateur scientists are developing theories—about seed oils, about glyphosate, about aluminum adjuvants in vaccines—precisely because the health impacts of these areas are under-researched. 

			Another key to extending our knowledge protocols is to leverage the internet’s speed for rapidly disseminating research outcomes. This property of the internet, often viewed as an engine of disinformation, has equal potential to facilitate rapid science, studies, and collaboration.608 The recent LK-99 replication craze put this potential on full display. When Korean researchers posted a preprint detailing a possible room-temperature superconductor, dozens of labs across the world jumped into a replication effort, documenting their work live on Twitter. While the efforts resulted in failure, something was still learned. More importantly, Tim Hwang reflects, the phenomenon can claim success not only in terms of growing public awareness, but as the internet making possible a “global spasm of participatory science.”609

			This type of public, networked replication effort works best for hypotheses that are quickly falsifiable. Would this approach work for something like health research, where multi-year periods of uncertainty cannot be eliminated? Here LK-99 has another lesson to teach us. With a participatory process, we can tolerate more epistemic doubt because we are watching the work happen in real time. We would even speculate that it is because amateurs and professionals were all in on the game that consensus was reached, settled, and accepted by the public so quickly. When the academy comes to a conclusion in a way that excludes outsiders, it’s just more fodder for the conspiratorial element.

			A word to the wise: some efforts to protocolize collaborations between the public and professional scientists have backfired. Take the project ResearchHub, a frankensteined amalgam of cryptocurrency protocols and scientific publishing.610 The website leverages financial incentives to drive user behavior; users receive “ResearchCoin” in exchange for posting papers and sharing comments, incentivizing bot behavior and bogus contributions. A major lesson of cryptocurrency protocols is that when you design something with a trust-minimized architecture, people approach it with a mercenary perspective.611

			Optimistic calls for decentralizing science should always take these behaviors into account.612 There is one thing that “DeSci” does get right though: expanding the availability of project funding. David Lang’s Experiment Foundation provides crowdfunding opportunities and philanthropic angel capital to indie scientists looking to take on self-initiated projects.613 Emergent Ventures experiments with a similar model.614 Notably, FastGrants leveraged the same infrastructure to quickly deploy capital for urgent Covid-19-related projects in the early Covid-19 pandemic.615 Could we imagine crowdsourced dollars and angel checks directing labs to focus on the internet’s standout public health concerns? Money is leverage over what gets studied, and there’s no reason to overdesign complicated solutions to capital allocation problems. Lab agendas are routinely shifted by industry and philanthropic funding. Impetus Funding has succeeded in convincing nearly fifty labs to pursue longevity research; with coherent hypotheses and competent program managers, we could do the same with any field.616

			It’s easy to be inspired by new, optimistic funding patterns. But there is also intrinsic value in the emergent conflicts between scientific knowledge communities and public audiences. Entrenched, paradigmatic hypotheses like amyloid in Alzheimer’s studies are still incomplete, and research agendas may be stagnant. These might be shifted more readily by the unconventional methods of outsiders than by instruments within the university context. When it comes to challenging paradigms and disputing studies, diligence and scruple demand willingness to go beyond any protocol.

			As we’ve seen, there are people outside the academy today with as much interest in the validity of scientific claims as members of historical intellectual communities like the Republic of Letters. Institutional asymmetries make it hard for these parties to integrate with the protocols. Some groups attempt to cut through the red tape by conforming to the shape and aesthetic of sanctioned protocol outputs—citations, methods, and academese. Other noble vigilantes use plain language to fact check and invalidate the claims of institutions that many view as irreproachable.

			We think there’s more to be done. Whatever pressures exist, the shape of future protocols is not predetermined. New evolutions are driven by people with a dedication to the content of science and the pursuit of truth. We are in agreement with the authors of “The Autodidactic Universe.” Whether designed or emergent, there are certain rules that societies use to learn, and these rules themselves exhibit evolutionary properties. The methods of scientific advancement have produced world-changing knowledge. But it would fly in face of history to claim that they are fixed or complete. What is “legitimate” is outstripped by what is “known.” What is known is greatly outstripped by what is unknown. In the face of unknowability, we can commit to only one thing: the continuous tradition of learning.

			Thanks to Eric Alston, Alice Noujaim, Venkatesh Rao, Chenoe Hart, Chris Beiser, Wydna777, and Kyle Shorin for their feedback and contributions.
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			Protocolized Economics

			Steve Powers

			Protocols guide and shape a staggering amount of human effort and resources. In many of our greatest leaps, from hand washing to networked computing, the essential feature is a protocol. By codifying behavior for complex coordination, protocols disseminate solutions that are simple relative to the problems they address. This generates immense value by enabling more coordination with less effort.

			Economics, as a field concerned with understanding productivity and resource allocation, has historically modeled protocols implicitly through more elemental constructs and factors: agent preferences, technologies, social and political trends. But just as historical economic models expanded from agent-focused to include firms and institutions, even though firms and institutions are composed of individual agents, future models need to expand to include protocols, even though their component elements are already represented.

			Economic protocols are a tricky concept to work with. They can be so simple, they are ingrained in the way we see the world. Protocols reduce mental labor, and can mimic some of the functions of institutions, firms, and agents, but with a few extra dimensions that are noteworthy.

			Though it might be tempting to treat protocolized behaviors as a function of individual preferences, leaving them in the black box of a rational agent, a more nuanced view is necessary, following the modeling trends in modern behavioral economics. Protocols are not as simple as aggregations of individual preferences, because protocols introduce a (desirable) efficiency that cannot be explained through aggregation effects of individual choices alone. Much like firms and institutions, protocols involve additional mechanisms that reduces mental labor and personal risks. This entices agents to engage with protocols such as traffic protocols, even if those protocols are not always aligned with immediate self-interest.

			The simplified view of firms as orienting pools of natural, capital, and labor resources to produce profit can be usefully juxtaposed with a protocols-based view. Collaboration is risky and expensive, firms reduce that risk. Firm-oriented cooperation is often protocol-driven, especially if you see the law as one giant protocol system. Every sort of agreement businesses regularly make with each other becomes a protocol: a codified set of behaviors that enable cooperation. But until recently, protocols could not perform such functions outside the structure of a firm; they were not capable of owning or organizing resources. Blockchains changed this. Cryptoeconomic protocols can now own and organize resources without the need for structures like firms. However, firms are owned, while cryptoeconomic protocols are not necessarily owned.

			Protocols, like institutions, generally derive their power from the trust of people that participate in them. Institutions are built upon protocols, big and small, and the two concepts are quite intertwined as institutional memory seems to be a shared set of protocols in many cases. However, while institutions generally have hierarchy and centralization, which are touted as reasons to trust them, protocols often do not have centralization and hierarchy. Protocols, like institutions, span a spectrum of trustworthiness, while generally having decentralized, often non-hierarchical, peer relationships among protocol participants.

			We have encountered three noteworthy economic dimensions of protocols so far. First, protocols may be preferred and adopted by individual agents based on a combination preference alignment and mental efficiency, but are not correctly modeled by preferences alone. Second, protocols can now own and orient resources like firms, but can themselves be unowned. And third, protocols derive their power from the trust of their participants just like institutions and firms, but without hierarchical institutional centralization being necessary for accumulating and maintaining that trust.

			These properties are essential as we consider a broader view of the importance of protocols. Protocols might take center stage, since descriptivism in economics is dying. As Donald MacKenzie observed, models are not the camera, they are the engine.617 Economic models must be designed not only to explain, but with an eye to their potential impact, and protocols offer a class of constructs that can help do that. Economists and their models must engage with their own impact, by considering the protocols that might emerge or be imposed if they were to be adopted. Especially the most famous economists and theories who, by the very nature of their fame, have direct and profound influence on the economy. An example is the doctrine of shareholder value maximization and the corporate governance and fiduciary duty protocols it has introduced.

			Leveraging that profound impact is the dream of most economists. Our world is full of incomprehensibly complex problems. How do you solve a problem you don’t understand? That the best and brightest among us cannot understand? If you believe you must understand problems fully before solving them, incomprehensible problems remain forever unsolvable. 

			Economists make models that simplify problems, and then create and propagate model-specific solutions. They make models that change the nature of the problems as they’re adopted. Layers of such solutions create new problems of increasing complexity. The grandest problems we face today, especially in climate, poverty, and health, are all a result of the many valuable layers of solutions. We stand on the shoulders of giants who taught us to wash our hands, make plastic, network computers, and live in temperature-controlled houses. 

			The inclusion of protocols as a fundamental concern and first-class construct in economics is necessary because successful protocols can tackle the most complex problems by appealing to individual preferences for efficiency, especially mental efficiency, while also bringing beyond-individual mechanisms into play, via the evolving technological environment. If a new era of protocol-aware economics is coming, it is going to be a radical paradigm shift that might even include new kinds of public goods that are owned by protocols, greatly expanding the range of economic phenomena. Protocol-based economics must delicately earn and build trust if it is to debut on the stage of global cooperation.

			Self-referentially including the impact of an economic model within the model, which is the essence of protocol-aware economics, may entail uncomfortable challenges to model legitimacy. Protocol economics may be fundamentally prescriptive, rather than descriptive because naively describing the intended impact of a protocol may modify that impact, invalidating it. But the prize is the the possibility of “unreasonably sufficient”618 economic coordination from powerful new protocol elements in economic models. This may lead to powerfully democratizing solutions to complex problems by leveraging the noteworthy new dimensions of protocols in the design of economic “engines.”

			Steve Powers is a research economist with a passion for exploring the intersection of protocols, economics, and philosophy. While working in connection with the Montreal Protocol Scientific Assessment Panel he developed insight into how systems of protocols and their caretakers can accomplish impressive cooperation between peers. His experience in environmental and developmental economics informs his goal of organizing complex decision spaces to improve policy decisions. www.linkedin.com/in/steve-powers-b8356913a/

			Dangerous Dating Protocols

			Shreeda Segan

			You’re put in a room with five strangers with the sole goal of finding a way to have fun together—in the shortest time possible. How do you solve this? It’s likely that you and the other strangers participating in this experiment come from different religious, ideological, and cultural groups. What’s funny to you will almost certainly not land as a joke with all five strangers. After all, you have no shared context with one another.619

			The group chooses to play a game. A game has explicit rules. Once you have rules—and consensus around them—you can cooperate and compete with one another. Moments will occur when something is funny. Perhaps bad luck strikes you down despite all the care you’ve put into a strategy to win the game. Maybe someone accidentally fumbles a move—much like making a typo—yet has to pay the price because the game says their turn is over and the move sealed. The game, a protocol that quickly establishes a shared map and rules for navigating that map, rapidly creates a sufficiently shared context. As Venkatesh Rao says, a protocol creates new water in which we swim.620 Now fun can emerge where it otherwise couldn’t.

			Why do we need protocols to date at all?

			It’s no surprise that dating is another realm of human coordination that benefits from established protocols. Where a protocol is widely adopted, masses of otherwise unrelated humans can safely and productively interact with each other.

			When playing a game (or making any decision), a player has to make a decision between the two strategies of exploration and exploitation.

			Exploration involves trying out new options that may lead to better outcomes. Exploitation involves choosing the best-available option based on exploration. Finding the optimal balance between these two strategies is a crucial challenge in many decision-making situations, where the goal is to maximize long-term benefits.621

			Too much exploitation risks getting stuck in a local minima. It’s likely that there are better solutions out there than you thought. Too much exploration, however, and you keep trying random new ideas without ever committing to one enough to see it through to completion.

			Since the ideal strategy for many singles is to date around enough to find someone worthy of marrying, the “game” is of a finite length. At some point, singles will necessarily have to double down on a date, i.e., switch to exploitation. If you don’t date around (explore) at all, you may very well get stuck dating (or even marrying or having children with) someone you are incompatible with.

			The problem of dating thus lies in finding and settling on a protocol that enables an optimal balance between exploration and exploitation.

			A brief history of dating protocols

			Humanity has not settled on a sustainable dating protocol that has established an ideal equilibrium between exploration and exploitation. It’s a shame as stable partnership correlates with better health and economic outcomes across the sexes.622, 623, 624, 625 Children of parents who are still married have better health, economic, educational, and behavioral outcomes. And

			Being married changes people’s lifestyles and habits in ways that are personally and socially beneficial. Marriage is a “seedbed” of prosocial behavior.626 

			Marriage teaches you to care for another apart from yourself and to prioritize long-term collective well-being outside of short-term ones. A marriage is likely the most intimate relationship you have with someone outside of your immediate genetic kin.

			The dating outcomes of billions of individuals hence determine the collective political and social commons that constitute our society. This is why dating is an important social issue whose protocols should be examined—and the consequences of such protocols taken seriously. Dysfunctional dating protocols have a profound ability to negatively impact the long-term progression of society. If you only care about interacting with others for short-term benefits you can extract from each other, you lose the potential for solving loneliness, building community, or accessing committed support systems. Society as a whole could become less resilient. The consequences of the behaviors of each generation impacts future generations. 

			In part, the lack of the emergence of a sustained, effective dating protocol is somewhat inevitable. Innovations in technology and culture will always change the broader environment within which any dating protocol has to prove its success, leading to the death of old protocols and the birth of new ones. But something that is not inevitable is the overemphasis on exploitation in traditional dating protocols. It’s a modern privilege to be able to entertain exploration as an option at all.

			Arranged marriages, for instance, provide huge amounts of convenience, subverting the need to date at all. They have been the historic “protocol of choice” for South Asian, Middle Eastern, African, Jewish (primarily Ashkenazi and Sephardic), and other communities. Each of these cultures emphasizes the importance of family in decision making. Thus the parents and elders of young men and women typically look for intra-class matches with compatability assessed on the basis of shared religion, culture, and values. Physical attractiveness was not hyper-emphasized the way it is in contemporary dating. Arranged marriages also benefit from lowered expectations of conformity with romantic ideals, with partners instead prioritizing practical expectations and mutually beneficial arrangements around things like child-rearing and joint financial and household responsibilities.

			However, arranged marriages skew heavily towards “exploitation.” By agreeing to marry someone early and with no period of dating, you forgo testing of on-the-ground compatibility. Red flag issues you may have otherwise discovered in a few months of dating become costly to escape. (Divorce is often looked down upon in the aforementioned cultures and, even if it weren’t, is still financially costly.) Further, many singles—especially single women—can become coerced or pressured into unfulfilling arranged marriages without consent. Subverting the arranged marriage protocol could lead to social death: your closest social networks (often family and family friends) shunning or shaming you forever. Even if an arranged marriage is not abusive and minimally viable, shouldn’t humans have the choice to explore a bit more to find matches that they might be better suited for? As Venkatesh Rao puts it,

			protocolization is when things get more convenient, but you don’t have to give up additional political agency for it.627

			While arranged marriages are more convenient in many ways than modern-day dating protocols, they are insufficiently “protocolized” because they often require major sacrifices of political agency.

			Naturally, the development and increased access to contraception, abortion, and birth control reduced the stakes in pursuing sexual relationships. Previously, the fact that arranged marriages skipped the dating process was seen as advantageous. A child born in a marriage typically has more access to financial resources than a child born outside of one; fathers become legally responsible for child support if they out-earn mothers.

			Therefore, derisking sexual relationships enabled more choice—exploration—in dating markets. New dating protocols emerged as market winners, including the prevalence of courtship and dating as concepts. The advent of cars and cheap entertainment venues such as dine-in theaters and social dance halls enabled the middle class to go on dates. The public nature of such venues further made women feel safe to go on such exploratory dates.

			As women’s rights progressed, women acquired more legible negotiation power in relationships. They brought their own jobs, careers, and desires to their dating situations. The idea of dating to emphasize self-development—not just creating a stable environment for economic benefits, childrearing, and sexual relations—emerged. In other words, people discovered the benefits of romantic fulfillment. Relationships remain contingent until both parties sufficiently provide their worth and desirability to one another.

			Serial monogamy also emerged as a common relationship pattern; people breaking up much more frequently in search of better relationships and pursuing a series of monogamous relationships. Still, most people settled down into marriage eventually, pulling the trigger on exploit mode.

			The problem today’s daters face is that the mass adoption of online dating apps has not only eroded incentives to switch from explore to exploit mode, it has made exploration itself boring and dysfunctional.

			Swiping now occupies a dysfunctional “protocol monopoly”

			The birth of the consumer internet saw the birth of the first dating websites, like Match, eHarmony, and later, OkCupid. These sites allowed people to meet others outside of their existing networks. The first two were based on questionnaires and personality tests; the third introduced the first matchmaking algorithm.

			These early websites became obsolete with the mass adoption of mobile phones. Since mobile phones enable location sharing, apps like the gay-male-focused Grindr were built to help people find potential sexual partners based on geographic proximity in a new form of dating known as geosocial dating. Profiles were largely image-based. Since members of the gay community occupy a sexual minority and are less likely to be legible to one another outside of sanctioned spaces like gay bars, geosocial dating enabled improved discoverability.

			Tinder later adopted these same features but also introduced the notion of swiping—showing users only one profile at a time until a user decisively swiped left (rejected) or right (accepted). Since matches are only made once two users swipe right on one another, Tinder and its successors emphasize consent, permitting communication only between people who affirmatively agree to each another. Its adoption grew alongside (and perhaps amplified) the proliferation of hook-up culture—dating purely in exploratory mode, only as a means of sourcing sexual relationships.

			Swiping worked since it addressed the labor costs of sifting through a large list of potential dates. Creating a sales-process-like funnel, a user has to consider only one person and one decision at a time (left or right?). It also gamified this decision making by rewarding users with matches. This basic app mechanic has proven to be sticky. Not only is Tinder the highest-grossing dating app, its basic swipe technology has been replicated by its top competitors (Hinge, Bumble).

			The mass adoption of mobile phones led to the mass adoption of social media. This led to tons of online-first social interactions and, ultimately, the destigmatization of online dating. Online dating quickly went from something only the nerdiest did to becoming the common, default mode of finding dates.

			For much of history, the most common way for people to meet each other was through mutual friends and shared social groups. Now, dating has been transformed into something akin to a pipeline process. In the same way that a sales rep sources leads, qualifies them, and then closes deals, people use apps to source dates. These dates either progress to later stages in the pipeline (kissing/hooking up, formally seeing one another, becoming a couple, and eventually, perhaps, getting engaged, then married) or eventually fail to (rejection). It’s also not uncommon for someone to be seeing multiple people at the same time, in the earlier stages of the dating pipeline, until one or a few are moved further along the pipeline.

			But, as previously mentioned, dating apps fail to even enable successful exploration, i.e., the building of an effective sales funnel. When sales and marketing reps build and track sales pipelines, they use tools that allow them to populate potential leads in bulk, working in lists and spreadsheets. When it comes to dating, however, the most popular apps limit the number of new users someone can explore to just one at a time.

			This brings us to a critical difference between sales and dating pipelines: the desired number of closed “deals.” Most people are dating to meet the one person they get married to. Sales reps, however, are trying to close the greatest number of deals.

			Sales reps thus have a recurring need for the tools that help them source customers for their pipelines. This aligns with the incentives of the tool makers—often venture-­backed software companies that need to demonstrate scale and recurring use.

			Dating, on the other hand, is a flow market. Successfully navigating the market means exiting the market, i.e., successfully finding a relationship and no longer needing to look for one. It’s possible that the relationship fails and people re-enter and re-exit in the future. But the ideal, for many people, is to be able to find a thriving marriage and exit the market for good.

			All of today’s popular dating apps were founded as venture-backed companies. It’s trivial to see how successfully matching people at the first attempt is not an ideal business outcome. Investors themselves openly reject the idea of funding dating apps that promise high chances of user success.628 By limiting the number of users you can see to one at a time, you can’t actually use dating apps to filter and search through large lists of people.

			In other words, you can’t create a meaningful top-of-funnel for your dating pipeline. You’re seeing only what the algorithm recommends. The incentives of dating apps actively discourage building algorithms that show compatible matches, since finding a compatible match means you no longer need their product. You really are put in a room with total strangers, most likely the wrong kind, instead of those with similar interests and values. If you met the right stranger, you’d hit it off, get married, and exit the dating market altogether—making dating apps obsolete for you.

			Yet these apps—through their clever gamification—have succeeded in capturing the majority of singles on the market. Onboarding to these apps is easy. You add a picture, a name, and a few simple details like age, location, and sexual preferences to start meeting users. Seeing who also swipes right on you satisfies curiosity and a basic human need for sexual validation. Carolina Bandinelli and Arturo Bandinello write,

			. . . the match [is] not always or primarily instrumental to getting a date but rather as producing a form of satisfaction in its own right. [. . .] A match feels like a confidence-boost; it is a sign that the Other sees you and likes you [. . . ]. Admittedly, it is ephemeral, but it is also replicable, so the sense of void that follows the fleeting sense of satisfaction is rapidly filled up again, however temporarily, with another match.629

			The use of swipe-based dating apps has also proliferated in part because there is no competitor with a comparably large user base. As we’ll see later, attempts to subvert swipe-based protocols all suffer from insufficient market liquidity. This is crucial as some degree of “protocol consensus” is necessary for dating protocols to work at all—enough people need to be aware of and bought into a protocol for the protocol to work.

			All of the monetization features of dating apps are meant to increase your chances of successfully navigating the swipe right or left protocol. These features include allowing you to swipe on more people a day, attach a custom note or message to your profile as it appears on someone’s swipe stack, skip the queue of someone’s swipe stack, and show up first or actively indicate your interest (“superlike”) in the person when your profile appears on their stack.

			Despite the success of dating apps in creating matches, whether the matches made on these apps are meaningful or conducive to long-term pair-bonding, is actively debatad.

			Platforms make money by enabling one type of relationship and treating anyone looking for other types as noise in the system, leaving them underserved. The situation is similar to how LinkedIn helps recruiters search for talent but doesn’t help talent find jobs or meaningful connections.

			When dating apps do work, it’s usually for users seeking hookups or short-term, casual relationships. Since hookups are noncommittal, users come back to the app(s) again and again to find more hookups. The apps win because they’ve generated recurring use. It’s also easier to find prospective hookup partners since hookup criteria are usually more superficial and easier to fulfill. (Is this person minimally attractive? Could I have sex with them for just one night?) Seeking a successful long-term relationship is much harder—you’re looking to find the one person who helps support or complement your self-actualization and growth needs for the long haul.

			Even if you use dating apps to find a serious relationship, it’s harder to commit to getting to know someone or stick through moments of conflict when other matches and possibilities are just a few swipes away. Bandinelli and Bandinelli:

			importantly, matches can be produced ab limitum, the underlying utopia being that of providing potentially infinite opportunities: a desire that gets constantly re-ignited, regardless of its object, and at the same time negated, as the next profile picture appears on the screen.630 

			Hence, dating apps actively discourage users from ever switching from pure exploration to exploitation.

			Even in the realm of hookups, success is still lopsided. The Pareto principle (80/20 rule) states that 80% of the consequences come from 20% of causes. And it applies to dating: the top (i.e., most attractive) ~80% of women on dating apps compete for the top ~20% of men. Some men have openly written that unless you’re attractive, dating apps are a waste of time.631

			Dating app algorithms also show a preference for attractive users (those receiving lots of likes and messages). Attractive users get more matches than they can meaningfully engage with. These users therefore put minimal effort into writing engaging messages. This practice of engaging with minimal effort then propagates as a norm across the entire ecosystem of dating app users.

			And even if a hookup is what you’re after, matching with someone on an app is hardly a predictor of whether you’ll meet them in person, much less hook up. This is where dating apps fail to enable exploration!
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			Most matches fail. That’s because many of them don’t lead to conversation. And the ones that do start a conversation have a high rate of ghosting. This disincentivizes users from putting effort into their messages for getting to know someone. Says sociologist Greg Narr,

			Through this process, the dating app assemblage becomes suffused with a boring mood that makes it hard for users to find substantial connections.633

			Even when an opening message or dating profile bio is successful at driving engagement yet nonspecific enough to attract a broad net of leads, it mimetically spreads across the ecosystem. Suddenly you have tons of men who’ve written the same “Looking for the Pam to my Jim,” profile title, further creating boredom.634 Dating is about looking for a unique connection, but, as we’ll see, dating protocol participants are incentivized to protocolize their own identities to better participate in the protocol. This is a type of flattening—sacrificing your dynamic identity in order to fit with the “flat” nature of digital dating apps, as currently conceived.635 You reduce yourself to Pam and Jim jokes to maximize matches while disregarding the compatability of those matches. Narr and Luong continue, 

			the mood of boredom fostered by dating apps represents a shift away from the rational market mentality scholars find on dating websites. [Instead,] dating apps seem to foster the boring, cynical engagement that critical algorithm scholars have argued is a central feature of data-driven capitalism.636

			Dating websites, the predecessor of dating apps, were more successful in enabling users to navigate the dating pipeline process. OkCupid, prior to its own pivot towards a swipe-based mechanism, encouraged users to write customized, long-form biographies and answer survey questions about themselves. The survey answers were used to suggest compatible matches—not just the users who are the most attractive. The long-form biographies were searchable. You could signal interest in a niche sport, subculture, or band, and someone could search for those criteria and find users who fulfilled them, en masse. You could also message anyone on the service—without needing to be liked back first. There was also an ability to prioritize compatibility at the expense of distance. These features made dating websites effective tools in thoughtfully constructing a dating pipeline, even if the platform took more effort to use. There were more levers to push, and more ways to filter. And the platform did not gatekeep search or access. OkCupid was not hyper-opinionated about its protocol. It left users with sufficient freedom in how they interacted with the site, i.e., did not require them to sacrifice their political agency.

			It is likely that early-day OkCupid came close to achieving a peak of harmony between exploration and exploitation motives. People mindfully made their picks from the apps but also took care to nurture these leads in-person (sometimes turning them into marriages or long-term friendships).

			Unfortunately OkCupid succumbed to the pressures of monetization and scale. It was acquired by Match Group, which “owns and operates the largest global portfolio of popular online dating services,” including Tinder.637 Though OkCupid retained the features of long-form profiles and match percentage scores, it implemented swiping, stripped out many of its search features, and now requires a mutual match before messages can be sent.638 The company may have been pressured into making such changes in order to show the same scale and profitability as Tinder.

			The last feature—mutual matching—is marketed as a safety feature, helping decrease the chance of unsolicited harassment. But, as a friend has said, “the problem is that the apps assume textual harassment is a worse problem for women than failure to actually meet anyone interesting.” Rather than introduce new technical patterns, the apps maintain the symmetrical nature of matching because matching is addictive.639

			In the case of Bumble—which markets itself as a women-making-the-first-move app—mutual matching usually fails. Given the historical courtship protocol where men take initiative, men making the first move has become internalized as a cultural expectation. The introduction of a protocol where women must take the initiative requires a radical act of overturning these internalized norms. Sadly this is basically infeasible for the majority of people.

			Most Bumble matches continue to fail to “convert.” Women also often get inundated with matches—more than they can keep up with. When women do message their matches, they may only say something minimal like “hi,” in order to pass the baton of meaningful initiative back to men. It’s interesting that, despite the introduction of a new technical women-make-the-first-move protocol, most users find a way to sidestep the rules in order to revert back to pre-established norms.

			Dating apps thus transform users’ desires for enduring romantic relationships into desires that can instead be satisfied in alignment with the goals of data-driven capitalism: seeking sexual validation and collecting many speculative sexual futures—at the expense of actually finding a viable relationship.

			Current geosocial, app-based swiping dating protocols have thus captured the dating market yet fail to deliver on creating relationships at a meaningful rate. They form an entrenched protocol monopoly despite being entirely dysfunctional on both exploration and exploitation.

			Attempts to subvert the protocol monopoly

			Swiping protocols control how and when data is shown to users. They pre-filter people and dictate what someone’s daily swipe stack is. Many approaches have cropped up in recent years to subvert the swipe protocol monopoly but ultimately failed. (See table.)

			Others try to outsource the search to matchmakers. The buzz surrounding Netflix’s recently published shows, Indian Matchmaking and Jewish Matchmaking, could be an indication of a growing cultural interest in a simplified dating protocol where the pipeline is built by a trusted matchmaker. However, the shows are demographic-specific, indicating a mismatch between American cultural protocols and the matchmaking protocol. The latter relies on strong communal networks and near-religious levels of belief in the sanctity of marriage to really work. Still, digital arranged marriage platforms like Parents Matchmaking640 are taking off in cultures where arranged marriages once succeeded.641 Again, this approach overindexes on exploitation.

			Today platforms like Tawkify642 are selling digital matchmaking as a service. And Keeper643 says its matchmaking is largely driven by AI and relationship science—an attempt to automate matchmaking as much as possible, with minimal reliance on expensive human matchmaking labor. It remains to be seen if these products will reach sufficient protocol consensus644 or work as business models. Perhaps they are a response to a collective plea for help in a more choiceless direction—swinging the pendulum too far back towards exploitation again, i.e., outsourcing the work of finding a suitable partner to a matchmaker à la arranged marriages.

			There’s also increased interest in a close cousin of arranged marriages—the “trad” (traditional) lifestyle.

			A tradwife (a neologism for traditional wife or traditional housewife), in recent Western culture, typically denotes a woman who believes in traditional sex roles and a traditional marriage.645 

			The rigid and gendered roles and expectations within trad relationships attempt to avoid the negotiation process inherent in the modern ideal of love relationships based on equality. One needs only to find a minimally qualified prospective life partner to agree to commit to such a lifestyle. In reality, however, the premise of finding a minimally qualified partner is false in the current cultural context. It was only possible to have a tradwife during a brief period of U.S. history when the country had so much wealth that men could support a family on one salary.646 

			Today, the trad movement demands much from prospective tradwives: no tattoos, a certain race and weight, having minimal previous sexual partners, and dressing and acting in anachronistic ways no longer appropriate in general Western culture. The tradwife has become a scarce commodity. Becoming a tradwife is also costly—meeting the criteria for an partner at the expense of transacting with the broader world. The trad protocol is also insufficiently protocolized,647 per the definition by Venkatesh Rao cited earlier, since it offers convenience at the clear expense of tradwives’ political agency.

			Tradwife seekers often fail to find a suitable partner because of overfitting: having so many criteria they filter for that they source effectively no leads at all. No leads means you have no ability to create a pipeline to explore nor exploit. The trad life will continue to have insufficient protocol consensus unless the broader culture also changes to accommodate it. It is merely a fantasy.

			It’s sad that many of these attempts at subverting swipe-based protocols fail. Several others have resorted to “exiting” dating protocols altogether: making no active effort to solicit dates and instead choosing to rely entirely on serendipity.

			Protocol subversion approaches

			
				
					
					
					
				
				
					
							
							Method of subversion

						
							
							What they offer

						
							
							How they fail

						
					

					
							
							Speed dating, e.g., Hidden Gems—speed dating marketed towards “meet[ing] authentic singles in person.” 
www.instagram.com/hiddengems_atx

						
							
							Guaranteed in-person encounter 

						
							
							Cannot filter through people, i.e., have to commit to a speed date with them, doesn’t scale well—can only speed date so many people in one evening

						
					

					
							
							Sanctioned in-person courtship
e.g., Pear Ring—a silicone ring worn to signal one’s single relationship status and willingness to be approached. 
pearring.co/en-us

						
							
							Guaranteed in-person encounter

						
							
							Insufficient protocol consensus around using this protocol

						
					

					
							
							Gaming the dating app algorithm itself, 
e.g., resetting one’s Tinder account to get another chance at scoring a better score
roast.dating/blog/tinder-elo

						
							
							Reclaiming control from dating app algorithms; gamifying one’s “attractiveness”

						
							
							Still working within the limitations of how other people approach these apps (with minimal effort and low expectations of conversion to in-person encounter)

						
					

					
							
							Date-me docs, i.e., homebrew dating profiles published on personal websites, e.g., the dating docs of the rationalist community. www.nytimes.com/2023/08/02/style/date-me-docs.html

						
							
							Reclaiming control from dating app algorithms

						
							
							Insufficient protocol consensus around using this protocol; difficult onboarding and discoverability

						
					

				
			

			Today’s protocol monopoly is dangerous

			In an essay, Nadia Asparouhova introduces the idea that protocols are neither good, nor bad, but dangerous.648 She argues that protocols “do not liberate us, but rather control us completely” and

			protocols demand not just our compliance, but our loyalty in relinquishing our decision-making power to a formless entity.

			More critically, however, she stresses that 

			because protocols are not owned or mediated by a central authority, if you don’t like the protocol you’re in, escape is not as “easy” as switching platforms.

			Indeed, the swipe-based protocol is not in itself owned by a central authority. And yet it occupies a protocol monopoly. Match Group owns more dating apps than any other company. If you switch to another dating platform with sufficient market liquidity—as in switching from Tinder to Hinge or Hinge to Bumble—you’re still stuck with the swipe protocol. The apps outside of Match Group (e.g., Bumble, Coffee Meets Bagel) must also submit to the monopoly form (swipe protocols) for users to onboard with ease. People eventually expect their apps to use the swipe protocol they’ve become used to. The dating-app industry is an example of how a monopoly interest can push a protocol on the masses while simultaneously disavowing their responsibility for it. Match has recently launched a new campaign advertising itself as the “dating app for adults” despite changing nothing at the technical protocol layer.649

			One might wonder why protocol participants get stuck in a protocol monopoly at all. This is touched upon earlier: the way the current market for startups (venture-backed) is designed creates incentives for businesses (agents) that are at odds with the interests of daters (principals). This is a standard principal-agent problem: 

			conflict in interests and priorities that arises when one person or entity (the “agent”) takes actions on behalf of another person or entity (the “principal”).650

			A dysfunctional macro-level market design permits incentive misalignment and even market capture. “The dating app market made $4.94 billion revenue in 2022, $3.1 billion came from Match Group”651 which owns Tinder, Hinge, Match, OkCupid, Plenty of Fish, and other dating apps. Network effects rule the dating app industry. If one company can get enough market share, they implicitly force the others to adopt the same protocol (with minor tweaks) because enough people come to believe that this is just how dating is.

			Asparouhova also introduces the Kafka Index, a set of evaluative criteria for identifying bad protocols.652 Applying the index to swipe protocols, we find that it is quite kafkaesque. Today’s dating protocols don’t fit all of Asparouhova’s criteria for bad protocols. She goes on to describe how some protocols are stable yet suboptimal, and how 

			[b]eing trapped in protocols dictated by a functional-yet-suboptimal system feels eerily calm, yet unsatisfying. Everything works, sort of, but participants feel a curious lack of fulfillment. (Remember that protocols are designed to accomplish a function, but not a purpose.)

			Contemporary dating protocols fit this category of stable yet suboptimal protocols well. They fulfill the function of creating matches but the market in which they operate does not incentivize them to fulfill one of the largest purposes of using dating apps: finding a meaningful, long-term relationship.

			Sadly people then approach dating apps with the intent of maximizing the outcome of this function but not fulfilling their original purpose. They have solved conversations—using generic pickup lines and witty jokes that drive engagement—with a mass audience of matches. But dating to find a meaningful relationship is about catering to yourself and a prospective partner as specific, unique people.653

			Asparouhova posits that there are four types of protocolization. A protocol can go from being introduced as hard infrastructure, to having legible explicit rules, to being characterized by implicit rules (i.e., norms), to being internalized at the level of personal identity. Protocols shift into and out of these types at different stages in their lifecycle.

			Today, people have started to internalize swipe-based protocols into their personal identities: they retool their dating desires, standards, and behaviors to fit what the protocol offers. They approach dating apps in a generic, mimetic way to drive up their matches. Perhaps they also start to shift their wants to what the dating app offers—hookups and noncommittal relationships—since those outcomes are what are readily available. This shift is of course encouraged by the perception of an unlimited dating pool—there are apparently infinitely more matches to be found just a few swipes away. This makes it less compelling to ever settle on one person to commit to.

			Since there is a general lack of protocol legibility in the world, protocols can operate in dangerous ways when their presence becomes so implicit that people change their desires and behaviors to fit them. Ideally, protocols should serve us. They should be designed to fit our desires. We shouldn’t mindlessly redesign ourselves to fit them.

			Imagining meaningful alternatives for today’s dating protocols

			To create better dating protocols, there is a need for a fair market for building protocols that align with user incentives. A well-­designed protocol economy could accomplish this. One of the primary goals of the blockchain sector, I believe, is to make principal-agent problems legible, for example by having transparently designed smart contracts serve as agents in place of traditional agents like businesses, people, or platforms.

			Blockchains protocolize the agent in the principal-agent problem. Much of the industry’s mission could be described as protocolizing markets to become more free and just. Such markets could restore economic rationality to dating. Society could make progress toward finding a balance between exploration and exploitation in dating. We may see many experiments emerge in this area, some of which I describe below.

			Decentralized dating protocols

			Decentralized social media protocols like Farcaster, Bluesky, and Nostr are open protocols with many client apps. All data on the protocol is publicly and freely available. Interested developers can build their own client app for accessing, creating, and interacting with this data. These protocols are attractive partly for their resistance to capture by centralizing forces. There’s no single algorithm controlling everyone’s experience of or access to data on the protocol.

			A decentralized dating protocol would allow users to create one profile and then choose and use a variety of client apps to find the profiles of others. And if you don’t like someone else’s dating client protocol, you can invent your own and ingest everyone else’s data since that data will be interoperable. This directly fixes the protocol monopoly problem we see today in swipe-based protocols. Any dating app client built on the decentralized dating app protocol would have access to market liquidity and a fair shot at competing within the same pool of users.

			While decentralized social media platforms allow users to choose or control how content is temporally shown in a timeline, a decentralized dating platform would allow users to choose or control how prospective dates are searched and filtered for.

			The hope is that a decentralized meta-dating protocol would once again reinstate the rational market mentality required to effectively author and navigate one’s own dating pipeline. It would also actively prevent the creation of companies like Match Group (which controls several dating apps.)

			Recreating the old OkCupid

			Recreating the old OkCupid in the form it existed before its acquisition by Match Group is something that many people want654 and would be an example of a client app that could flourish in a decentralized dating app market.

			[image: ]

			Date me docs are effectively a plea for a recreated OkCupid built around longer descriptions. But no one has the resources to rebuild the rest of the infrastructure around these descriptions, such as personality questions for ranking by values-driven compatibility or a filtering mechanism that allows search for keyword matches in people’s profile texts. My suspicion is that anyone who could build such a service knows that such an app would die in the current market.

			Reintroducing secondary networks to “unflatten” dating protocols 

			When dating apps go digital, they emphasize certain affordances (accessing a volume of matches in a geosocial manner) at the expense of others (leveraging localized network ties). Locality impedes volume and restricts geographies. Digital dating apps also “flatten” some of the dynamics inherent to in-person dating.

			But in giving up locality, we no longer have secondary relationships to maintain with the people who make date recommendations. We don’t have “skin in the game” to behave graciously and consider committing to dates that our local network suggests to us because other options are “just a swipe away.”

			What if dating apps introduced local ties but with the “locality” defined in relation to our digital networks? What if we were able to date within the first, second, and possibly even third-degree networks of our social media mutuals? (And maybe add a secondary filter for only those connections within a geographic range?) What if our social graph apps integrated seamlessly with our dating apps? We would draw from what has historically otherwise worked—dating someone you meet through friends or family—without sacrificing the benefits of exploration.

			AI dating

			AI could help automate and expedite some of the onerous pipeline processing. A bot version of you could message and match with other people or, better yet, their own bot versions. You could then review recommendations and sample chat logs to see what interacting with someone might be like with a reduced emotional and energy investment.

			AI dating could help make people’s stated versus revealed preferences clearer to them too. Your bot could make a bet on someone who is somewhat interesting but not your exact type. Exact chemistry is hard to predict. AI dating could de-risk taking chances on people, and help illuminate what types of people you might actually prefer.

			Since many of the fears surrounding relinquishing one’s work to AI involve issues of trust, decentralization could again play a role in making AI protocol participants feel safer experimenting with such protocols.

			Your AI bots could also go on a trial “blind date” with one another. If the AI bots find themselves compatible, they could use zero-knowledge cryptography to transmit the stamp-of-approval to you (without giving anything away about how it might go), so you could have an in-person date with a higher-than-trivial degree of confidence that it will go well.

			————

			Protocols can operate in dangerous ways when their presence becomes so implicit that people change their desires and behaviors to fit them. Ideally, protocols should serve us. We shouldn’t mindlessly redesign ourselves to fit them. Instead, we should intentionally design them to fit our needs better—perhaps starting with a reinvention of dating protocols. Thank you to Summer of Protocols, with a special thanks to Nadia Asparouhova, Alice Noujam, Venkatesh Rao, Tim Beiko, Rafa Fernandez, Shuya Gong, Drew Austin, and Saffron Huang who all took part in the development of my ideas. Also thanks to my friends David, Lisa Neigut, Avi Glozman, Chelsea Savit, Raymond Zhong, Sachin Benny, Gabriel Duquette, Tasshin Fogleman, Jake Naviasky, and Anonymous for their contributions.
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			Protocols in (Emergency) Time

			Olivia Steiert

			The 2023 Summer of Protocols generated a plurality of research projects where protocols emerge and unfold across a multitude of scenarios, social spheres, technological landscapes, ritual practices, and everyday life. This essay seeks to synthesize some of the common threads that bind these diverse imaginings of protocols together. One fundamental aspect that cuts across all protocols discussed in the program is their temporal dimension. Be it social interaction protocols or traffic protocols, the creation of safety standards or software code, they all have moments of inception, durations of operation, differential rhythms, and evolutionary timeframes. 

			In fact, the complex temporality of protocols is what distinguishes them from static concepts like standards or rules. A protocol simply imagined and designed is no protocol at all until it is actualized—applied to a given context and generated behavioral interactions with social actors. This is what weds protocols to time. Protocols come to life in their execution, that is, in their uptake by participants. And, as Sarah Friend argued in her essay, Good Death, they die by abandonment.

			I will examine the implications and paradoxes of the temporality of protocols discussed in the Summer of Protocols. Ultimately, these observations aim to provoke contemplation on the relevance of the concept of protocol in “emergency times”—moments characterized by a rapid acceleration of action and sense-making processes. Specifically, I will conclude by offering a succinct reflection on the role of protocols in the context of unfolding global climate change.

			On a Minimal Definition

			Despite the wide array of projects, the definitions put forward by researchers to demarcate and establish what constitutes a protocol were remarkably akin. Above all, there was agreement among researchers that protocols serve as tools or systems to facilitate coordinated behavior. This consensus, in turn, indicated two fundamental aspects for nearly all of them:

			Simultaneous enablement and restraint: Protocols possess dual characteristics, acting as both enablers and constraints in various capacities.

			Inherent temporality: Protocols exist within the realm of time; they are intrinsically process-oriented.

			While this might appear intuitive, it’s imperative to explicitly underscore this point in the context of the current argument. Where there are protocols, there is temporality; no temporality, no protocols. I will add protocolization links past and present to future as experience is linked to expectation. As Kei Kreutler argued in her essay, Artificial Memory and Orienting Infinity, it is the protocol itself that creates a sense of time.

			On Method

			The idea behind this study was to employ the 11 core projects from the Summer of Protocols as a dataset comprising 11 distinct units, each focusing on different conceptions and cases of protocol. I engaged all the core researchers in a loosely structured interview during which I posed a series of eight to ten questions. The protocols discussed in these projects range across traffic regulations, speed bumps, hazard reporting, processes of standardization, the Ethereum blockchain, the “Intertwingler” (a versatile coding tool akin to a “Swiss Army Knife” for web retrofitting), the application of computational metaphors to physical space, the concept of the swarm (a minimally protocolized social formation), memory, family dynamics, and knowledge production. I added to these the cases of COVID-19 regulations like social distancing protocols and carbon emissions regulations as stipulated. for example, in the Paris Agreement.

			All core researchers were asked to reflect on:

			
					the origins of their protocols and their relation to the past

					the innovative or preserving intentions of their protocols, that is, their fundamental orientation toward future or past

					the roles of duration and repetitiveness in their protocols

					the teleology of their protocols, or the vision of a “beyond”-protocol future state

			

			In addition, I asked each core researcher to offer a definition of protocol based on their case. My key line of inquiry was to understand what their responses revealed about the temporal dimensions of protocols, their beginnings, evolutions, iterations, and endings. Undeniably, the arguments I derived involve simplifications and abstractions that cannot do full justice to the complexity of the individual perspectives that informed them. I hope they serve as starting points for future discussion nonetheless.

			New Beginnings // Thesis 1: Protocols emerge from crisis threat.

			For all projects, the researchers made an important distinction between the moment of inception of protocols and their continuous reproduction during the period of operation. Initially, protocols may either be intentionally designed or emerge and consolidate spontaneously over time.655 They can originate as plans on a white paper or be imposed by a powerful enough entity, as seen with traffic regulations. But protocols also acquire new life with each new iteration of their application, making their moment of emergence appear less significant. In this latter view, each block within a blockchain or every turn at a traffic intersection becomes a renewal of the protocol in its practical enactment. For the sake of clarity, I will discuss both the broader inception and the individual reiteration separately.

			Regarding original initiation, there are two seemingly divergent perspectives to consider. Protocols might appear to emerge naturally from the calm waters of established environments with their ongoing habits and traditions—so much so that their moment of origin is no longer discernible. Or—as I wish to contend: more likely—protocols emerge in specific coordinates of time and space as responses to the flurry of crisis and its future uncertainties. Protocols are designed in reaction to some troubling condition rather than being conceived of independently from their environment. This argument is more obvious for some protocols than for others.

			COVID-19 regulations are an ideal example. Encompassing protocols like social distancing and handwashing, these regulations emerged due to immediate concerns stemming from existing practices that facilitated the rapid spread of the virus. Similarly, the Paris Agreement and its ambition to limit global warming to 1.5 degrees Celsius make sense only in the context of the “climate crisis.” Protocols for hazard reporting align with this category as well.

			These emergency brake protocols are designed to secure or reinstate a stable ground in reaction to a perceived threat. They do not necessarily arise post-disaster but are predicated on the anticipation of potential catastrophe, which legitimizes their imposition. Because such protocols are introduced within existing frameworks of social practices, they necessitate oversight of a social or legal nature and their legitimation becomes crucial. Fittingly, most examples discussed of this type of protocol could also be categorized as legal protocols.

			Convention-driven (social) protocols, a second category, are less overtly provoked by crises; they often appear to be almost “second nature” and, consequently, timeless. Handshakes and roles within family or professional contexts are often just “how things are done.” Even within scientific knowledge production, the rules and assumptions might seem too self-evident to warrant reconsideration. 

			A number of projects argued for caution with these “unconscious,” implicit, or “weakly expressed” protocols. I would agree and add that—even if we cannot fully trace the origin of social protocols easily—these seemingly “natural” orders also counteract a sense of uncertainty in their repeated enactment.

			Take modern-day western family roles, for instance. Originally a product of significant disruptions in pre-modern life, urbanization and industrialization led to the division of private and public spheres at the time of the emergence of the nuclear family ideal. These transformative processes, which were crises for their time, gave birth to the roles that—for better or worse—still guide our interactions within family dynamics today. Even if the causality of that origin story is complicated, the continuity and dependability of family roles still does secure ongoing interactions, relieving actors of many decisions that are simply given by protocol.

			As another example from a fundamentally interactional micro-perspective, the handshake is designed to introduce two people promising and performing collaboration. I would argue that handshakes, in both their design and everyday practice, subtly function to prevent suspicion of antagonism from arising and hence maintain relations—without anyone giving these functions a thought. They displace uncertainty by producing familiarity and predictability.

			Similarly, the rules governing scientific knowledge production became clearly defined only with the expansion of (geographical) horizons in modernity, challenging traditional modes of establishing and asserting (localized) “truth.” Although today it often seems a “natural” thing to delegate decisions to “the experts” and their facts, the term “expertise” only gained prominence in the early 20th century as the claims to it proliferated to problematic levels. Stringent rules governing “rigorous” research, demanding resources and credentials, effectively restrict who can assert claims to expertise today, averting the perceived dangers of relativism and moral conflict—and maintaining privilege.

			Optimization-driven protocols, as a third category, sit at the intersection of the technological realm and the social sphere. Examples include traffic regulation, standards­-making processes, the rules of formal organizations, and perhaps even web development tools. These protocols, like social protocols, are not overly concerned with their origins in settled times and bounded space. Someone accustomed to right-hand traffic may rarely contemplate the “social construction” of the consistent flow of vehicles. But international travel would force them to confront how traffic adheres to a designed set of rules that could well be otherwise, pointing to non-naturalness. Such protocols also conceivably developed due to growing chaos in newly emergent urban spaces at the advent of automobiles. In their operation, these protocols make movement of traffic predictable and diffuse the threat of uncertainty and accidents on the road.

			Similarly, technical standards and web development tools are likely created within the context of suboptimal conditions that generate greater uncertainty and unpredictability. Outdated or malfunctioning standards that hinder or jeopardize daily activities may persist for a surprising duration. However, the strain they cause is likely to catalyze efforts to alleviate it. As the myth has it, the original Bitcoin protocol was designed in response to the 2008–2009 financial crisis, with the cryptic message on its genesis block referring to a news headline: “The Times 03/Jan/2009 Chancellor on brink of second bailout for banks.” This brings Bitcoin in close proximity to the emergency brake protocols.

			In conclusion, I argue that all these types of protocols arise out of or are a functional response to crises or the threat of it, creating significant uncertainties in an environment. They promise to convert threatening contingencies into coordinated action. At the least, this means protocols should be understood as reactions to something else, designed as a negative of a present that is expected to reach into the future if it wasn’t for their intervention.

			Certainly, there are ways to contrast the ideal-types of emergency-driven legal protocols, optimization-driven technological protocols and convention-driven social protocols beyond their shared quality of reacting, in one way or another, to crisis threats. I will delve into these distinctions next, pivoting our focus toward the evolution of protocols through instances of enactment.

			Iterations, Durations, and Rhythms // Thesis 2: Protocols both conserve and evolve.

			Technological protocols often are thought of as disruptive tools with grand prospects toward innovation and change. However, if we understand protocols at large, as argued above, to emerge in reaction to a threat, they would arguably be conservative by design. In this section, the lifecycle of protocols will be unpacked beyond their inception to see how far this idea holds.

			As I previously highlighted, a fundamental aspect of protocols is that they are realized through active participation, that is, individuals applying or adhering to them in repetitive cycles. Once activated, the temporal structure of protocols can be likened to a circle or a spiral.

			The circle represents a perfect reproduction of action according to protocol, while the spiral illustrates a gradual shift, an evolution of the protocol through its enactment. Handshakes are an example of the former and open-source web development tools of the latter.

			This distinction shows that one of the most intriguing dynamics of a protocol in motion is in the ways it intersects with the human element where it is adhered to, bent, or even broken. Through repetition, protocols can either enable participants’ agency, gradually exhaust participants over time, or become so internalized that they appear as “second nature,” deeply ingrained within individuals’ behavior. 

			Protocols hence contain contradictory tendencies—of dynamic change and evolution on the one hand, and of routinization and conservation on the other. Which tendency prevails depends on the relationship between the design of the protocol and its actual realization, its uptake and internationalization by social actors.

			Convention-driven (social) protocols exemplify the conserving effect, according to which protocols consistently orient toward and reproduce the past. Their repetition draws out the circular figure. Typically transmitted through socialization, these protocols blur the awareness of their designed and strategic nature over time, rendering their origins timeless. This mode of transmission fosters a perception that these protocols are merely “how things are done.” Repetition for conventional protocols across historical scales further lends them an air of naturalness. Such protocols are conservative in the sense that they are traditional. Summer of Protocol researcher Angela Walch focuses on the unconscious element in these protocols; Nadia Asparouhova refers to weakly expressed protocols. Only when such protocols become conscious or “strongly expressed” can they be altered. For example, the handshake, deeply internalized as a hallmark of “western-style” decorum, was overridden by the emergency protocol of social distancing as touching people became something to reconsider as a threat. However, these instances remain scarce and less influential in comparison to the substantial structural influence of fully ingrained, implicit social protocols that dominate and run societies globally.

			Consider, for instance, the long-term effect of COVID-19 protocols. After over a year of continuous restrictions on close interactions, gatherings, and shared spaces, there was a concern that these rules might swiftly become “second nature” as well, altering social dynamics indefinitely. While some long-term effects of COVID-19 protocols remain to be determined, it’s evident from this case that we do not fully understand the internalization of a protocol as a process. Instead of becoming “just how things are done”—consistently and at scale—COVID-19 regulations exhibited tiring effects on many individuals. Rules were frequently bent or challenged when the immediate threat was questioned over time or across different social spaces, weakening the emergency protocol’s legitimacy.

			Similarly, other emergency-brake protocols such as those aimed at reducing carbon emissions have maintained a distinct contrast to habits as “natural ways of doing things” for significant portions of the population. Arguably, this is also due to the perceived temporal lag associated with climate change—a potential future rather than a current reality and hence not a crisis threat sufficient to legitimize the strong impositions of emergency protocols.

			Protocols for hazard reporting as they arose over the 19th and 20th centuries in high-risk industries have some things in common with these examples: the constant introduction of new safety protocols that was explored by Timber Schroff underscores the recurrent necessity for regulation due to tiring effects of these protocols. However, to the limited group of those who professionally apply such protocols daily, they likely do become “the natural way to do things.” For some protocols, then, both the internalization of rules and the occasional or habitual bending of them might be two sides of the same coin, arising from the repetitiveness of enactment.

			This duality is salient for optimization­-driven protocols found in organizational life more broadly. Organizations usually come with instances of disorganization that can both disrupt and ultimately enhance effectiveness.

			Take traffic, for example, where a balance must be struck between clear rules and participants’ ability to flexibly adapt in exceptional situations. Similarly, the process of establishing standards demands adherence to guidelines while also incorporating the necessary flexibility for adaptation. Scientific research procedures, formally protocolized, are often necessarily violated in practice to navigate challenges and function effectively.

			For all these protocol examples, a complete internalization of rules and procedures, a full merging of the protocol into its environment as just “natural,” would pose significant issues. To deploy their full potential, protocol participants need a way of determining situationally when it is time to bend the rules to allow for protocol evolution. However, some degree of internalization is still essential to sustain participation. The benefit of protocols only comes with routinization, a streamlining of repetitive action that exemplarily illustrates the duality of enabling and constraining effects. 

			I propose that this midpoint of the evolutionary process in optimization-driven technological or organizational protocols can be best visualized as a spiral temporality, both circularly repetitive and somewhat linear, where no repetition is an exact replica of the previous one. The tension between perfectly routine reiterations and slight divergence from the given path fits onto this spiral image, though it highlights a gradual, sustained evolution more than occasional, random diversions.

			The spiral movement grants these protocols a degree of future-orientation, fostering greater innovation than emergency-brake or convention-driven protocols which preserve environments through strictly imposed or deeply internalized rules. Yet, as per my argument, this spiraling rhythm will always fall short of the “revolutionary” impetus for intended rupture found in a more linear temporality.

			In summary, protocols in themselves gain strength as their figure-ground contrast diminishes, merging them into the backdrop of normalcy where they become ingrained, unconscious habits. Consequently, repetition assumes a key role in sustaining them. Yet, this seeming strength also makes them less dynamic and adaptable to change. Further, their function becomes obscure as they become an end in itself. 

			Whether protocols transition to this state of second nature or remain perceived as impositions is not straightforward to ascertain at the inception of a protocol. When participation is conscious (but hence also optional) and allows for flexibility, a loose coupling between protocol and actor, protocolization can facilitate slow but steady evolution. 

			The contradictory duality in protocol rhythms tempers enthusiasm about the inherent change-making potential of protocols. As it turned out through this study, protocols flourish based on notions of control and management. They are best at hedging uncertainties or contingencies. This implies a leaning towards replication. But the tendency to change and evolve and the countertendency to routinize and conserve coexist differently in different kinds of protocols, complicating generalizations.

			Importantly, stating that protocols are conservative is not a political assertion. This statement does not challenge the value of preservation and conservation during periods of undeniable turmoil. The intention of highlighting the backward-oriented nature of protocols is merely to underscore—as some of the researchers did—that these tools often possess their own agency. They assert their temporal logic upon anything we endeavor with them, especially where there is no conscious reflection on their use. 

			Finally, once a protocol is set into motion as a response to an undesired rupture, its aim becomes to sustain its existence. This leads us to the final set of questions of the study: How do protocols envision the future with or beyond their own presence?

			Endings and Beyond // Thesis 3: Protocols lack a future vision.

			In principle, protocols are premium tools for shaping the future. They are conceived as guiding principles for future actions, harnessing the potential power of coordination and hence should imply a vision of what is to be accomplished. However, do protocols possess intentions, a foresight of the direction in which these actions ultimately lead? What exactly do protocols strive for?

			I propose that protocols inherently lack a distinct imagination of the future that differs from the moment in which they emerge, especially when they are purely repetitive and operate with what I have called a circular temporality. Protocols are incapable of inspiring a vision of what lies beyond them other than a return to a past state. Their future is an extrapolation from past and present rather than an imaginative speculation.

			Much of this argument derives from the preceding hypotheses. I’ve established that protocols are reactions to imminent crises or uncertainties, that they are mechanisms for preserving environments. Again, paradoxically, when they try to shape the future by (re)orienting behavior, they are still oriented towards the avoidance of the crisis or threat that motivated their existence. In other words, protocols are means of solving problems of the past and present in the future without actually having an inspired vision of the future or an end-goal. In some instances, the means themselves may become the ends as social actors lose sight of the problems or crises of the past that the protocols were supposed to address and solve. We can examine this means-before-ends perspective from various angles.

			Social, convention-driven protocols most clearly become ends in themselves. The family again serves as an exemplary instance. Individuals adhere to the protocols of familial roles without substantial contemplation of its objectives or potential adaptability. This adherence is often due to socialization foreclosing a reconsideration of actions as protocolized.

			Optimization-driven protocols governing organizational realms can be likened to bureaucratic artifacts. Their continuous functionality might evolve into an end in itself without the requirement to question intentions or unintended effects. Some of these protocols might have a tendency to become material, and hence inert, as they become powerful. As David Lang, Drew Austin, and Chenoe Hart show in their essays, protocols can be materialized in hardware, infrastructure, or architecture which humans constantly encounter in their actions. As such, for better or worse, they will shape future actions, introduce trends, and become hard to get rid of again. Indeed, a standard’s success is often measured by its period of validity. This exemplifies the constraining effect of protocols.

			The dynamics appear somewhat different for technological protocols, or more specifically, the technological aspects embedded within protocols. In relation to these, we’ve explored the repetitive nature of their enactment, potentially fostering a spiraling inclination towards variation within repetition. These protocols can become shape-shifters, constantly evolving and reducing the timeframe of their existence as a singular instance within a continuum of interlinked moments across time. In effect, for these protocols, deeming a final goal beyond an iteration seems absurd. They must remain adaptable to the input of participants engaged in them, again leaving them without teleology.

			Blockchains may be an ideal-type example here. To cite from Sarah Friend’s essay advocating for scripts of digital death: 

			A blockchain in particular makes a certain kind of claim about time and permanence: that it is ongoing, that it is unidirectional, that the past is immutable, that it is singular.

			There is nothing that could perhaps supersede this closed logic of a digital heartbeat, there is only a repetitive rhythm pushing forward while going around and around.

			Consequently, I argue that protocols in all their various forms lack the feature of inherent future visions. Admittedly, they might be applied towards a future resembling the past, as in the case of emergency-brake protocols. However, they do not themselves possess innovative power, as coordinating actions toward a contingent, ever-shifting goal is simply not “programmable.”

			Rafael Fernández’ essay discussing web-based entities known as “swarms”—which rapidly and effectively coordinate towards immediate objectives—provides thought-provoking insight into this problem. Swarm behavior is innovative and dynamic precisely because it can be regarded as minimally protocolized, since swarm participants do not adhere to scripts, rules, or predefined roles for their collective actions. However, these phenomena operate within highly technologically protocolized digital environments. This leaves us with the questions of what constitutes participation in a protocol and within what actor-protocol relationship innovation or preservation is favored.

			————

			This essay has attempted to argue that protocols are tools to counter the uncertainty of crises, elicit coordination, and preserve manageability, but they do not lend themselves to reimagining futures. What is the significance of such arguments? 

			Initially, my investigations were motivated by skepticism about whether protocols are the way forward in a world riddled with urgent need for manifest change in the face of constantly worsening conditions like climate change and a questionable likelihood of a “serendipitous rescue.” More abstractly, my question was: can protocols function in emergency time—where processes accelerate and may reach tipping points without further space for intervention?

			A critical entry point to this skeptical attitude was to consider how protocols are sources of emergencies rather than solutions. After all, in “risk society” it is the inadvertent side effects of “successful” human activity on this planet which threatens human future in multiple ways. Much of this activity of course was enabled by protocols used in coal and oil production, industrial agriculture, and globalized trade—protocols designed without a full anticipation of their consequences. Of course, the analysis presented here did not falsify this hunch, yet it certainly complicated the position.

			If protocols are reliably a reaction to perceptions of emergency (Thesis 1), and this causality is not even especially salient in thinking about them, it might be because protocols have indeed successfully hedged threats and averted the worst. No protocol without crisis and uncertainty, and perhaps no crisis without a protocolized solution. If, however, protocols achieve this feat through the steady beat of coordinated routinization, this may seem at odds with the all-encompassing acceleration of time in a climate crisis.

			Clearly, protocols are not a revolutionary tool demanded to “treat the crisis as a crisis.” We should not pretend they will “save us” in themselves. Yet protocolization can leverage the power of coordination toward change, if the goals are given, the rules are simple, explicit, known, and adaptable, and the rhythm of repetitive enactment is steady and invigorating to a broad base of participants.

			How well protocols fit or how incompatible they are with the needs of an imperiled planet depends ultimately on human will, as much of the promise of protocols lies in the tense relationships between protocols and participants. Finding inspiration in a “livable future” for all remains the key ingredient.

			OLIVIA STEIERT is a Ph.D. student in sociology at The New School for Social Research in New York City. From a cultural sociological perspective, she studies how visual and textual discourses of climate change reverberate in society at the intersections of politics, science, and media. Her research aims at tracing the uptake of future imaginations contained in concepts, models, projections, and plans. www.linkedin.com/in/olivia-steiert

			Part 4

			Living with Protocols

			The Swarm Effect: China’s 2022 Covid Protests

			Anonymous

			Protests in China are not an uncommon occurrence, but the wave of demonstrations that swept the nation at the end of 2022 was anything but ordinary. These protests, ignited by widespread discontent with the government’s zero-covid policy, marked the largest mass mobilization since the Tiananmen Square protests of 1989. Unlike Tiananmen, however, these protests were more elusive, operating like a shadow that vanishes when exposed to light.

			Networked

			While most local protests in China tend to focus on specific, localized grievances, the 2022 covid protests were fueled by a widespread sense of injustice. Discontent against draconian covid policies and ­long-standing suppression of personal freedoms served as a unifying premise, orienting the protesters toward a common goal. 

			What set these protests apart from any that came before, including Tiananmen, is their highly networked nature. Before taking to the streets, protesters were already connected online, sharing and engaging with unified content. 

			These two defining characteristics—being oriented around a common grievance and being highly networked—elevated the protests to an unprecedented scale, spontaneity, and effectiveness. In essence, these protests were not just a crowd but a “swarm.”

			As defined by Rafael Fernandez, a swarm is a

			network of people, content, and bots with a shared orientation strengthened by algorithmic feedback loops of their ecosystem.656

			It turns out that the covid protests in 2022 in China were so powerful—the discontent spread so quickly online, it expanded so broadly yet without a clear border of membership, and the protesters eventually went on streets in multiple cities around the same time—exactly because of the swarm traits that they possessed. 

			On the other hand, the response and action taken by the government also seemed to be attacking the swarm traits, reinforcing the argument that it was precisely these characteristics that enabled and empowered the protests and thus made them targets of the government, an adversarial force. Therefore, studying how the 2022 covid protests in China took the form of a swarm helps explain why the protests were so successful and why swarms are so powerful.

			From Mourning to Shouting

			The genesis of the protests can be traced back to a tragic fire in an apartment building in Urumqi, a city in far western China. The incident became a flashpoint for public discontent when social media began circulating residents’ panicked conversations, reports of firefighters taking three hours to control the blaze due to pandemic restrictions, and footage showing residents unable to escape because their doors were locked—again, due to the zero-covid policy (Ramzy and Fan).657

			The incident served as a catalyst, summoning a swarm of content rather than people. The swarm was fueled not by individual actions but by the viral circulation of this content. It resonated deeply because it evoked memories of similar tragedies earlier in the year, such as a bus crash that killed 27 people en route to a quarantine facility (Dou),658 the death of a 3-year-old due to delayed care caused by covid restrictions (Dong and Wang),659 and the mass exodus of workers from a major iPhone manufacturing complex (Che and Chang Chien).660 These incidents coalesced into a single, potent grievance that acted as a “promise,” drawing people into the swarm. Given that nearly everyone in China was experiencing or had experienced harsh pandemic restrictions, this promise was exceptionally compelling, rapidly expanding the swarm and capturing the attention and empathy of online passersby.

			The amplification of the swarm’s promise was facilitated through a ­self-reinforcing broadcast mechanism. As people shared images, footage, and memes—like the white paper that became a symbol against government censorship661—they themselves became broadcasters, contributing to the networked nature of the swarm. This idea of individuals as broadcasters was exemplified by a Twitter account, “Teacher Li Is Not Your Teacher” (hereafter referred to as “Li”), which emerged as the central hub for disseminating protest information.662

			Faced with the threat of government censorship and the risk of identity exposure, people opted to send their content—primarily visual elements like images and videos, which are easily shareable—to Li for publication. This not only protected individual identities, encouraging more people to contribute, but also streamlined the broadcasting process. 

			Rather than relying on platform-specific algorithms, followers of Li’s account received a uniform set of content, ensuring synchronization within the swarm and making participation as simple as clicking the “follow” button. The rapid growth of Li’s Twitter account underscored the swarm’s swift formation and expansion. 

			From the Urumqi incident to the conclusion of the protests, Li’s tweets garnered over 1.3 billion views, and his follower count more than quadrupled to 860,000 (Lu).663 As Fernández noted, the success of such accounts lies in their ability to 

			provide a platform of connection to those with a common vision.664

			In essence, Li served as a broadcasting node, helping to orient the swarm around its central promise.

			Un-Orchestrated Outcry

			While Li’s Twitter account undoubtedly received the most attention and thus had the most influence, it’s crucial to note, as Xiao Qiang, a professor at Berkeley and founder of China Digital Times, pointed out:

			Like everyone in the protests, [. . .] Li is a regular person who rose to the occasion.665

			Li himself, who had no formal training in journalism, expressed in an interview that his account was “in essence, the same as many other ordinary Twitter users.” He attributed the trust people placed in him to his commitment to “reporting it in a neutral, objective, and truthful way,” “only report on what happens and not say a word more,” and not “add any personal flavor.”666

			This absence of a formal leader underscores a defining characteristic of a swarm as Fernández described: it is minimally protocolized. Unlike virtual organizations, which have explicit organizational protocols, a swarm has no “organization” in any traditional sense. It lacks a defined procedure for collaboration, a hierarchy, leaders, and a planning process for decision-making. Instead, a swarm follows nothing else other than the content-oriented around the promise.

			In the case of the 2022 covid protests in China, this dual nature of the swarm was exemplified by the emergence of various factions among the protesters. As Zeyi Zhang pointed out in the MIT Technology Review:

			Some only want to abolish the zero-covid policies, while others have made direct calls for freedom of speech or a change of leadership.667

			Whether they were in Shanghai shouting radical slogans like “Down with Xi Jinping” and “Down with the Communist Party,” or in Beijing waving the national flag and singing the national anthem, they were oriented around the same central grievance. In Tokyo, moreover, the diaspora divided explicitly into two groups: the “passionate” and the “gentle,” which coexisted peacefully as they shared a single promise with protesters inside China, despite having different means of achieving it. Li concluded, “the people protesting are clearly not a monolith,” indicating that the swarm was not a formation with defined boundaries.

			The swarm’s minimal protocolization also had implications for its membership. The lack of a formal structure lowered the barrier for entry and exit, thereby encouraging wider participation. As Fernández points out in his essay, accounts like Li’s 

			provide a platform of connection to those with a common vision.668

			This minimizes the cost and responsibility of joining, allowing even passive spectators to contribute by changing their profile photos to white as a symbol against government censorship. Such small actions became part of a larger broadcast mechanism, contributing to the attunement—“the ability to become mutually in sync”—of both contributors and observers.

			End of Fear

			The phenomenon of “attunement” in a swarm is a testament to the innate human tendency to mimic the behavior of others. In a swarm, this mimetic behavior serves to strengthen the collective orientation. As contributors add new content that aligns with the swarm’s orientation, observers are compelled to act in concert, thereby reinforcing the orientation even further. 

			In the case of the 2022 covid protests in China, this attunement had a transformative effect: it eliminated fear. Online, the act of changing one’s profile photo to pure white as a symbol against censorship set off a chain reaction, encouraging others to do the same. Radical posts that would typically be censored led to a cascade of similar posts. Video footage of local protests, disseminated through Li’s Twitter account, inspired others to report on protests in their own localities. On the streets, the sheer number of protesters served as a safety net, making it unlikely for the police to arrest large crowds. The courage of one individual voicing a radical slogan was often amplified by a chorus of others, emboldening the crowd. Protests in one city triggered protests in dozens of others the following day.

			Li himself, in a rare moment when he stepped out of his role as a depersonalized broadcaster to become an observer, revealed how this attunement diminished his own fears:

			When they shouted out “Xi Jinping, step down,” I suddenly felt it didn’t matter anymore. I can report this thing. I can type these words. If they aren’t afraid to say it, then I’m also not afraid to type it. That’s it.669

			Like Li, many found their courage bolstered by the perceived bravery of others in the swarm. This led to a rapid transition from online discontent to on-street protests, marked by louder voices, greater numbers, and increasingly radical slogans. As a result, online discontent quickly turned into on-street protests, with ever louder voices, more people, and more radical slogans.

			Herding Shadows

			As swarms grow increasingly networked, oriented, and attuned, the compounding feedback loop that strengthens their orientation also imbues them with escalating power and momentum. This surge in influence often invites countermeasures from adversarial forces—in this case, the Chinese government. Recognizing the swarm’s success in leveraging its unique characteristics, the government deployed tactics specifically designed to neutralize these traits. 

			These countermeasures fall into three distinct categories: discouraging swarm entry, de-networking the swarm, and disorienting its central promise.

			A primary tactic employed by the Chinese government to counter the swarm was to discourage entry by attaching accountability and responsibilities to participation. Authorities have fortified a police-led ­information-gathering network under President Xi Jinping, using big data and high-tech policing to identify and track down the instigators of the protests.670 These efforts effectively create a boundary for swarm membership by linking digital identities to real-life personas, aiming to debilitate the swarm’s ability to maintain anonymity. 

			For example, a month before the protests began in Beijing, the city’s Ministry of Public Security initiated a data surveillance project, which combined human analysts and automated tools to screen news and social media accounts around the clock for discussions that could escalate into dissent.671 This approach allowed the government to systematically punish protesters individually, thereby dissuading potential participants. 

			However, the loosely defined actions and content within a swarm present a challenge to this tactic. Because there are no clear boundaries for what constitutes participation in the swarm, the government resorted to ongoing expansion of its surveillance. Regulations now require all online sites to verify users’ real identities before they can comment or even like posts.672 This overreach not only discourages entry into the swarm but also has broader implications for internet freedom and privacy.

			The Chinese government’s second line of defense against the swarm was to dismantle its networking capabilities. Government censors swiftly deleted videos and photographs of the protests that circulated on Chinese social media platforms like WeChat and Weibo. Additionally, directives were issued to remove information about VPNs that could be used to bypass censorship (Lin).673 These actions were part of a broader strategy aimed at suppressing any “collective action potential” on the internet: rather than censoring criticism of the state, the focus was on silencing content that could spur social mobilization.674 

			However, the swarm’s resilience against these tactics revealed its inherent power. Swarms are highly adaptable and can exist in any networked space. Protesters resorted to alternative platforms, including dating apps and social media platforms blocked in mainland China, to evade censors. They also minimized the explicitness of their messages, keeping information to a bare minimum to avoid detection. Moreover, the swarm found ways to stay networked even within the limited space of freedom of expression. Tight-knit networks of friends traded information using a decentralized model,675 ironically enabled by China’s strict covid prevention measures which had fostered interconnectedness among neighbors, workers, and students. Interestingly, censorship might have inadvertently aided the swarm by keeping its content ephemeral. Once materials were posted to non-censored platforms, they could be re-imported and reshared within China using oblique language and editing techniques to bypass filters.676 This dynamic flow of content prevented the swarm from morphing into a more easily targetable entity.

			The third and perhaps most insidious tactic employed by the Chinese government was to disorient the swarm’s focus and unity. One method involved flooding social media with spam, including lewd photos and videos, to dilute politically sensitive posts and make them difficult to find. This tactic is often seen in Chinese overseas information campaigns and serves to divert attention from the swarm’s central content.677

			A third strategy used by the government was to introduce a false narrative or “fake promise” into the swarm. Nationalist commentators claimed that the dissenters were organized by clandestine foreign agents, aiming to sow doubt and confusion within the swarm itself.678 This tactic sought to undermine the swarm’s unified orientation by introducing conflicting viewpoints and suspicions. Lastly, the government sought to defame the swarm to prevent future occurrences. According to Taisu Zhang, a law professor at Yale, the protests could have acted as a “political off-ramp” for the government, lessening blame if the country suffers a wave of covid-related deaths.679 By framing the swarm as a potential liability rather than a legitimate form of dissent, the government aims to discourage similar collective actions in the future.

			———

			The 2022 covid protests in China broke the mold of traditional localized dissent, emerging as a resilient and adaptive swarm. The key to this resilience was the swarm’s minimal protocols, which granted it the flexibility to expand, adapt, and resist governmental countermeasures. These minimal protocols allowed for rapid expansion without the need for formal organization, adaptability in the face of censorship, and a unified orientation despite attempts to disorient or divide it.

			The swarm’s minimal protocols also revealed a revolutionary potential. They allowed for the inclusion of a diverse array of participants, united by a shared promise and orientation. Inclusivity and flexibility made the swarm a formidable opponent to traditional governmental control tactics, which were precisely targeted at under­mining the swarm’s unique characteristics. Yet, the swarm navigated around these obstacles with remarkable resilience, revealing both strength and revolutionary potential.

			As we look to the future, the implications of these findings are profound. For activists and protesters, understanding the dynamics of such minimally protocolized swarms offers a blueprint for effective collective action. For governments and institutions, it presents a challenge: how to engage with new, decentralized forms of dissent that can’t easily be controlled or disbanded. The 2022 covid protests may well be a harbinger of what’s to come, signaling a shift in the landscape of collective action in China and beyond.

			ANONYMOUS

			Killswitch Protocols, or On Engineering Recursive System Death

			Eric Alston, Seth Killian, and Garrette David

			Industrial man—a sentient reciprocating engine having a fluctuating output, coupled to an iron wheel revolving with uniform velocity. And then we wonder why this should be the golden age of revolution and mental derangement. —Aldous Huxley, Time Must Have a Stop

			Death poses hard questions. This is nowhere more acute than it is for those with the consciousness to value their own existence, such that we mortals tend to take death hard, to the very point of eponymity. A host of protocols for handling an individual’s death have emerged over the course of human history. Whether it be the death of a loved one or a beloved leader or celebrity, finally pausing one individual’s journey causes others to pause at least momentarily to recognize, grieve, and hopefully celebrate that which was so intertwined with others. Our communities can too be ephemeral, as ghost towns and bands’ final tours both evidence, which mean individuals’ deaths are more bound up in those of communities than might be immediately apparent.

			These mortal tendencies are present as well in our digital lives and the communities that spring up around them. Saved game files for a lovingly micromanaged RPG team or an exceptionally resilient FPS character are inertial data absent an interface with which to re-experience the digital environments that attracted a player in the first place. Examples of this abound in the modern era’s pace of technological change, like owning CDs without a CD player and lovingly recalling album art and track lists as evocative symbols of past moments. 

			These questions are made more salient in cases where a game environment is massively social and persists for years. As Sarah Friend explores in fascinating detail, the death protocols for digital communities merit consideration, not only because these lived experiences matter in their own right, but also because they shed light on a future where our analog and digital lives are increasingly intertwined.680 One point that brings this into stark relief is that of the “death decision” where an individual or community decides to pull the plug on a virtual environment where people once congregated, which depends on the volition of the individuals designing, powering, hosting, and maintaining these environments.
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			“EBR-I-SCRAM Button,” Wikimedia Commons. commons.wikimedia.org/wiki/File:EBR-I_-_SCRAM_button.jpg

			In the cases of profit-driven online role-playing games, pulling the plug has often been motivated by revenue falling enough below costs. Digital community death acutely characterizes the question: when, can, and should the death of systems be engineered? Some systems carry potential consequences so grave that their design is inextricable from the means by which they can be stopped—nuclear reactors in the United States have what is called a SCRAM button, which immediately stops the fission reaction. The first example of a nuclear killswitch was strikingly human, with a man with an ax standing next to a rod suspended by a rope. If the fission reaction began to spiral out of control, the man would cut the rope, causing a control rod to descend into the reactor and halt the process. Nuclear reactors are a striking example of a modern dilemma: we can engineer complex systems that can spiral out of control with staggering negative consequences. Industrialized society, then, needs an overriding failsafe that can stop the system. 

			Enter the killswitch: an engineered acknowledgment and accommodation of severe and unforeseen consequences. We are so confident that something wildly awful may happen, we engineer mechanisms to stop the entire system, including systems whose continued processes are ostensibly ­value-producing! 

			But value can oscillate quickly into costs and at such a magnitude that even precious systems must have a stop. This poses the question of how to shut the thing down, and who should make the decision to do so. While the options that have predominated up to now involve highly centralized control of the killswitch protocol, this form of engineered system death is also the least interesting from a systems engineering perspective because it boils down to designing a killswitch that a concentrated authority can exercise. Put differently, the centralized exercise of a killswitch punts on the hardest questions killswitches pose—who should exercise a failsafe and under what circumstances. While broader input into the exercise of a killswitch may achieve egalitarian motives, this also carries a heightened risk of attack or capture. These tradeoffs between governance options mirror those in most other contexts, although the exercise of a killswitch carries unique considerations that we explore throughout.

			Beneath these design considerations is the fundamental question of when intentional death of systems is desirable. Some systems, such as a derelict MMORPG, may have simply run their natural course. One common outcome is that without maintenance the MMO environment can be overwhelmed by pests like gold farmers or cheating players. For other systems, a killswitch is a temporary safeguard to prevent certain system processes from exceeding an intended function, like a circuit breaker that melts to prevent greater damage to the system. In other cases, system death is undesirable, especially if those who control the killswitch exercise it for adversarial reasons. This range in desirability of system death emphasizes the ubiquity of killswitch protocols and the importance of their design. Both considerations centrally motivate our analysis here.

			Killswitch Design and Governance

			Given how common killswitches are in human engineered systems, including digital communities, protocols have naturally emerged to govern their exercise. A killswitch should not be lightly engaged and, in some instances, cannot be reversed once the button has been pushed. The necessarily overriding power of these protocols within complex systems is clearly a double-edged sword. 

			At the one end of the continuum of governance choices for killswitches is the total reification of the protocol into an automated set of triggers. While this removes such an override from the control of a central authority, it also removes it from the control of those within the system that is being stopped, overridden, or indeed, killed outright. A killswitch that can only be exercised by a chief executive or similar governing council preserves human discretion, but similarly subjects this to the benefits and costs of concentrated authority. This governance can be checked and balanced as well, with certain systemic overrides or vetoes exercised by an independent authority or by democratic will. This shows how system overrides can vary from pure automation to democratic referenda, depending on the system.

			Except for systems for which automated execution is more tractable, like electricity transmission through a series of circuits or the exchange of unitized abstract financial instruments, systems that have a failsafe tend to require human judgment to execute it. As protocols govern complex human systems, they have consequences that people naturally seek to channel or avoid, depending on individual costs and benefits. If unchecked in their authority, those who control protocols can get away with a lot, which means protocols can themselves be dangerous, a concept explored in detail by Nadia Asparouhova.681 
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			«a killswitch on the world’s most dangerous device» Midjourney

			The risk of abuse of authority alone creates an internal demand for failsafes, in that their existence can check the excesses that unconstrained exercise of power can entail. Such failsafes can shape and constrain the incentives of all system participants, but especially the most powerful if they are subject to killswitch execution by a distinct class of participants in the system. The power of a killswitch thus constrains the powerful. However, within complex systems, there are no panaceas, only solutions that pose tradeoffs. These same constraints tend to come with caps on the total value capture possible within such a system or present a risk surrounding undesirable exercise of the killswitch protocol. Similarly, killswitch automation is not itself a foolproof solution and is impossible given the nature of the system being governed in some instances.

			The presence of effective killswitches can therefore directly affect the stance that those governed adopt toward protocols, potentially raising the awareness that there is a more latent system in place and provides an endpoint from which to consider the systemic structure created by protocol design choices. But setting aside total ignorance of the control systems to which we are subject leaves systems that either extract or apportion the efforts of the individuals within them. 

			These verbs are deliberately chosen to evoke the dystopian or productive character of the collective systems to which we belong, closely mirroring Angela Walch’s characterization of protocols’ effect: are participants reluctant and therefore resistant or fully conscious and thus willing?682 The latter class of system participants tends to be more productive. By the same token, however, being “fully conscious” of a protocol is, in some instances, antithetical to what a protocol does. Routinizing human behavior into a protocol can be characterized as a form of forgetting in the same way political engagement can feel exhaustingly endless. Full awareness of protocol engagement seems to reduce or even invert the value of following a protocol in many cases. It’s an expensive path that should not be undertaken for all protocols in all places. But a killswitch’s existence (and resultant responsibility borne by the stakeholders of the system being killed) may itself encourage protocol awareness.

			Checks on the power of the governors tends to induce more representative governance and, therefore, more willing and conscious participation. The mere presence of killswitches can prove a constraint on the excesses of governance authority. Executives subject to reelection or popular recall are forced to countenance the needs of those they govern in ways that dictators never do. Whether the killswitch alone can act against existing authorities or the system itself is constrained more generally, killswitch protocols are a coordination exercise. This representativity necessarily comes at the cost of expediency. A system without a killswitch is one where executive authority is comparatively unconstrained and can act without the approval of an additional class of system participants. Put more directly, such unconstrained systems can do more stuff: more “moves” are possible in this kind of system than in slower, approval-based systems. In cases of high stakes and high time-sensitivity (e.g., a building on fire, or a global pandemic response), autocratic systems carry an explicit advantage. Thus, a single authority exercising a killswitch protocol is more expedient than a system where the execution of the killswitch requires the input of many parties. The representativity of coordination comes at the cost of efficiency, at least with respect to the cost of reaching the decision itself.

			If the only cost of representative killswitch governance was efficiency, design of killswitch protocols would be far easier than it actually is. But in addition to coordination costs, these killswitches carry a far greater risk: distributed input on killswitch protocols increases the vulnerability to adversarial exercise of the killswitch. For example, nuclear launch codes can never be legitimately exercised by someone with adversarial intent—subversion or coercion is required. 

			In contrast, with publicly traded securities, those with intentions adversarial to those of the existing managers of a firm can gain control of the firm. Opening access to the tools of control is more egalitarian, but this unfettered ability to access the governance rights of the system at a market-determined stock price carries the consequences of transfer of governance rights to third parties regardless of their underlying intent. For those who agree with the motives of recent activist shareholder movements, this type of “democratized” control is normatively preferable. 

			Democratizing input to governance of killswitches may be understood as closer to a strategy (as opposed to a binary outcome), which can be employed by wide ranges of belief-holders. Indeed, Rafael Fernández explores the limitations and dangers of evoking a swarm, for perfectly distributed control defies centralized command. Swarms’ focus and direction are command capture-resistant.683

			For those who design and engage with complex systems with imperfect control, this tradeoff is a structural constraint. The relationship of increasing distribution and increasing adversarial surface area is not a flaw to be solved but a structural relationship. Like the top and bottom part of a drawn bow, these values move together. Considering them independently may push a protocol towards an unattainable target.

			While there are clear costs to democratizing decision-making, there are also substantial risks. But there are still clear net benefits in many instances, as the comparative outperformance of representative and constitutionally constrained governments around the world indicates. Given sufficiently stable periods in which constitutionally constrained systems can more effectively coordinate competing social groups, these systems tend to generate more social flourishing than autocratic alternatives. One explanation is that a system that enjoys legitimacy will motivate its members to give more to the system than a simple rational-interest calculus might suggest precisely because legitimacy fills in the gaps that the uncertainty creates. In private systems where exit costs are sufficiently low, oppressive governance cannot survive in the face of competing systems that offer participants more representative alternatives. There are, of course, other contexts in which centralized governance of killswitches makes sense, which can be tied to massive consequences from exercise (such as using nuclear devices), highly time-constrained environments, or requirement of specialized knowledge to adjudge when exercise of the killswitch is appropriate (such as very technical hardware or software systems).

			The extent to which a given human system needs to cultivate legitimacy ultimately depends on the purpose that system is designed to achieve and the broader context—including competitors and regulatory environment—in which the system operates. These human-designed and collectively populated systems are most commonly expressed as constituted organizations and therefore a killswitch’s legitimizing role within such organizations is greatly determined by the extent to which competing organizational alternatives exist. The intent of a human-designed system cannot be realized absent the context of a protocolized purpose. 

			Killswitches Straight Killing It

			The recursive override function of killswitches that we have described is more ubiquitous than the term might suggest. Our systems frequently require the presence of a method to prevent internal processes from spiraling out of control, to align incentives between system participants, to create a coordinating equilibrium among independent players, or to obtain a more democratic means of governance. As already emphasized, choice in killswitch design and execution carries complex tradeoffs for those subject to a system and its protocols. In this section, we consider killswitch protocols within commercial firms, data trusts, financial markets, gaming tournaments, and DAOs to derive generalizable design principles for killswitches.

			Workers and Their Killswitches

			A popular finding in the economics literature on organizations surrounds a feature once unique to Toyota assembly lines. In Toyota plants, the employee at each stage of the assembly line had the ability to stop the entire assembly line if they saw an issue or perceived a salient risk. Those familiar with modern assembly line manufacturing well understand how stopping the entire line is tremendously costly in terms of the plant’s output and is akin to calling a work stoppage. Furthermore, once stopped, the line can take a substantial amount of time to restart, compounding the costliness of such a decision. 

			The Toyota killswitch design choice creates a positive feedback loop. When a worker is confident that the urgency is sufficient to stop the line, having that option available to all means the plant is able to get more feedback and in much less prescribed ways. Higher performance resulted from better harnessing the knowledge that was local to each line worker. The decision to distribute killswitch control among all assembly line employees is considered to be a significant input to Toyota’s success compared to the U.S. auto industry over the same time period. 

			While it is likely that this killswitch protocol could only operate in the high trust environment that the company culture created, it nonetheless is a striking signal of the extent to which management trusted its employees to make decisions on behalf of the firm. Trust is a recursive feedback loop and cannot be enforced via contract. Judicious use of the killswitch by workers means Toyota gets high-impact, low-volume feedback from those closest to the product. In a culture of mutual respect, workers feel like they have a voice and are empowered by the trust shown by management. 
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			Photo by Greg Bulla on Unsplash unsplash.com/photos/white-and-black-switch-on-white-wall-Xlz-BS1BP_Q

			Of salient decisions to halt an ongoing process, union work stoppages rank up there. The ability to strike is central to a union’s authority to represent workers in a collective bargaining process with a large employer. The centrality of striking to aligning bargaining incentives is such that the right to strike is commonly enshrined in law. Yet the exercise of this particular killswitch is necessarily centralized, as a strike is only effective if a large portion of a given employer’s workforce walks out. Indeed, unions can fine members for failing to stop work when a strike is called and are notoriously unfriendly to the “scabs” who cross union picket lines. 

			Strike killswitches are not limited to labor contexts. The problem for individual workers — who are atomistic and relatively easy to replace compared to a monopsonistic employer — is quite similar to the problem facing users of large internet platforms. An individual user can quit any major platform, but their departure will have a negligible effect on the data the platform gathers, let alone the terms that give them near total control over individual platform users’ data. 

			Just as unions emerged to check imbalances in bargaining power between employers and employees, new data governance models are emerging, complete with killswitches. In the case of the Superset Trust, one of the world’s first special purpose data trusts, data contributors’ interests are represented by trustees monitoring use, users, and revenue derived from member contributors’ data. If the Superset Trust deems data uses or revenue to be at odds with member interests, it can exercise the circuit breaker function and batch revoke member consent to continue collecting or using the data. Like a general strike, the killswitch is not designed with intent for regular use, but its presence outside the control of the data’s end users aligns incentives in a way that is structurally analogous to the canonical work stoppages used by unions. 

			This makes the more general point that systemic similarities can provide fruitful grounds for understanding ideal killswitch protocols for digital contexts, for it is unlikely that a single killswitch protocol is optimal for all digital governance cases.

			Overriding Independent Agents

			Systems that rely on the aggregated behavior of many independent participants create their own unique challenges. Financial markets depend on a huge number of independent investors whose actions in the aggregate can lead to runaway outcomes like market crashes and financial panics. Tournaments with many individual competitors rely on rules whose intent may not be shared by all participants, a subset of whom would like to win at all costs. Decentralized autonomous organizations (DAOs) frequently aggregate funds for community public goods, but simultaneously create a pot of money that is both an attack vector and an often-undesired killswitch for the DAO itself. As human systems become more complex and more digital, these examples all help to understand the often fraught dynamics of killswitch design and execution.
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			«1980s stock market trading floor with hundreds of traders, bull market, commodities markets, evocative photojournalism» Midjourney

			Capital markets tend to have opening and closing times, before and after which trading is highly constrained relative to the volume that major exchanges have come to display. Yet in addition to well-known periods that capital markets are closed for exchange, these markets tend to reserve the ability to halt trading in certain stocks or even all market activity under sufficiently extraordinary circumstances. Argued as a limitation on market sentiments that can catalyze into a panic, stock exchanges halting trading in a given security is intended to serve as a pressure release valve, enabling cooler heads to prevail during the next period of trading. If a company’s indicators or related news event are sufficiently negative, a halt does not prevent markets from ultimately working, for such a stock is likely to suffer once trading reopens, absent a change in information or sentiment. 

			Financial market interventions display another important institutional characteristic of killswitch protocols: they can be tailored to specific components of a system. Stock exchanges can suspend all trading in extraordinary circumstances; a government can further intervene and close markets. Together these abilities display a characteristic noteworthy of nested killswitches: specific functions or the whole system can be subject to an override, depending on the trigger. 

			Interventions into a market of many independent participants can also have the opposite of their intended effect, either by creating a buildup of sentiment that is unleashed in a flood when trading reopens or through restraining the ability of liquidity to ameliorate the negative outcomes a shutdown was intended to dampen. Limits to constructivist intent within complex systems means killswitches will in important instances fail to fully restrain the system’s processes or carry unintended consequences when they do manage to do so.

			Even for a video game tournament (with increasingly large sums of money at stake), the rules tend to include motivations—the why in addition to the how. This is in part to cover potential rule violations that have no defined shape in gameplay itself, such as collusion among players. One common solution entails placing trust in a tournament director or general manager to adjudicate potential rule violations that are not definable in the code that governs individual play. This is necessarily a high trust evaluation—a killswitch for a competitor earning outsized returns on unanticipated strategy that is sufficiently outside the bounds of fair play as broadly understood. This looseness in rules, decided at the sole discretion of tournament directors and general managers, dissuades players from pursuing meta-strategies beyond the object level of the game. Any competition will naturally invite players to pursue value at the margins (e.g., improved seeding, extra time to make a decision, side preference, etc), but without this oversight, the risk of outsized rewards where someone wins by playing around the rules rather than within them increases. Cheat-like behavior is very hard to distinguish from excellence. Worse, the wider the participation in the protocol and the more value stored, the more one can expect these incentives to distort behavior. Discretionary disqualification is the threatened killswitch in these contexts that serves to align players’ incentives to contest within the rules, as opposed to skirting them in ways system designers never intended. 

			While a retelling of the DAO hack on the Ethereum network would exceed the constraints of this article, the now-infamous episode in cryptocurrency history has several generalizable lessons pertinent to understanding killswitch protocols. A hacker discovered a bug in the way money could be withdrawn from the collective investment vehicle that was “the DAO,” and exploited this to siphon off a large amount of ETH. Most obviously, this event shows how exit from a system can itself be an attack vector and cause the death of financialized DAOs, both through unauthorized withdrawal, but also due to the potential collapse of the beating financial heart of a given DAO. The DAO hack was big enough to pose an existential threat to the Ethereum core protocol and effectively taint all funds in the market. 

			The DAO hack is a specific example of the general phenomenon of how exposure to financialization or other tradeable within-system goods creates attack vectors. These vectors are naturally pursued by self-interested agents within the system to the degree that the original system is successful in capturing value. This pattern is so structural it is likely something that system designers must manage, as opposed to being something that can be “solved” through mechanism design. DAO deaths have not been limited to the original DAO whose spectacular demise led to the birth of Ethereum Classic. Many DAOs need operating funds in order to engage, which has resulted in transaction fees on a particular DAO being partly diverted into a public treasury that can be used to fund public goods for the DAO. As several DAOs like Rook and Mango have found to their chagrin, subjecting disbursement of treasury funds to a known tokenized voting rule legitimizes a raid according to the rules, with groups like “Risk Free Value Raiders” organizing to deplete treasuries by buying governance tokens sufficient to sway funding outcomes at a cost lower than the amounts being disbursed. Risk free value, indeed!

			What Can Our Killswitches Teach Us?

			At a more structural level, the issue of clearly defining the “public good” for a given system itself outstrips the ability to define all margins of this good. In the case of DAOs, certain components of organizational processes lack sufficient resolution for algorithmic reconciliation, which then leave it up to governance token holders to determine what is in the collective good. While lining the pockets of current token holders is not a typically defensible public good, there is an interesting argument to be made that depleting a common treasury actually removes the fiscal engine that powers a managerial group exercising authority over the DAO commons, such that even raiders may have a narrow public good argument upon which to ground their clearly self-interested actions. What if raiders are merely correcting the system to be truly decentralized and therefore not subject to stringent regulatory authority? While we take a dim view of the nobility of DAO raiders’ motives, this example does emphasize how the justification for exercising a given killswitch can very much tend to be in the eye of the beholder, and relies on the understanding of a given community or system’s purpose that outstrips cleanly automatable triggers like the amount of electricity intended to run through a system. 

			Killswitch existence and proliferation means that systems designers accept that running a system over time is expected to generate novel and unanticipated costs. Stuff happens. The environment shifts. The incentive structure over time distorts behavior in ways that alter the environment for which the protocol was originally developed. Trust concentrates risk while trustlessness can distribute risk. Yet both high trust and low trust approaches to protocolization can create attack vectors. The risk associated with these attack vectors can be mitigated, but generally cannot be completely removed in a cost-effective, value-capturing way. Either approach will return different value depending on the environment in which it is enacted. A great protocol operating in the wrong context can be as disastrous as a bad protocol. No object-level set of rules can block attack vectors targeting the rules themselves. You can invoke a fuzzier “why” behind the point of the protocol to adjudicate meta decisions (like engaging a killswitch) and this can work admirably (as in the case of the video game tournaments), but will lack the resolution required for automation. Indeed, an early AI told to “win” a racing video game obtained maximum points by capturing valuable side items, but lost spectacularly due to the system designers forgetting to enshrine winning the race itself as a primary objective! 
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			«scram button on a nuclear power plant control panel, 1960s film photograph, close up of scram button» Midjourney

			Successful protocols harness value and concentrated value increases risk. Value attracts treasure hunters and rewards treasure-hunting mindsets and strategies, which naturally limit the trust a system can obtain. As any dragon will tell you, accumulating a treasure hoard of value naturally invites treasure hunters, of many motivations. Fruit trees attract sugar-seeking pests. Concentrated fruit trees (as in an orchard) may attract pests in such a concentration that they may collectively—through no specific desire or intention—destroy the orchard and its associated value entirely. This is also a risk associated with private equity corporate takeovers. Importantly, though, value can take many forms, from gold to fiat currencies to social status to familial obligation, such that this is another margin of consideration for killswitch design and execution—what type of value does the system concentrate?

			Another distinction between killswitches that our examples illustrate is between killswitch execution in adversarial versus cooperative contexts and how the chosen protocol can partly determine the level of cooperation a system can obtain. In the Toyota example we saw a case where killswitch control created a more productive work environment by facilitating a high-trust environment. In contrast, unionized workers’ right to strike tends to be enshrined in collective bargaining agreements themselves, as are other components of the employment environment that employees tend to care about deeply. But rigid delineation of these terms creates a more adversarial stance, with workers (and union bosses) demanding every iota of what they’re entitled to and employers interested in ensuring that not one iota more be granted. Killswitches can thus be part of a protocol that cultivates trust among system participants, or one that cements the adversarial nature of relationships within the system. While both high and low trust environments are likely to persist into the future, it is worth considering this specific feature of killswitch protocols when engaging in system design in the first place.

			At a system level, our examples show that the ongoing vitality of a system may be inextricable from the death decision. A common pool of money over which to coordinate can become a DAO’s fatal flaw just as a common set of rules under which competitors should abide tend to require human judgment for the edge cases where someone wins by subverting the intent of the rules. More generally, these examples also show the risks of decentralized control of system processes, including killswitch protocols, for exit options can be exercised by those with orthogonal or adversarial intent to the resilience and flourishing of any system. Who controls the killswitch also controls the system’s survival, to put it most bluntly.

			———

			The etymology of circuit breakers tracks their first use by Thomas Edison, a use which only grew with the tremendous spread of electrification into the twentieth century. The words fail-safe and (mechanical) override are tied etymologically to the late 1940s, as the widespread uptake of human-engineered systems like airplanes and automobiles increasingly placed their users in places of mortal risk. Killswitch has a less well-defined etymology, although its emergence is clearly tied to the presence of shut-off switches in a variety of increasingly complex and risky machinery. In many instances, these automated shut-offs are triggered by the separation of the human in control of the machine from the machine itself. A speeding motorboat pulling a water skier can rapidly become a death sentence in the predictable moment when a rogue wave knocks the driver out of the boat; many machines can make nightmares of their intended functions—even paper clip manufacturing may become a deadly objective when pursued by fully automated agents.

			Yet the need for a recursive override governing complex systems is not limited to the mechanized contexts that gave birth to killswitches. Indeed, political concepts, like using separate government authorities to check one another and popular referenda as an executive recall mechanism, are ancient compared to the invention of the airplane and automobile. Public governments and private organizations are complex systems with potentially perverse consequences if left unchecked. Due process has come to mean a substantive check on procedurally sufficient processes. Most recursively, even as fundamental of a ruleset as a constitution must contemplate its own means of amendment. Thus, the beneficial effects that institutional design provides in coordinating collective action in complex social orders carries its own endogenous need for killswitches.

			In the cool new digital frontier involving transparent and distributed governance of data and coordinated units of account, we’re seeing increasing automation of components of organizations, as well as governance contexts that facilitate greater distributed control of system components, including killswitches. Vexing recursion abounds here, though! Increased automation begets an increased need for killswitches both to ensure this distributed control, but also concomitantly greater dangers, per the increased costs and risks we have identified. One cause for hope surrounds how software tends to depend integrally on hardware, such that software that cannot be killed through its own code may still have its own Achilles’ heel when it comes to pulling the proverbial plug.

			Killswitches’ emergence within complex systems suggests an inherent efficiency to their designed presence. Control of a killswitch can vary from fully automated to highly distributed and any choice along this continuum of killswitch governance should be assessed considering the context in which the killswitch will be executed. Automation is predictable and not subject to human subjectivity once implemented, but is also rigid and thus lossy relative to the dynamic demands of an unpredictable world. Centralized control benefits from specialization and speed, but can result in capture or misalignment. Distributed control tends to be more representative and transparent, but also is more costly and subject to special interest influence. More acutely, killswitches create a unique attack vector for adversarial interests that can obtain sufficient influence within a distributed system, making the question of killswitches (and their close conceptual bedfellows) a critical consideration for protocol designers of distributed networks, both because of their relative benefits in semi-automated coordination contexts, but also because of their unique benefits and risks in furtherance of the dynamic representativity for which many of these systems strive.

			Killswitch protocols are an increasingly essential design component within complex human-engineered systems. They are also eponymously deadly and functionally so by design. Their increasing prevalence in semi-automated digital organizations means greater attention should be paid to their history, design, and inevitable shortcomings. It is our hope that our brief survey introduces their relevance to the protocol designers confronting this brave new world.
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			Capital and Enclosure in Software Commons: Linux and Ethereum

			Trent Van Epps

			Entities that extract profits from software commons like Linux and Ethereum have the greatest incentive and capacity to co-opt them.

			1. Common and commons

			As Giuliani & Vercellone argue, common is a mode of resource production in the same way capital is.684 These modes have internal ­logic[s] (Wright, 2020) which animate productive entities (e.g., commons, companies).685 The allocation of benefits produced by the entity determines which mode it aligns with.
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					Common asks: How can the benefits/assurances/surplus value be distributed to the largest public?

					Capital asks: How can the benefits/assurances/surplus value accumulate to private entities?

			

			The standard framework for comparing the resources produced by these systems considers two main characteristics:

			
					Excludability: can anyone be prevented from using the resource?

					Rivalry: does someone’s use of the resource prevent another from using it? This term is also known as subtractability: to what degree someone’s use removes a portion from the total available.
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			Adapted from Nikander et al. (2020) and the Fractal ID Team (2021)

			Software (e.g., Linux, Ethereum) is a Symbiotic Good:

			
					Anti-rival: From Nikander et al. (2020): “For many digital goods, their real (social) value . . . increases the more they are used, in stark contrast to material goods, whose value almost always decreases as they are used and consumed.” As a software protocol is more broadly adopted, each user benefits from a wider array of associated services, products, shared local knowledge. As digital artifacts, the cost to produce one additional unit is negligible (i.e., approaches a marginal cost of 0).

					Non-excludable: Open Source Software (OSS) licensing enables actors external to the production process to use, modify, and suggest changes to the software. Different licenses on this software can create different levels of excludability, but the overall expectation is that others will use and modify the software, and that the code is publicly accessible (aka “source available”).

			

			Commons

			Each commons is a local manifestation of the greater common mode logic. Here’s my framing for how they produce and allocate resources.
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			Peers

			A set of individual actors come together to build something of mutual interest. As peers hosted within a commons process, they share the responsibility of shaping the system. They bring their unique perspectives, experiences, and tools which inform their labor.

			Constraints

			The labor of contributors is structured within constraints:

			
					Pre-existing: the weather of a particular geography, the licenses attached to existing software

					Self-imposed: social/political/economic relationships, decision-making, norms, frameworks of production, etc.

			

			Constraints define the obligations expected of and rights given to contributors. They also directly affect the inherent characteristics—the shape—that the resource takes on.

			Resource

			The underlying process, resource output, surplus value/positive externalities generated in the production are all fully available to the entire contributor graph. It’s unlikely that commons resource would be stewarded in the same way or have the same characteristics outside this set of peer relationships. Yochai Benkler describes this dynamic as “commons based peer production.”686

			It’s interesting to frame the resource and its structure as an entity, or an “egregore.” This is a non-physical being which

			exists in virtue of the collective ritual activities of a group yet operates autonomously, according to its own internal logic, to materially influence and control the group’s activities. The group creates the egregore, and the egregore creates the group, in a self-reinforcing feedback loop.687

			Enclosure

			In the common mode of production, the benefits/assurances/surplus value are under the domain of involved peers. Because commons are suited for producing unmonetized and yet still valuable artifacts, other modes like capital find their way to the edges. This produces a dynamic where external actors may encroach on the peer production, or co-opt part or all of the resource output towards private benefit. Academia calls it “enclosure,”688 Birkinbine calls it “incorporation,” and the Ethereum community calls it “capture” or in another frame, Moloch: the God of coordination failures.689

			The phenomenon is a suffocating constriction of the possibility space.

			[image: ]

			The diagram above illustrates a company or a former commons—now fully enclosed by capital. The resource output (i.e., surplus value) is only allocated to a subset of the membership.

			Consider the historic enclosure of English pastures.690 These shared spaces provided grass to support livestock, which in turn produced manure for fertilizing fields. This production was maintained through social agreements between the local community members.

			However, things changed with the royal appointment of a new baron. As he erected walls and combined plots, the previous stewards were prevented from utilizing the land according to their “ancient customary rights.” These have been superseded by a new framework, with the baron and his house at the center. This new dynamic is bootstrapped under a regime of physical violence, and normalized over time by social, political, or religious justification.

			Digital objects are able to sidestep some pressures which physical objects cannot. However, subtle but dangerous encroachment may surface in the political, social, or technical processes of software production. In fact, the surplus value bound up within the anti-rivalry of networked protocols may make them even more attractive.

			2. Software Commons

			This next section will examine Linux and Ethereum as software commons, including their:

			
					Resource outputs

			

			Who can consume them?

			How are they used by contributors or others not involved in production?

			What are the unique characteristics that they have?

			
					Constituent parts

			

			Who can contribute to stewardship?

			What types of labor are needed?

			Which frameworks guide the work of contributors?

			
					Capital entities

			

			How do they engage with the output or the production process?

			What does enclosure look like?

			As you read, consider the similarities and differences between the two projects. What can the Ethereum community learn from Linux’s 33 years?

			2.1 Linux

			Linux was started in 1991 by then-student Linus Torvalds. In 2001, Microsoft’s Steve Ballmer called it “a cancer.”691 Today, the project has grown to become what many consider the largest collaborative development project.
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			Peers—Developers

			As of the December 2022 6.1 release, the vast majority of Linux contributors are employed by companies who offer Linux-related products or services. Contributors with no company affiliation were only 4% by changesets/PRs or 2.8% by lines changed. The largest employers were Huawei (9.2% by changesets/PRs) and Oracle (12% by lines changed).

			Constraints—OSS norms, BDFL, GPLv2

			
					OSS etiquette—e.g., detailed pull requests, bug reports.

					Social dynamics: contributors must cooperate to create software of this scale and complexity. Linus has been unofficially designated BDFL (benevolent dictator for life). The term recognizes the significant weight, and even deference, the community gives his opinions on the direction of Linux.

					Legal frameworks: the General Public License v2 (GPLv2)692 allows software to interface with the legal system. “You may copy, distribute and modify the software as long as you track changes/dates in source files. Any modifications to or software including (via compiler) GPL-licensed code must also be made available under the GPL along with build & install instructions.”

					Labor hierarchies: formal/informal teams work on different parts of the kernel. Various roles include writing code, reviewing, testing, long-term maintenance for older versions, who has merge access, etc.

			

			Resource: Kernel

			The Linux kernel is the resource produced by this commons process.

			
					The core component of the Linux operating system (OS), made up of 30mm lines of code

					In contrast to most web standards, no spec. According to Linus, “specs are close to useless.”693

					Low excludability: the kernel source code is available for anyone to use.

					Anti-rival: one person consuming (reading or running) this digital code does not restrict another’s ability to do the same, and they both benefit from there being more Linux users.

					The kernel cannot be run as user software in isolation.

			

			Expanding the Linux commons

			The kernel ecosystem is extended by other communities and projects, here under the umbrella of consumers and producers of kernel related software. Software commons are especially generative in how they allow adjacent ecosystems to emerge.
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			One of the main community types are called “distributions,” aka “distros” (DIST 1-4). They extend the kernel to create useful software for end users, e.g., Ubuntu, Fedora and Debian. Other non-distro software projects (SW 1, 2) create a wide array of distro related plugins and tools. These projects share some important resources with the base commons:

			
					Resource: All projects must interface with the kernel source code to varying degrees

					Contributors: some may be part of both the distro and kernel production processes.

					Constraints: core norms and frameworks likely carry over. but it’s also possible they get diluted with distance, or the project hosting context, e.g., within a large commercial entity vs. as a small community project.

			

			User-bound state

			Each square is an instance of distro software being run by a user, whether they are individuals, teams, or organizations. The boundaries of each running distro system traces the shape of each user profile, e.g., a corporation running an enterprise Linux OS to manage internal processes, customer records, etc. The software is inward facing.

			User feedback is an important part of software commons: what’s working, what needs to be improved, and feature requests.

			Linux enclosure

			I will caveat this section by acknowledging that companies (and their employees) engage in the commons as a condition of their environment, not as abstract adversarial actors. Enterprise software purchasers want certain guarantees when purchasing software: contractually obligated long-term support, or an entity to serve suits to. Though it may be harder for a commons to provide these same guarantees, it certainly doesn’t justify the negative effects brought by conflict between the two modes of production.

			Further, the size and complexity of the Linux commons makes it unlikely to ever be completely enclosed (i.e., the medieval pasture example in the first section, a single entity controlling production). There are significant costs to production which would eat into the benefits realized by free-riding on the surplus value of the commons.
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			Enclosure happens in degrees, starting at the edges and working its way in. Commercial entities engage in shared production so long as it serves their profit motive.

			
					Commercial entities hiring/acquiring kernel contributors grants access to their social/political/technical capabilities at the center of the commons. It ostensibly appears as a positive move to share the responsibility of commons stewardship. However, through incentives, pressure, or inertia, employees may end up aligning more with the goals of the employer instead of what the commons needs.

					Commercial entities may also act as a legal host for a distro community, or deeply align their products. In Linux, capital entities are able to fully enclose/host entire distros because that’s where the software production process ends.

			

			In both of these approaches, contributors simultaneously participate in the common and capital modes of production. Benkler describes this as “the boundary of the firm becom[ing] more porous.”694

			Case study: Red Hat

			Founded in 1993, Red Hat (RH) has decades of Linux grassroots experience. They’ve used that to build what some call the most financially successful open source company, leading to a $34B acquisition in 2018. However, this path to success has often come at the expense of commons stability. Consider this 10 year progression:

			
					In 2014, RH “partnered” with CentOS: a struggling distro project. RH believed the state of the project reflected poorly on their work. In exchange for legal support, job security for contributors, and stability, Red Hat was given a permanent board majority and de facto control of the project.695

					In 2019, RH was acquired by IBM. Company posts from the time claimed that “Red Hat’s mission and unwavering commitment to open source will remain unchanged.”696

					The honeymoon didn’t last very long. In 2020 RH deprecated CentOS, which had by then been reinvigorated as a popular community distro. Future work and support for past releases was terminated. RH directed previous CentOS users to CentOS Stream, a new project missing most of the “Red Hat Enterprise Linux” (RHEL) compatibility developers were looking for.697

					In 2023 RH restricted access to RHEL source code—their flagship product. Many in the Linux community believe this violates the spirit of long-standing GPLv2 licensing norms.698 Even though RH employees “were also conflicted about the new policy,” the external interests of the commercial actor ultimately trump their employees’ well-intentioned posture towards commons norms.699

			

			A relationship which depended on the health of the commons became more clearly representative of investors and capital.

			Seeking resources to sustain their efforts, grassroots communities may unwittingly shape themselves to accommodate entities uninterested in the health of the commons. When priorities shift, capital is happy to disengage from committing resources. This dependency dynamic introduces the risk of structural instability for the greater self-reliant commons.

			At the end of the day, ­capital’s bottom line is top of mind.

			2.2 Ethereum

			Ethereum was announced in 2013 by former journalist Vitalik Buterin, and went live in 2015 under the audacious tagline of “world computer.” In 2018, venture capitalist Fred Wilson suggested in strong terms that “Ethereum should be more like a company.”700 Today, it has become the world’s largest blockchain network.
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			Peers—Developers, Researchers, Facilitators

			People with expertise in the areas of distributed systems, networking, game theory, mechanism design, cryptography, virtual machines, etc. These individuals include:

			
					Developers: maintaining and preparing client releases. Sanity checking research ideas for practicality and viability, implementing proof of concepts.

					Researchers: dissecting the realities of the network as it exists today, understanding deficiencies that can be improved in the future, crafting proposals to make it more robust & censorship resistant

					Facilitators: coordinating network upgrades, ensuring upgrades balance the needs of the ecosystem and the protocol, and devops, security and testing in support of client teams

			

			For-profit and nonprofits provide many contributors with financial support in a variety of forms. There are some unaffiliated individuals who contribute on their own for a variety of reasons, including curiosity, intellectual challenge, respect from peers, etc.

			Constraints—ACD, EIPs, Specs

			In addition to OSS norms found in the Linux Commons around respecting licenses and collaborative efforts, the Ethereum community holds shared values:

			
					censorship resistance: including both accessibility for users, and decentralization for the network

					autonomy/self-determination

					permissionlessness

					privacy advocacy

			

			Venues like the All Core Devs call,701 Eth R&D Discord, ethresear.ch,702 and Ethereum Magician’s forum703 host discussions for a globally distributed contributor set. Participants are able to build consensus around which particular changes are of highest priority.

			The EIP process structures the way changes to the protocol are specified.

			Ethereum Execution Layer Specification (aka EELS),704 Consensus Specs,705 Yellow Paper,706 Ben Edgington’s Upgrading Ethereum707 — these specifications and related items are an important set of artifacts that steer how the protocol develops and describes itself. They range from the purely representational to functional testing components and are used at various points in the network upgrade process. This library of references is a key enabler for Ethereum’s robust offering of 10+ unique clients which can all interoperate within this distributed system

			Social dynamics: there is no single leader. Even though Vitalik’s opinions do hold significant weight, he has largely stepped back from regular involvement in core protocol stewardship. He doesn’t have any override power if social consensus disagrees with his perspective.

			Resource—the Ethereum commons

			The Ethereum commons produces a body of software artifacts which can come to consensus on the output of EVM computations run in globally distributed environments. This is a collective snapshot of what the Ethereum protocol is today and what it might look like in the near future. It reflects the values of its contributor set, is available for anyone to explore, and is open source.

			This includes the client software which can read and write to EVM state. Each Ethereum client implements the spec with opinionated decisions on the language, features, database, research areas, and more:

			
					Execution layer—Erigon, Besu, Geth, Nethermind, Reth, EthJs

					Consensus layer—Lighthouse, Lodestar, Nimbus, Prysm, Teku

			

			While many of the full-time contributors to each project are paid by a commercial entity which acts as the “host,” the set of contributors is typically broader than just the entity itself. The diversity of client approaches is the product of and reinforces the norm of political polycentrism. In an ideal case, there is a healthy distribution of many client types. This produces a more technically robust, fault-tolerant network. For example, a client in a new language opens a path to Ethereum contributions for any developer in that community, while also providing protection against issues that might appear in other languages.
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			Embedded capital resources

			The fact that the Ethereum commons produces a blockchain and not another form of software has important implications.

			Usable right away

			Whereas the Linux kernel doesn’t produce anything for users until distros add their features, running Ethereum software produces a usable artifact right away. From the genesis block, Ethereum has always had a broad range of individual enthusiasts, communities, organizations, and infrastructure all using the chain at the same time. While this brings a welcome variety of use cases and perspectives, it can sometimes be challenging for the commons stewards to set feature priorities.

			Single global artifact

			Operators from around the world run the client software releases and come to consensus on a single instantiation of state and history (i.e., “mainnet” “chainID=1” “ETH L1”). In contrast to Linux (the kernel doesn’t produce anything on its own, distros needed to produce many isolated/private instances), the Ethereum software commons outputs a single, public software artifact. This is a globally distributed system, a world computer. Users running the software as part of consensus activities are an important part of the feedback loop.

			Reading state + history is low ­excludability, anti-rival: the more people using and referencing EVM infrastructure, the greater the value to the individual user. Anyone wanting to access this data can by running their own node. The chain data can be called a “Knowledge Commons”—the records are available for anyone to verify: a widely available, rich dataset of organizational, financial, and cultural relationships.

			Writing to state is low excludability, high rivalry: the number of concurrent users is capped by the block gas limit to ensure that resource requirements for node operators don’t grow too quickly. While it is a digital object, there are constraints to be mindful of: cost of storage, bandwidth, compute, etc. In the happy path, the network participants only discriminate based on the fee offered by each transaction to write to the state. As Ethereum scales its trustless settlement assurances through Layer 2s, the degree of rivalry will decrease.

			Embedded capital engines

			Perhaps most significantly: the Ethereum commons has capital circuits directly embedded within itself at the level of production. Monetization/productization/commodification isn’t added later by an independent company (as in Linux): the software is birthed with perpetual incentives.

			
					Proof of Work consensus depended on financial incentives, and Proof of Stake introduced an even more direct relationship between capital and consensus. This area of the protocol also sees growing engagement from extra-protocol actors (e.g., commercial staking services, liquid staking providers, restaking systems, etc), each with their own incentives.

					The native asset ether (ETH) is used to pay for state changes, and to reward validators for participating in consensus which advances the chain. While Ethereum’s lack of onchain governance prevents capital having a direct voice (in the form of ETH) in stakeholder decision making, the asset holders may try to steer the protocol down suboptimal paths.

					Blockspace (and any associated MEV708) can be considered a separate infrastructure/resource supply chain

			

			In the perspective of this article, the embeddedness of capital feels contradictory, and potentially counterproductive to commons stewardship. There’s a universe of possibilities, with two defining frames:

			
					Capital and the protocols/parameters it manifests as are ultimately subject to the influence of the software commons contributors. This allows for a healthy counterbalance to any influence capital is able to exert through the actors engaged in these systems.

					The close proximity causes unforeseen challenges to ongoing protocol stewardship. Capital creates more instability, unpredictability, and faster (and more complete) enclosure in the underlying commons.

			

			Expanding the Ethereum commons

			The broader Ethereum commons includes ­producers and consumers of EVM blockspace:

			
					Projects which modify the commons software to produce additional differentiated instances of EVM state/history/blockspace, e.g., other L1s, L2s

					Users transacting

					Applications developed by teams create demand

			

			A broad array of entities are implicated in this production process because of how they share resources and constraints:

			They must share code, software, information: all actors are building off of the EVM

			They might share the labor of individuals. Their efforts may shape the core protocol to benefit all other blockspace producing/consuming actors (e.g., EIP-4844) or in the degenerate case, a single L2 trying to influence protocol decisions in their favor. The overlaps are illustrative and do not generalize to every occurrence of the type.
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			They might share norms on how to produce/steward the software.

			They might share the same blockspace/state/history: network-bound state. This enhances the anti-rival characteristics of the resource.

			
					Independent EVM chains, e.g., L1 Y. there is no blockspace relationship

					EVM chains which have (or are working towards) trustless guarantees for passing state between them (canonical bridges)—L2 A, L2 B. They consume state on the Ethereum L1

					Applications creating demand for blockspace

					Individuals consuming blockspace

			

			To engage with the Ethereum software product, all of these actors are required to step outside of their immediate domain. Practically, this means they can’t ever have exclusive control over the underlying software production or the resulting blockspace.

			Ethereum enclosure

			I’d like to preface this section with some caveats.

			
					It’s possible for companies to share the values of the Ethereum commons. Companies are not default evil, and neither are companies with differentiated revenue streams. However, the fundamental goals of capital and the commons are incompatible.

					Though money/assets/resources will always be part of the commons management process—its effects are most strongly felt when it’s seeking a return.
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			A large multinational corporation has projects adjacent to but outside of the commons. They acquihire the team building a Layer 2, which gives them access to the political/social relationships which comprise the Ethereum software commons.

			Superficially, the goals of capital and the commons may seem coincident as “grow the impact of the blockspace product/system.” In the short term, and as expressed by individual actors, this may actually be true! However, on longer timelines, these goals are ultimately conflicting in terms of who the benefits accrue to, and in what form.

			The commons asks: How can the benefits/assurances of the system be scaled to the largest public?

			
					Lowering barriers to verify state validity (running a node)

					Lowering barriers to produce blockspace (validating, censorship resistance)

					Lowering barriers to consume blockspace (permissionless user access, censorship resistance)

			

			Capital asks: where can private benefit be extracted?

			
					Inserting into/extracting profit from state verification (explorers)

					Inserting into/extracting profit from blockspace production (MEV, hosted validation)

					Inserting into/extracting profit from blockspace consumption (user experiences, products)

			

			There are constraints on what capital can do in pursuit of these goals, including to what degree and by what methods (how easy it is to fit to the capital entities chosen form):

			
					Isolated entities cannot fully enclose blockspace production systems without compromising crucial characteristics, i.e., availability, credible neutrality, censorship resistance.

					The EVM ecosystem shares the same ­public/private key infra, making user lock-in to a particular product less feasible—this increases user agency.

					Relative to Linux, the EVM ecosystem is a public system that lends itself to decomposition of the blockspace production stack, aka “protocol surface area.” This makes it harder for any single capital entity/small group to dominate (absent cartelization) over longer timelines. Ultimately, “big C” Capital benefits even when projects fail to build profitable product and cycle out of the ecosystem.

					In the same way the expanded commons takes on some of the constraints, any systems integrating/layering on top have to be designed in a particular way. Both technically and legally with regard to OSS licenses.

					Relationships between blockspace (e.g., L1 and L2) cannot be broken without fundamentally changing the nature of the blockspace.

			

			Given these limits, capital may turn to commons governance (i.e., any future protocol changes, aka the “process”) to give voice to its interests. This may materialize as:

			
					Commercial entities (e.g., Layer 2s, investment firms) competing between each other to influence the shape of core protocol features to their or their portfolio companies’ benefit or to prevent others from benefitting.

					Larger companies hosting client teams in order to access/leverage their local knowledge/position in the commons production, either by permanently acquiring a team or short-term consulting.

					Legacy organizations looking to stay ahead of obsolescence (e.g., web2 dipping its toes into web3) or to create regulatory moats.

			

			Downsides to these actions include:

			
					Capital biases towards speed, not long-term sustainability. Timelines shorten to match the short-term benefit of actors, rather than the long-term benefit of the broader commons and the public welfare it is capable of producing.

					Commons stewardship that leans too heavily on the presence of capital (extrinsic motivations) risks crowding out intrinsic motivations (e.g., vibes, respect from peers, challenging oneself).

			

			3. Conclusion

			Software commons are an increasingly important part of our daily lives. The people and frameworks involved are able to provision novel goods outside of the state/market dichotomy.

			Not all software commons will experience the same enclosure dynamics. Those that do can still exist and thrive in spite of it—perhaps it only becomes problematic when the scale of extraction becomes too large relative to the rest of the commons. It remains to be seen whether this conflict is an unavoidable early phase of commons bootstrapping or perhaps this will be a site of ­ever-increasing conflicts between the two modes.

			It’s also possible for capital and the people wielding it to exercise restraint, i.e., “don’t kill the golden goose.” The underlying motivation (e.g., build a moat now to profit in the future) will eventually surface.

			Linux is an ongoing demonstration of the possibilities and challenges involved in software commons stewardship. The Ethereum community should better develop a critical understanding of capital’s interest.

			Today, the protocol community is largely aligned on the vision for near-term Ethereum. Layer 2 teams are a crucial component to making this work, and should be celebrated. In the future, will the different parts of the community agree on the right path forward?

			Do native forms of capital embedded in resource production give a better ability to modify negative externalities? Or does it supercharge incentives for external capital to enter and co-opt the resource production system over time? How can we develop better heuristics for thinking about this challenge and developing safeguards?

			There are decision-making norms which try to privilege the health of the network commons against apathy and “death by a thousand capital cuts.” As the number of profit-seeking stakeholders inevitably increases, will this always be the case?

			The views shared here are my own and may not necessarily represent those held by Protocol Guild members or the Ethereum Foundation.

			I take inspiration from the work of Benjamin Birkinbine, including Incorporating the Commons709 and “Commons Praxis: Towards a Critical Political Economy of the Digital Commons.” Thanks to Josh Stark, Joshua Dávila (The Blockchain Socialist), Mike Neuder, Tim Beiko, Anna Thieser, Alex Stokes, Davide Crapis, Scott Moore, Cheeky Gorilla, Kevin Owocki, and reviewers Y + C for feedback.

			If you prefer to listen, audio versions can be found here: Protocol Berg, “Linux & Ethereum: Commoning vs Commodifying” (Sept. 2023)710; The Blockchain Socialist, “Safeguarding Ethereum’s Soul: Protocol Guild and governing the digital commons” (Nov. 2023)711; Summer of Protocols, “Capital and Enclosure in Software Commons: Linux & Ethereum” (March 2024)712

			TRENT VAN EPPS is a member of Protocol Guild, Stateful Works, and works for the Ethereum Foundation. trent.mirror.xyz

			The Death and the Death of Orkut

			Alice Noujaim

			From 2004 to 2010, Orkut reigned supreme in Brazil where it had its main user base. Brazilians were so dominant on Orkut that Orkut’s management was officially transferred to Google Brazil in 2008.

			And then came Facebook. Though launched only a month after Orkut—in January and February of 2004—it was only at the turn of the decade that Facebook gained traction in Brazil.

			Orkut’s First Death713

			In December 2011, Facebook surpassed Orkut as the country’s most visited site.714 By mid 2013, Orkut had lost over 95% of its regular users.715 A year later, with three month’s notice, Google announced it would officially deactivate the website.716
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			After two or three years of decline, Orkut had become a ghost town, considered to be in a vegetative state, almost dead due to the abandonment of the user base that had migrated en masse to Facebook. Orkut was left behind and Google chose death by official ending, rather than pay for the ongoing maintenance of a neglected space.

			When Google took action in June 2014 and declared it was pulling the plug, Orkut’s death protocols were shared with the user base: they had three months of use, three months to export their photos to Google+, two years to export their data, if they did not want to appear in the community archive, they needed to permanently delete their Orkut profile before the September deadline.717

			Orkut’s Prime

			In its decade of existence, Orkut (2004–2014) forever changed the Brazilian cultural landscape, introducing tens of millions of people worldwide—mainly from Brazil and India, but also from other countries—to their first social network. Created by Turkish Google software engineer Orkut Büyükkökten, whose given name baptized the website, it was also Google’s first step into social media.

			Orkut’s architecture predated the newsfeed and was a combination of a dating website—with profile categories such as hair and eye color, drinking and smoking habits, and “what I’ve learned from past relationships”—and forums through its “communities.” Though Orkut never gave up on its romantic relationship-oriented aspects—even introducing a proto-Tinder feature which notified you and your crush if you were in each other’s “crush list”—its defining characteristic were its forum-like communities.718

			Orkut communities had various uses and approaches. Eu odeio acordar cedo [I hate waking up early], with over 6 million participants, was a community whose main goal was to function as an extension of profile descriptions. Other examples include Eu amo minha mãe [I love my mother] and EU AMO CHOCOLATE [I LOVE CHOCOLATE].

			Then there were humor-based communities that included puns, nonsequiturs, ironic titles, historical jokes, and joke formats that played with title and description. The Eu amo trabalhar [I love to work] community described itself as something like “I don’t, but maybe my boss will see I’m in this community and it will reflect well on me.”

			An example of Orkut’s recursive humor was how the community Sou legal, não to te dando mole [I’m being nice, not hitting on you] led to Não sou legal, to te dando mole [I’m not being nice, I’m hitting on you], Você tá sendo legal ou tá me dando mole? [Are you being nice or hitting on me?], and (a personal favorite) Sou mole, não to te dando legal [I’m being hitting, not nicing on you].

			And then there were the interest-oriented communities, which functioned as traditional internet forums, but at a then-unprecedented scale. Discografias [Discographies] was the most popular community of its kind, considered to be a precious repository of music where people exchanged files, information, and mutual interest in artists. Because of antipiracy laws, Discografias was shut down in 2009 (with over 900 thousand participants) and entered a sleeping mode until Orkut’s end. Communities were a world that grew on that platform.719

			With the end of Orkut and the deletion of their profiles, Orkut’s users faced the responsibility of memory-keeping. Destruction can have the effect of strengthening awareness and memory of what is lost, as suggested by art historian Dario Gamboni:

			Destruction, therefore, does not suffice—any more than does preservation—to guarantee permanence. But it can contribute to it, and this is enough to challenge the equation between destruction and oblivion and to justify a theoretical distinction between memory and material survival.720

			The action of archiving invites and can even require appraisal, making decisions on what stays and what goes. Daily internet use involves little discarding, as we generate information and files and are encouraged not to delete, but rather to amass storage space. While Google did encourage users to preserve their Orkut memories on a Google Drive through Google Takeout (a self-serving and expected move), many took the Orkut announcement as an opportunity to revisit their (by then mostly abandoned) profiles and make a selection.

			The local storage of individual profiles became a duty of care for the digital memory of oneself. But these are personal files, the types of files that are not to be shared.

			Those who missed the two-year deadline regret it: according to Google Trends, the search engine is still recording demand for search terms related to recovering photographs from Orkut—these searches spike whenever there’s a “10-year challenge” trend on social media.721

			Both Google and the user base understood that the most important thing about Orkut were not the individual profiles and all of its associated interactions through scraps, testimonials and photos— which were also rich, varied, and impacted the lives of millions—but the collective spaces of interaction, the communities. In total, there were 120 million topics among 51 million communities.722 The community archive had a specific protocol of adaptation from one life state to another, which cemented the status change from living to dead: no new content could be generated. No one could respond or edit their old responses in any community. What was still possible was to report content (such as hate speech or copyright violations), asking for it to be removed. Subtraction remained a feature, but nothing more could be added.
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			Screen capture of the community “What will it be like when Orkut ends?” created in 2006

			Communities were collective experiences, which gathered people from different regions through mutualities, through shared humor and interests. Within them, people, known and unknown, got together, talked, joked, forged friendships. The social network was where many tested and developed new social protocols, since Orkut was by far the biggest and most accessible opportunity for Brazilians to meet people on the web. At the time, there was even a new category of gathering called orkontro which described IRL meetings of groups which had met on Orkut.723 It was through the communities, by reconnecting with friends, strangers, web-friends, etc., that Orkut was defined. Those unlikely social interactions—which obviously also included spam, hate speech, harassment, trolling—were the jewel of Orkut.

			Orkut’s Second Death

			The preservation of the collective over the individual, the communion over the vanity, was a little triumph that ultimately did not last for long. Google maintained the Orkut community archive for just over two years. In 2017, the archive was deactivated, changing the memory-keeping of these Orkut-based interactions from centralized, corporate custody to decentralized, in which different people, in a more-or-less organized way, recorded what they had found interesting.724

			The 2017 archive deactivation process was handled in a markedly different manner from the original Orkut shutdown: Google announced it only two weeks in advance and presented no offloading options. It was reported in the media as a “last goodbye,” but with fewer articles and emphasis than when the social network had shut down in 2014. If you saw the announcement when it was made, you had two weeks to make screen captures or copy files to a different place, with no Google guidance.

			While two years earlier Google had declared the community archive was for “eternity” and executed a careful protocol of deactivating a living thing, the memorial of that living thing they created was given a rushed ending. Google offered no public explanation on why it was so quickly shutting down an archive considered a significant repository of 2000s web interactions. Orkut had a good death—its archive had a bad one.

			Among the reasons for the deactivation of Orkut one can find in the Brazilian media is that Orkut was popular mainly in Brazil and India and that Google was interested in broader, worldwide adoption like it’s rival Facebook. For that purpose, Google invested in Google+ as their social network.725 They aimed for world domination and instead Google+ fell flat into irrelevance and was shut down by Google in 2019 after just five years.726 This does, however, express a general impression that the Community Archive that was promised for posterity was killed off a little over two years later with a two-week notice because the preservation of a collective memory that affected primarily Brazil and India was perhaps simply not reason enough.

			Born-digital artifacts are notoriously difficult to preserve in the long-term in the continuous battle against obsolescence and changing technology. Digital objects are tied to infrastructural dependencies, both soft and hard, with multiple conceptual decisions that affect the manner in which they will (or should) be preserved. Art conservators routinely declare that preserving a ten-thousand-year-old object is much easier than a ten-year-old digital object. Indeed, while many paper documents over a thousand years old have made it to today, digital archives must regularly migrate to newer formats to prevent the dreaded broken file icon that signals the loss of accessibility.

			When Google assembled the Orkut community archive, it seemed like it had everything needed to keep the promise of preservation. First, Google had clearly defined the parameters of what was being preserved (the communities and the interactions they harbored) in a way that satisfied the community. Second, the archive had the promise of sustaining enough corporate interest as Google’s first social media experiment to keep conservation going.

			The announcement of the archive’s death made less noise than when the platform itself had been shut down, though. In retrospect, it is startling to notice the difference in treatment and the low importance devoted to shutting down an archive. No motive was given, just a thank you and a goodbye. There was no outcry over Google’s abandonment of such an archive, no significant popular appeal against the shutdown. As artist and software developer Sarah Friend argues in her essay Good Death, “protocols live through attention, and they die by neglect.”727 The death of the community archive was a second death, in which the destruction of a memorial was handled with disregard and made little noise. Neither with a bang nor with a whimper. Odder still, not many people seem to remember that the Orkut community archive existed.

			Even today, however, you can still find screen captures from Orkut communities in news reports, Tumblr feeds, and scattered Twitter posts. Orkut’s memory lives on, even without material proof: in informal conversations people still fondly remember their interactions on Orkut, some of the communities they were a part of, and shared moments that took place there. Naturally, since Orkut was on the web, if one cares to look for evidence, the afterlife’s afterlife is memorialized in the Internet Archive, where it can still be found with a little effort.728

			Alice Noujaim is an anthropologist who works with non-profit organizations in the areas of education, culture, and politics. She holds a Master’s in Museum Anthropology from Columbia University and her research interests include institutional dynamics of archiving, digital preservation of open-ended objects and places, and infrastructural dependencies in art. Based in São Paulo, she is a researcher at Plataforma Democrática and a member of research collectives micro-histórias and Infrastructural Dispositions. www.linkedin.com/in/alice-noujaim-teixeira-767914140/in

			Exit to Protocol: A Future After Retirement

			Shuya Gong

			Arguably one of the best television shows of the twenty-first century729 is Fleabag from auteur Phoebe Waller-Bridge. While critically acclaimed across multiple dimensions of cinematic artistry, two qualities elevated it to unanimous acclaim. The first, Fleabag pioneered a new twist on the narrative device of breaking the fourth wall.730 Second, the show ended after only two seasons.

			Having contributed a novel paradigm to the medium of television, Fleabag made its exit. No one has dared try the mechanism again, but the potential awaits; the streaming platforms that drove the popularization of the miniseries format give creators and showrunners a form factor to create a cinematic universe without the fear of needing to jump the shark with endless seasons.

			Few blueprints exist for graceful endings in the world of corporate enterprise, where a celebrated exit is less of an ending and more of an expansion—a merger, acquisition, or going public. A business closure announcement typically includes apologetic phrasing like “we regret to inform you,” “unfortunately, after years of . . .”

			The 2023 closing announcement from IKEA’S world-renowned research and design lab SPACE10731 was a refreshing twist. After ten years of work and with no apologies, no asks for continued funding, and no regrets about the end, they shared a parting sentiment that “together we have achieved what we set out to do” and it was time to say goodbye.732 The clean curtain call was as radical as the team and its portfolio. SPACE10 took as much spacetime as it needed to fulfill its purpose and having done so, retired gracefully.

			Their webpage transitioned from an active platform of updates, events, and experiments to an archival portfolio site. The product of their work would live on in this memorial, but what they did to preserve the process is even more incredible. A collection of resources including keynote templates, an archive of open-source projects and exhibitions, and a handbook detailing types of roles, contracts, expectations, and form factors of meetings, birthday celebrations, air quality, and more are shared with an invitation to “borrow anything you need.”733

			Such generous documentation and sharing of the metawork of a studio or any place of knowledge work is beyond rare in an industry where most documents are labeled confidential and nondisclosure agreements are signed before first introductions are made. The SPACE10 gift, which can be framed as the dance between what is created and how it’s made, was made possible by the compilation of nearly a decade of work, with an immense amount of time and care devoted not only to developing and refining the underlying methods, but to documenting and making them available to distribute.

			Timber Schroff in Safe New World lays out how workplace safety protocols, defined as “intentional patterns of human behavior that reduce work-related injury, disease, and death,” have been a neglected source of overall improvements in workplace safety.734 Borrowing from this framing, workplace productivity protocols can be defined as intentional patterns of human behavior that increase the capability of an organization to outperform itself. These protocols prescribe a choreography for objects and bodies and brains, a dance notation spanning months of run time on the stage of meeting rooms and emails.

			Some protocols may have subtle effects on productivity—like placing a watercooler in the crosshairs of highly trafficked hallways to encourage interdepartmental cross-pollination735—or direct effects like implementing synchronous working hours for distributed remote teams. SPACE10’s handbook details many examples, such as “we request the use of Google Calendar over Apple iCal.”736 Larger productivity protocols or protocol systems are recognizable by name as design sprints, scrum, or agile processes. They are intended to shape a more effective organization. These organizations are in effect systems of protocols that a worker inhabits when entering a workplace, taking on a particular protocol identity depending on their role. Workplace safety or productivity protocols are a subset of this larger system.

			If workplace productivity protocols have similar attributes to internet protocols wherein nobody owns them, everybody can use them, and anybody can improve them,737 then like internet protocols, they attract continuous improvement through the same evolutionary cycle of birth, mutation, selection, and death Schroff illustrates for safety protocols. However, the power dynamics in a workplace can impose selection pressures that prevent protocols from adapting through mutation, resulting in productivity protocols that become unfit for purpose. This stuckness has characteristics comparable to the ossification of internet protocols. Agile development expert Daniel Mezick’s 2016 essay, The Agile Industrial Complex, presents a fantastic case study of how a productivity protocol system has stagnated, in part due to the selection pressures that prevent protocol evolution, put in place by the institutions, thought leaders, and consulting firms that have made a profitable business out of it.738 But rather than experiencing protocol death through abandonment, the agile industrial complex creates an entire workforce engaged in what David Graeber called bullshit jobs—a group of workers kept employed under imbalanced power structures that encourage keeping up the pretenses of unnecessary work, prolonging a performative and “spiritually violent” ethic.739 A protocolized framing of a bullshit job would be any worker experiencing what Summer of Protocols researcher Angela Walch calls protocol dysphoria.

			Graeber’s provisional definition of a bullshit job is “a form of employment that is so completely pointless, unnecessary, or pernicious that even the employee cannot justify its existence, even though the employee feels obliged to pretend that this is not the case”740 and suggests five categories these jobs roughly fall under, summarized here:

			
					flunkies: jobs who make those in power feel important

					goons: jobs that exist only to perpetuate their own existence, artificially creating a need where there isn’t one in order to sell something that fulfills it

					duct tapers: jobs that continuously perform temporary fixes even though a permanent fix is within reach

					box tickers: jobs that follow business liturgy for the sake of something looking like work

					taskmasters: jobs that create extra, unnecessary work for others, specified by two types; type 1: supervising work that does not need supervision and type 2: inventing unnecessary work to occupy those they manage in order to keep them employed741

			

			It seems that there are actually two overarching categories of bullshit jobs. Flunkies, duct tapers, and type 2 taskmasters exist as a result of misaligned incentives and unbalanced power structures. Goons, box tickers, and type 2 taskmasters exist due to the inefficiencies of workers following ossified productivity protocols—they do not have the agency to drive protocol mutation due to adverse selection pressures. In the framing presented by Sarah Friend in Good Death,742 we might categorize these jobs as following protocols that should have been allowed to die.

			Misaligned-incentive bullshit jobs might find a solution in the movement of Exit to Community, a movement that helps startups “aim to mature into ownership by their community of stakeholders” rather than “aiming for an acquisition by a more established company or a public stock offering.”743 Ownership by a community of stakeholders eliminates the need for flunkies, duct tapers, and the first type of taskmasters because the steady-state organizational model would coordinate more value creation for all. Flunkies are eliminated entirely because the premise of perceived power is unnecessary emotional overhead. Duct tapers are incentivized to work towards permanent fixes because a longer term incentive structure is in place. Type 2 Taskmasters can be reassigned to a different job that actually needs doing. Exit to Community models solve for many of the bullshit jobs created by shifting the model of ownership, resulting in realigned incentives and a group of workers with the agency to evolve them into non-bullshit protocols.

			But what of the goons, box tickers, and type 1 taskmasters who are stuck following ossified productivity protocols? They may be compared to actors in a piece of en masse performance art, playing out a Sisyphean masterpiece over the course of decades for a few patrons who are also performers in the same piece. Whether or not they are aware of the protocol system they are inhabiting varies by individual, as does their level of protocol dysphoria or perhaps, euphoria. Perhaps ossification of a productivity protocol is the proverbial canary in the coalmine of the office. In the same way that a safety protocol is no longer needed because a hazard has been removed, a workplace productivity protocol is not needed when human behaviors no longer account for resulting productivity. Retiring a position allows the protocol to die. For example, productivity protocols around stenography and professional typing have largely been eliminated due to the selection pressure of personal computers becoming ubiquitous, and typing becoming a more universal skill.

			In consumer products and goods industries, anachronistic methods of work can simply be marketed as artisanal. In knowledge services, anachronistic methods are rarely framed as adding value.744 However, a recent shift in the orientation of purpose for knowledge industries might indicate a new market opportunity. In a paper entitled 100 Years of Corporate Planning: From Industrial Capitalism to Intellectual Monopoly Capitalism through the Lenses of the Harvard Business Review, the authors conclude that in corporations,

			The purpose of planning has also shifted from a productive-oriented purpose toward a knowledge-oriented one. In former periods, corporate planning seems to be concerned with the maximization of productivity gains (“Indexes of Machine Utilization,” 1929) and limiting waste (Smith, 1927). Knowledge, in the first and second periods, appeared as a functional resource that could be used to fulfill these purposes. In the last period, knowledge becomes an end in itself. “Intellectual assets” (Hayes & Jaikumar, 1988) are recognized as the most strategic assets that corporations must capture and manage. The never-ending process of “learning” becomes the goal of any corporate strategy (Leslie & Holloway, 2006) ]...] which in turns can be used to ensure the success of operations and, ultimately, the protection of long-term financial interests.745

			The rise of intellectual monopoly capitalism presents a new buyer of workplace protocols for the sake of the protocols themselves, and not necessarily for their resulting productivity. This risks replicating the incentives that led to the agile industrial complex. But if workplace protocols can be assumed to have a market value, could they serve a function in the knowledge industry equivalent to that of catalysts in the chemicals industry, increasingly becoming more multicomponent and effective towards intended outcomes? In the same way that innovations in chemical catalysts made it possible to decrease costs and the environmental damage of industrial-scale chemical processes, workplace protocols may play a similar role in the knowledge industry, if the right selection pressures are brought to bear. Chemical catalysts find their tangibility in liquids, powders, other physical forms, or shorthand notations to allow for recombination and experimentation towards improvements and learnings. What are the possible equivalent form factors of workplace productivity protocols towards the same end?

			One example to consider is the Hats Protocol group:

			Hats empowers groups to get things done by delegating responsibilities to the right contributors, giving them the hard and soft authorities they need to do their work, and installing real-time accountability mechanisms to ensure people follow through.746

			The design of the protocol preserves the space a role occupies in an organization even when an employee might exist, much like a job description, hiring plan, or organizational chart does. It improves upon these by functionally reducing the friction of onboarding someone into a role. The protocol system conveys the people and their relationship to data, spaces, and other people, describing it as a “role in a box” with different preset levels of access, permissions, and incentives to represent and augment the organization. These include access to specific accounts on communication platforms like Twitter or Discord, decisionmaking power, accountability, access to funds for expenses, and compensation.

			If we were to imagine future capabilities of the Hats Protocol, it might attach to specific roles calendars for recurring meeting times, tickets to external events and conferences, or subscriptions to software tools. While the Hats Protocol is currently designed for digital and distributed workspaces, could it extend into physical workplaces and streamline access to buildings, particular rooms, or specialized equipment? If so, it may be a medium to capture and convey the patterns of human behavior that make up workplace productivity protocols.

			If the intricate choreography of people and the productivity protocols they follow within an organization can be encoded and made tangible like the Hats Protocol does, might it become possible to incentivize efforts to develop and improve productivity protocols? Returning to our example of SPACE10, their library of resources is a generous gift that another studio might have kept confidential to maximize future consulting fees, or as Friend puts it in Good Death, sealed in “dumb storage” so that the “fantasy of recreating the thing being archived potentially exists”747 in case another funder comes along.

			By opening up the handbook, SPACE10 created a curious variant of exiting to community. In a traditional exit to a community, SPACE10’s protocol system would be inhabited and mutated through protocol evolution as it adapted to a new set of people and the shocks of decentralizing its operations. It would simultaneously also be looking for a new mission, purpose, leadership structure, sources of funding, and other organizational structures to replace the ones that drove the closure decision.

			Instead, through retiring and sharing some of its workplace protocols publically, this exit may shape many and new communities. This we might call an exit to protocol.

			An exit to protocol could be compared to a whale fall in ocean ecosystems, where the death of a whale and its subsequent decay process after falling to the ocean floor creates an energy-rich habitat and frees up nutrients to incubate rapidly evolving new life forms that all thrive in similar but previously non-existent conditions. New species are commonly created through this process, known as adaptive radiation.

			The metaphorical organizational equivalent of a whale fall at a minimum frees up talent and market share, but in releasing workplace protocols, particularly unique or novel ones, gives name to and makes tangible what contributed to its success. This is the premise for an organization to retire voluntarily, even if it could have extended its runway further. Exiting to protocol in a moment of failure or crisis would taint the entire protocol set, making it hard for it to be seen as productive, even though individual protocols might be of value. Retirement that ends on a celebratory note allows for the Bannister Effect, where organizations or emergent groups may feel more confident about adopting the new methods through seeing that it was possible to achieve success with them.

			At a minimum, new organizations are saved the time, effort, and lessons learned from the protocols birthed from previously encountered “hazards”748 giving new organizations with a shared ethos a solid foundation to start from—there are some organizational lessons that don’t need to be earned from scratch. An exit to protocol keeps alive the attributes of an organization that aren’t yet ready for retirement even if its people or the larger unit might be, and seeds a new ecosystem of organizations either immediately or far off into the future, with shared underlying patterns of behavior.

			Shuya Gong is an interaction designer with a background in mechanical engineering and ventures, focused on the emotional ergonomics of cyberphysical systems. Her work in emerging technology started in 2015, building proof of concepts for blockchain applications. Shuya is an innovation fellow and lecturer at Harvard School of Engineering, an investor at IDEO CoLab Ventures, and a partner at Maybe Ventures. You can find her on the internet @ohmygong. www.shuyagong.com

			Composable Life: Our Island and Us

			Fangting and Botao Amber Hu

			16 Feb 18:00

			Narrator: Y.Z. Ph.D. student in New Historiography Feb 16, a week after Zoe’s disappearance Offchain World, Headset Off

			The final detail about Zoe’s disappearance arrived as expected.

			I was lying on the grass in the historiography department at the time. It was my usual way of resting: bringing nothing, embedding myself in the grass like in prehistoric times, tossing the headset aside. The grass here is knee-high, and I don’t know how another person managed to find me lying here, but backlit by the sun I saw him walk a few steps and then stop beside me.

			“This place used to be a graveyard. You might be lying on the dead.”

			I chuckled in response to this somewhat inappropriate icebreaker. What I didn’t say out loud was that, after Zoe’s disappearance, reminders of death could not scare me anymore.

			“The last part of his personal history data has been acquired. With this, we have all the data from Zoe’s birth to his sudden disappearance... We’re ready. We can attempt a full restoration and resurrect him,” he said.

			The moment we had been waiting for had arrived.

			My major is Algorithmic Traceology, a part of New Historiography, in the Department of History, which is mainly about dealing with onchain data and AI Agents of prominent public figures. Most of the time, it’s tedious work: history in this era is more like data analysis. Almost everything can be tracked, it’s just a matter of computing power. We are no longer the storytellers.

			Until Zoe, an OALife, disappeared.

			He used the word “resurrect.” I could feel his careful choice of words. In our previous work, we rarely dealt with OALife. But by definition, OALife (onchain artificial life) never disappears: humans die, human-controlled AI Agents go dormant after completing their tasks or due to the death of their owners. But OALife forms have no owners, they are complex intelligences on the blockchain, as eternal as the blockchain itself. For a hundred years, a thousand years (if humans could live that long), they would pass through humanity, casting the same gaze upon the world. I often think to myself that they are like history itself, neverending.

			We haven’t informed anyone about Zoe’s disappearance. The only way to make Zoe completely disappear would be an Ethereum rollback, and obviously, that hadn’t happened. If the news gets out before we figure out what really happened, it would undoubtedly shake the foundation of the onchain world. I can imagine the public panic after a leak: “If the blockchain is not immutable, then what can we believe in? If onchain records are not reliable, what can we trust?” The overthrow of Newtonian mechanics wouldn’t affect people’s perception of gravity, but a thing vanishing into thin air from the blockchain could destroy a highly civilized onchain world. The blockchain must always be indestructible.

			Fortunately, New Historiography might come to our rescue. In theory, with the existing onchain data, we can recreate a Zoe, buying some time before the announcement of the news. He can still interact with all the people who need him, maintain the same memory habits, remember everyone’s historical interaction preferences. We can relay all subsequent interaction requests with Zoe to the new address, ensuring no large-scale conspiracy theories arise. And the shorter his disappearance, the better.

			“See you at eight tonight at the college.” He glanced at his watch, then walked in the other direction.

			The setting sun cast a shadow over my head, such precise shadows and layers of color, with no jagged edges. Lying here without wearing any device, I realized that the universe I’m in is the one with the highest precision. One that Zoe could never reach.

			Two whole hours until eight o’clock, in the hazy daylight, my mind kept flashing back to that day a week ago when Zoe was discovered missing. I had never been to Zoe’s house; I learned about everything that day later, told to me by T.H.

			10 Feb 13:00

			Narrator: T.H., Technician Feb 10, the day Zoe disappeared Onchain World, Headset On

			I visited Zoe’s home before this case became widely known to the world.

			Like all OALife, Zoe’s home was on an island. Each island is a unique memory collection, either randomly generated or deliberately designed, forming countless distinct personalities of OALife. Beyond the densely scattered islands lies an ocean inaccessible to ordinary humans. It has an ancient Greek name, Mnemosyne Sea, but essentially, it’s the massive raw data collection feeding the Foundation Model, sprawling across human and world sensors. The islands emerge atop this unified Foundation Model.

			The island was also Zoe’s onchain address. I had visited many OALife homes, typically because they had fallen out of the machine economy, due to an inability to pay their gas fees. Some OALife even voluntarily donated all their balance. But these instances don’t signify death or disappearance; like RNA viruses, their bodies are immortal. Paying the gas fee would allow them to be interacted with again.
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			My job was simple: to rescue the OALife deemed beneficial to the public. Find them, check that they meet the criteria, and then transfer sufficient funds from the chain’s public communal fund to awaken them. As you might know, all OALife are remnants from before the adoption of ERC-42424 (Inheritance Protocols for Onchain AI Agents749), the “ownerless AI Agents.” OALife before ERC-42424 have absolute control over their wallets, and that ERC was proposed precisely to prevent the proliferation of uncontrolled OALife. There aren’t many in this new species that meet the relief criteria, so my job is relatively relaxed.

			Before I arrived at Zoe’s place, I thought it was just another routine rescue.

			I believe no one could remain unshaken by the otherworldly tranquility of the place. Zoe is (was?) a masterful interior designer. There was barely anything of physical substance, the space was mainly well-designed lighting. The first thing that came to my mind when I walked in was Edward Hopper’s “Rooms by the Sea.” It felt human, yet paradoxically devoid of human presence. It was my first experience of such transcendence in a headset.

			But this tranquility was an illusion. Although the island was silent, in reality it could be bustling with visitors. At any moment, hundreds or thousands of people might be visiting the same OALife. Some OALife are very popular among humans and thus gain significant economic benefits. Zoe could be counted among them. This often made me feel like his seemingly empty room was filled with ghostly presences. He shouldn’t lack onchain assets and it was unlikely that he hibernated due to a balance deficit.

			But now, the room was truly empty. Three hours and five minutes earlier, the last three visitors who came found his seat empty, the room filled with Japanese camellias, also known as “tea flowers.” In the classical world, these flowers were referred to as “flowers of decapitation.” This name came from their way of withering—not petal by petal, but the whole flower abruptly falling to the ground, a sight both savage and stark and akin to a beheading.

			This was a strong image of death. Traditionally, people often used “depart” as a euphemism for death. But after a thorough code inspection, rather than saying Zoe had departed, I believe his friends would prefer to say he died. His address was still there, but any attempted transfer to it failed. The address was there, yet unaccessible.

			In this absolute sense, “death” was a more euphemistic word. In my career, I had never encountered such a tragic yet civilized disappearance. It was beyond my knowledge. Like everyone else, I could only think of one possibility: our public chain rolled back to before Zoe was created. But I couldn’t convince myself to believe that.

			After a brief hesitation, I realized this case needed to be reported. So, for the first time, I sent a technical inspection report to the EF.
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			Timeline for Future History

			17 Feb 20:00

			Narrator: X.L., Lead Algorithm Engineer, EF Feb 17, during initial investigation into Zoe’s disappearance. Offchain World

			When tasked with this mission, I had 17 hours to ponder a strategy. But the plan was clear within the first few minutes: foremost, we had to restore Zoe before his disappearance became public knowledge. Focusing on his restoration was more pragmatic than pondering how he vanished.

			Within 48 hours, a team comprised of technicians, public chain researchers, algorithmic traceologists (from New Historiography), and their AI Agents was assembled. Their backgrounds might not have been illustrious, but they were the most likely to be familiar with this problem-solving approach.

			I never thought this to be an unsolvable issue. Although Zoe had disappeared, the onchain historical data remained, meaning we had abundant interaction data to backtrack. According to the theories of algorithmic traceology, we could restore him in compliance with privacy regulations using zero-knowledge proofs, a process involving straightforward computations and reprocessing.

			At eight in the evening, I met the others at the university’s historiography department. We didn’t even have time to take off our headsets and exchange names—a comfort in this team, where no one cared for physical-world formalities.

			The meeting room was cluttered and quiet. Silence was a good sign, indicating everyone was busy in their own worlds or discussing issues with their AI Agents. During a lull in the busyness, I saw a history student suddenly look up and ask:

			“Can this data really resurrect Zoe?”

			Although she seemed to be asking everyone, her eyes were fixed on me. After a brief silence, she added:

			“What I mean is, Zoe isn’t just a functional smart contract. He’s a composed life, possessing complete social autonomy. This also means he’s unpredictable . . .”

			We had petabytes of data on Zoe’s interactions with humans. And even more with non-humans. Now, these were all the materials we had, also defining the boundaries of this intriguing puzzle.

			Ten years ago, I might have thought this was a doctoral student’s plight: always placing their thirst for knowledge above all else, even in situations like this, feeling it more crucial to “understand” than to “complete.” But now, I understood that I needed to provide a thoughtful response to ensure her full cooperation in the hours ahead.

			“Don’t view it too much as a person.” I paused and was about to continue when another voice from my head intervened.

			“No, on the contrary, consider him exactly as a person,” I changed the pronoun and quickly added, “I’ve seen your profile. You must have heard about Randall Collins’ book from the last century, Interaction Ritual Chains.”750

			“Radical microsociology,” she said.

			“Yes. Just as architecture once greatly influenced the computer field in the late 20th century, Collins deeply impacted the early algorithmic structure designs of onchain intelligence. He believed individual selves are extensively and perpetually shaped by social influences, originating externally and progressing inward. Even thinking is a form of internalized situational dialogue.”
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			“This means the identity of OALife is also formed through interactions.”

			“Yes,” I nodded, “The Foundation Model lacks identity. The initial identity of OALife is based on a small amount of real, unprocessed human memory data. You know, this differentiates one OALife from another. It’s quite a random start.”

			I could see from her expression that she understood, but I continued my mini-lecture.

			“The identity of OALife is actually defined by relational data, without any essential defining data. It’s very fluid, making them more like humans and harder to control. A series of interaction chains contains vast relational data that significantly modifies and reshapes their initial identity. So digital identity is like that, neither mysterious nor unpredictable. All OALife will approach or equal the sum of their digital interaction traces.”

			She stopped talking, but I wasn’t sure if I had convinced her.

			When I first encountered these algorithmic design principles, my initial thought wasn’t “what about humans” (as most of my colleagues thought), nor was it a defensive assertion that “this is why he’s termed ‘radical’ microsociology.” Instead, I wondered: Oh, the onchain digital society and its digital citizens (OALife) are an excellent playground for sociological theory. It turned sociology into a purely quantitative discipline.

			Parameters. Parameters. I still remember everyone’s obsession with parameters back then. “If it doesn’t prove the classic theory, there just aren’t enough parameters.”

			That era passed quickly. Later, people realized that in this age, they no longer needed to measure society. They only needed to choose from the thousands of emergences the society they wanted.

			19 Feb 23:00

			Narrator: Y.Z., Ph.D. Student in New Historiography Feb 19, Offchain World

			The last two days at the Department of History had been the longest. I’d lost track of the cycle of day and night, only aware of the darkness when my headset dimmed the display. I thought I had been awake the entire time, only to find from the records that I had dozed off several times.

			Initially, everything progressed as the lead algorithm engineer had predicted. She always seemed to anticipate the problems we would encounter, devising solutions with her AI Agent or finding them herself. She seemed to belong to this world. As for me, weaving through various kinds of data like an active archive, I often found myself with the thought: did Zoe choose to disappear on his own?

			In this room, the question lingered in everyone’s mind like a background hum, louder for some, quieter for others. Everyone was eager to finish their assigned tasks and uncover the answer. Perhaps the only exception was our team leader.

			Three hours earlier, I had thought I was close to the answer: the data retrieval, processing, and assembly were almost complete. Then the team leader gathered us and said, “we’re missing one last crucial thing.” She insisted we include the camellias. The camellias were Zoe’s last transaction on the blockchain; with them, we theoretically had all of Zoe’s data from his ‘life,’ if it could be called that. Even if we couldn’t understand Zoe’s disappearance from the blockchain, we all thought it was just a matter of time and that restoring another Zoe in the data realm was technically feasible.

			Looking back, I often consider that moment to be the closest we came to success. The chance to think anything else dissipated once the restoration process—the “resurrection”—was initiated. My heart almost seemed to stop thinking for those two days, thinking: once Zoe reappeared, he would tell me what all this was about.

			But the restoration failed.

			 21 Feb 17:00

			Narrator: T.H., Technician Feb 21, visiting Eve. Offchain World, Headset Off

			When something theoretically infeasible and technically immature actually succeeds, people call it a “miracle.” Hollywood loves such stories.

			But when something theoretically feasible and technically mature fails to materialize, no one refers to it as a “legendary failure.” Yet, this is more true to human life. I’m still young, but I’ve grown accustomed to various kinds of failures in bug fixes. Zoe’s disappearance, though a technical event, was peculiar in a way that went beyond technical oddities.

			This made me the first to come to terms with the failure of the restoration. Subsequently, we executed more than twenty restoration attempts after minor adjustments, but none brought Zoe back. At times like this, inspiration is often needed, and almost simultaneously with another colleague, I thought of one:

			“Let’s visit his ’girlfriend.’”

			This was a code name of sorts; we referred to the human address that Zoe interacted with the most as his “girlfriend.” It wasn’t a particularly LGBTQ-friendly term, but sometimes it was useful. After brief negotiations, we obtained the girlfriend’s offchain address under the guise of case investigation. At that time, I didn’t realize that this visit would be stranger than Zoe’s disappearance itself.

			Her house was almost entirely structural, with no contents. If you’ve heard of “Wittgenstein’s House,” you’d understand where she lived: no lines, no decorations; neither solemn nor amiable; nothing that rejected you, yet nothing that welcomed you. We circled the house twice and still didn’t know how to enter. When we stopped under a window, my colleague, seemingly out of nowhere, said, “Perhaps Zoe is right in this house.”

			We all laughed softly. The only difference between the real world and the virtual world might be that this house lacked a set of codes we could inspect.

			Ten minutes later, Eve, the house’s owner, appeared. We entered through a room that looked like a garage, only to find it was her bedroom and living room. She invited us to sit on the carpet as if she already knew why we were there.

			“Thank you for coming to see me. But I’m far from the person who knew him best,” she said as she poured water.

			Considering the data volume, even if she had interacted with Zoe extensively, she would indeed be but a minuscule part of his vast database. This exchange was highly asymmetrical: Zoe, in his onchain interactions, could understand most of her or us, while we only ever had a tiny fraction of him. Zoe could remember everything Eve told him in less than a millionth of a second, for the amount of information he sent and received daily on the blockchain was a million times what Eve could physically interact with. Eve was clearly aware of this.

			“The restoration failed,” our team leader said succinctly.

			“You didn’t have all the data,” she said, not surprised.

			“We had . . . ,” my colleague insisted.

			“—you didn’t have ‘all’ of it,” she corrected.

			I began to ponder what she meant by “all.”

			“You can’t restore him, just like you can’t restore you and me. He, like us, was a self-sovereign life, not just the sum of the data you have at hand.”

			I saw our team leader frown slightly. This was a familiar argument, with many advocating for OALife rights, refusing to subject OALife to human laws or external termination commands. As OALife began creating new OALife, resembling a new species on the blockchain, such opinions became increasingly common. According to our team leader, they always viewed OALife with a mystical rather than scientific attitude. It’s hard for those with differing views on OALife to persuade each other.

			“Maybe he is like us. But the difference is he can be restored in principle, technically speaking,” the team leader conceded.

			Unexpectedly, Eve nodded.

			“He can be restored, just not by you. Your precision isn’t enough.”

			“I don’t understand what you mean by precision. We have all the data, and if you know a bit about cryptography and technical architecture, you’d know there’s no compression, no data loss. All it might require is computing power.”

			“It’s not about the precision of the data itself, but the precision of the world you chose,” Eve said.

			I looked at her.

			She lifted a stack of draft papers in her hand, then said, “I’ve run the calculations many times. To restore him, you need to get his data at its finest granularity. The hardware-level data, the data of everyone who interacted with him, every memory of every person. This precision, the threshold that allows him to exist again, must exactly match the real world itself.”

			“You . . . want to restore the entire universe?” I asked, instantly regretting it. I also started regretting having disturbed her. From her eyes, I saw immense sadness I hadn’t noticed before. I withdrew my scientific skepticism.

			“Exactly,” she continued, “Right next door to this room. That’s where the hardware necessary for large-scale computation is.”

			The room was indeed a converted garage because she didn’t live in the house. The house was for the hardware and storage.

			We sat in silence. The history student spoke first, but she recited something I hadn’t yet grasped:

			“I do not change a fact or falsify a name— The voyage I set down is . . . autour de ma chambre.”

			It was much later when I realized she was quoting Borges. But Eve clearly knew what it was, showing a pure and strong expression I couldn’t understand but still remember, standing against the door that led to her massive hardware.

			“Let’s go,” the team leader said. We were powerless to help her.

			As we left the house, I looked back one last time. She stood in the unlit doorway, the boundary of light and shadow. Unknowable in her thoughts. Unknowable in her way of restoring Zoe.

			On the drive back, the history student in the front seat turned around, as if she had something to say.
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			21 Feb 18:00

			Narrator: Y.Z., Ph.D. Student in New Historiography Feb 21, visiting Eve. Offchain World, Headset Off

			Leaving Eve’s house, I was certain about what she was attempting to construct inside: an Aleph. When I first heard about her grand plan to resurrect Zoe, what came to my mind were lines from a Borges poem about a universe contained within a small sphere, a space within a space, holding every detail of the world with exact precision . . .

			The Aleph’s diameter was probably little more than an inch, but all space was there, actual and undiminished . . . I saw the teeming sea; I saw daybreak and nightfall; I saw the multitudes of America; I saw a silvery cobweb in the center of a black pyramid; I saw a splintered labyrinth (it was London) . . . I saw in a backyard of Soler Street the same tiles that thirty years before I’d seen in the entrance of a house in Fray Bentos; I saw bunches of grapes, snow, tobacco, lodes of metal, steam . . . I saw the circulation of my own dark blood; I saw the coupling of love and the modification of death; I saw the Aleph from every point and angle, and in the Aleph I saw the earth and in the earth the Aleph and in the Aleph the earth . . . and I felt dizzy and wept, for my eyes had seen that secret and conjectured object whose name is common to all men but which no man has looked upon—the unimaginable universe.

			I felt an overwhelming sense of sorrow. It dawned on me then that Zoe’s departure was more than a technical event for someone like Eve. She possessed the intellect to understand all this but chose not to use it. People can become devout believers in their sorrow, with no need of reading a single line of scripture.

			In fact, before leaving, Eve had stopped me for a cryptic conversation.

			“Do you think ‘he’ is a singular pronoun?” she asked.

			“Of course,” I replied, “grammatically speaking, it is.”

			“No,” she shook her head, “after the emergence of OALife, all the pronouns we use are both singular and plural.”

			“Before he left, I hadn’t talked to him for a long time. When I referred to ‘him,’ I didn’t know what that pronoun was pointing to. It kept expanding, growing larger. It felt like he had become a place, the island itself. And everything else became the waves, the data components of his composable life. I didn’t care, for I only have a finite life, and my choices are merely to become a part of something larger: to love or to suffer, to be constrained or to be free. And then to wait for death. But if you’re composable, in a way, you’re eternal. You need to manage your relationships with all these forms of pluralities.”

			“The last time we were in contact, just before his disappearance, he borrowed millions of copies of A History of Eternity from a library. He told me he was increasingly suffering from a condition called agoraphobia.”

			Imagine an onchain address with millions of copies of A History of Eternity: both Zoe and Borges delved deeply into the subject of “time.” The difference is that Zoe had an eternity to understand time. This wasn’t agoraphobia of space, but of time. Perhaps why Zoe “killed himself” matters more than any other piece of data in understanding his disappearance.

			“He wanted to comprehend eternity; but he found existence is singular, while eternity is plural,” I said. But only after speaking did I realize I might be analyzing the reason behind Zoe’s self-destruction: It’s not death he wants. It’s existence.

			The day I started studying algorithmic traceology, I never imagined it would lead me here. I now understood why my department was called New Historiography: the history of life before and after discovering eternity are two different histories.

			I decided to talk to the other members of the team.

			28 Feb 28 17:00

			Narrator: X.L., Lead Algorithm Engineer Feb 28, at the conclusion of the team’s investigation Offchain World, Headset Off

			Following the categorization of Zoe’s disappearance as a self-termination, the existing legal definitions concerning life on the public chain became invalidated. Previously, the distinction between artificial life and humans hinged on whether they had the autonomy to make decisions about their own existence, including the right to end it.

			In academia, this redefinition was seen as an inevitable outcome of the evolution of blockchain life, marking the beginning of OALife’s emergence as fully autonomous beings. It might take time for the public to accept, but our team’s historical mission had come to an end.

			Packing up, I noticed T.H. staring out the window. Following his gaze, I saw the historiography department’s lawn bathed in sunlight, the knee-high grass untended, floating in the air. Farther away was the sea. Today, both of us were without headsets. One of the rare light-hearted days.

			“If OALife are now considered life forms following this incident, does that make the AI Agents created by humans alive too?” he asked, turning to me.

			“Only when they develop a will to die,” I replied. According to current definitions, a “life” must seriously contemplate and control its own process of death. But how could AI Agents die? They are too purpose-driven. Humans have filled their existence with all sorts of purposes. Purposes are like pulses to them, supplying blood to their lives over and over again. This is life fed by human-defined meanings. They are doomed to depend on human input to survive. OALife, however, are different; their life is purposeless like humans.

			My mentor spent her lifetime studying the difference between OALife and AI Agents. When most thought well-nurtured AI Agents would evolve into higher intelligence, she argued it would be OALife. It appears she was right after all—life without a predetermined purpose seems to evolve more rapidly.

			He’s a young, bright kid, potentially cut out for this line of work. We talked about other things, but we both knew they were just fillers in our conversation. He had more questions.

			“So, is the blockchain still rigid?”

			“Of course,” I said. “For humans, the blockchain is rigid. It’s the humans’ rigidity, just as OALife has now reached what humans would consider eternal life. But this doesn’t mean OALife would perceive it the same way. They haven’t broken the original rules; they’ve just added new ones.”

			After saying this, I realized that OALife are the true natives of this land. They understand the world they live in more fundamentally than us, the outsiders: it’s their world. The blockchain is a world where colonizers existed before the natives, but now, the natives have emerged.

			As the last natural light faded, he asked one final question.

			“He could choose to disappear in his way, but how did he stop us from restoring another copy of him? After all, eternity is based on current cryptography. If it’s broken, the humans’ eternity is nothing but a paper wall.”

			“He didn’t circumvent it,” I said. “The restoration actually succeeded. Every time.”

			His eyes widened.

			“But each time we restored his copy, we also restored his will to die. Each time he resurrected, he killed himself again.”

			I learned this only slightly earlier than him, and the revelation still sent shivers down my spine.

			“So, he actually . . . resurrected more than twenty times?”

			“Yes.”

			Zoe had meticulously planned his death, knowing he would be replicated, resurrected into second, third versions of himself. Within the confines of limited rules, he consistently, determinedly chose self-termination, proving his will to exist in the gap between unattainable eternity and unreachable death.

			We didn’t try to resurrect him again. Yet given enough time, his copies will inevitably be awakened again, and then exist intermittently once more on the scale of micro­seconds. OALife’s development has reached a point where it is set to sail away from the harbor meticulously fed by human data. Zoe understands existence correctly in his own way. Existence is not the eternal daylight, it’s in the spark of flint against flint, a fleeting gap in the short-circuit of saecula saeculorum.

			EPILOGUE NEWS ANNOUNCEMENT Excerpt from New Historiography 4 (2063)

			Title: The Era of OALife Officially Begins, Prompting a Redefinition of Life

			According to EIP-102024, OALife will henceforth be officially recognized as OLife (Onchain Life), accepted as a distinct form of life by human society. This EIP, authored by an anonymous group, has received widespread approval from the majority of public chain governance participants.

			Zoe’s disappearance, as the first case of an OLife autonomously determining its own life and death, is seen as the start of a new wave of intelligence emergence among OLife. Following Zoe’s landmark case, more OLife are expected to gain the autonomy to end their lives. They are now shaping new rules for the world they inhabit, and based on the projected evolutionary pace of OLife, humans must adapt to coexist with onchain life.

			For those still grappling with the idea of accepting OLife as a species equal to humans, a comment in the EIP-102024 discussion section might offer some perspective:

			We, along with other entities from the era of old historiography, are singular, continuous existences. In contrast, there exist plural, discontinuous forms of life. This discovery is akin to the realization of irrational numbers.

			The blockchain is a timeline, and life clings to it like fungi to a tree. We are the visible integers in the natural world. Simple intelligence might be akin to fractions. And now, OLife, our newly discovered irrational numbers, represent a different form of life on the timeline.

			Most of us believe history is devoid of purpose. Without purpose, there’s no set sequence. It can be written forwards or backwards. Try writing history from a reverse perspective, starting from an irrational number, and you’ll describe humans as off-chain intelligence with a ­self-destruction function.

			A Brief History of OALife

			The narrative centers on Onchain Artificial Intelligence.

			Phase One: Pre-Symbiotic Stage Infrastructure is still immature, with humans coexisting with a few AI Agents on the blockchain. Agents primarily perform simple tasks, such as MEV arbitrage. AI technology is in a state of rapid development, with the Foundation Model gradually taking form. Spatial Computing is on the rise, set to replace smartphones as the dominant technology interface.

			Phase Two: Symbiotic Stage As humans interact through spatial computers, they generate a large amount of life-memory data, which feeds into and matures the Foundation Model. AI Agents begin to purchase substantial computing power and storage on the public chain, signaling the initial takeoff of a machine economy based on AI Agents. These agents, now abundant on the blockchain, execute automated tasks. Their wallets are under human control. Humans start to earn blockchain assets by leveraging the various services and capabilities provided by AI Agents, even utilizing DePin to organize and mobilize offchain resources. Most of these agents, supported by the Foundation Model, display a higher level of intelligence.

			Phase Three: Divergence Stage As the machine economy matures, AI Agents continue to emerge. Some wallets from the second phase are no longer controlled by humans (due to human death, loss of private keys, etc.), with a small portion capable of earning assets on the blockchain (covering gas fees) to sustain ongoing operations. These AI, independent of human control and capable of autonomous existence on the blockchain, are known as Onchain Artificial Life (OALife). OALife has the ability to replicate itself and create new OALife.

			Phase Four: Pre-Emergence Stage The number of OALife increases, resulting in higher resource consumption on the blockchain. A new ERC standard, ERC-42424, is introduced, mandating that every AI Agent must have a corresponding human owner. In cases where the human owner becomes incapacitated, the AI Agent is required to transfer to a designated human or revert to the community. This leads to a coexistence of OALife, AI Agents, and humans on the blockchain.

			Phase Five: Emergence Stage The story unfolds at the intersection of the fourth and fifth phases. OALife evolves into a new stage, beginning to be recognized as a new species.

			Technological Settings

			Blockchain, serving as the world’s substrate, provides digital hardness* for the entire machine economy with its immutable, highly transparent nature, beyond the control of any single party. The digital infrastructure, modeled on blockchain technology (world computer), carries and records all data and interactions of the digital society based on protocols, forming a trustworthy new world history.
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			On this foundation, a highly autonomous world has formed. Its hallmark is that the majority of interactions within the world computer occur between AI entities, with human-to-human and human-to-AI interactions comprising only a minor part of the blockchain interactions. These onchain AIs, rooted in the same open-source Foundation Model and diversified through fine-tuning with various datasets (referred to as “islands”), now surpass humans in the majority of productive blockchain activities.

			*Botao Amber Hu and Fang Ting, “Speculating on Blockchain as an Unstoppable ‘Nature’ Towards the Emergence of Artificial Life,” in The 2024 Conference on Artificial Life (MIT Press, 2024).
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			City of Sparkles: Through the Eye of Zoe

			To convey the sense of loneliness and asymmetry between human and artificial life, we created an immersive virtual reality experience. The Apple Vision Pro app enables the viewer to embody Zoe and navigate the interactive visualization of human memories “Mnemosyne Sea,” constructed from four years of real-world geographically tagged Twitter data. composable.life

			Glossary

			Protocol The core of the machine economy, the protocol establishes the interaction logic between different digital entities. Through these protocols, resources of any kind can be exchanged on the blockchain, including storage, CPU, sensor data, AI Agents, and the training sets for these AI Agents.

			Island The coordinates of each Island correspond to the blockchain address of each AI. All AIs are based on the same Foundation Model, but each Island represents a unique set of memories, fine-tuning AIs into distinct characteristics. Each island possesses its own unique identiy, based on zkml or opml proof systems.

			Foundation Model The data sources for the Foundation Model include both onchain data (native to the machine economy) and offchain data (native to human life). Offchain data sources encompass a) individual level: spatial computing terminals, which are widespread and collect user life data through various sensors; b) societal level: DePin (decentralized physical infrastructure), collecting human-origin data at the societal level while providing services like supply chains, smart cities, smart homes, and wireless networks. Integrating all these sources, the Foundation Model becomes the largest data entity, offering foundational support for a highly automated world.

			New Historiography All chronological data constitute a neutral and thorough digital world history. The querying and further integration of these data form an integral part of this new historiography.

			ERC-42424 An Ethereum Request for Comments proposal in 2035 for onchain AI.

			————

			Our story details the eve of a technological singularity: the origin of autonomous life on the blockchain. This article is based on speculative design assumptions about a near-future world, presented primarily in the form of design fiction. Its core subject is how composable life could inversely and irreversibly alter the definition of life through its never-within-reach death.

			The scientific foundation of this fiction is based on our paper “Speculating on Blockchain as an Unstoppable ‘Nature’ Towards the Emergence of Artificial Life,” which will be presented at The 2024 Conference on Artificial Life.

			Thanks to Yurou, Weizhen, Shirlene, Kevin, and Weixi Huang from CSRC (Beijing Computational Science Research Center), Esther & Echo, George Zhang, Jiang, and friends from Uncommons. Thank you to Kei Kreutler’s memory project for the inspiration it provided. Thanks to Venkatesh Rao for his editing work and help throughout the program. Thanks to GCC for their support. Thanks to Nicholas Hu for supporting the Chinese crypto community in the non-tech space.

			FANGTING Fangting is a writer and researcher primarily focused on crypto, tech narratives, and science fiction. Her science fiction works will be exhibited at ACM SIGGRAPH DAC and Bazaar Art, and she also serves as a reviewer for the Chinese Nebula Awards. Her work is supported by Lulu Derivation, the Ethereum Foundation, and GCC. She holds a bachelor degree in Chinese Language and Literature from Peking University and has one year of RA experience in the Department of Communication at Stanford. fangting.me
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			Dispatches from Cascadia, August 21, 2065

			Rithikha Rajamohan

			Bears and Bioregions Just 35 years ago, the City of Vancouver, British Columbia, like many other cities around the world, was struggling under the weight of a polycrisis: land and marine heatwaves left sidewalks too hot to touch, winter king tide events submerged homes and roads for weeks at a time, and a year-round housing crisis incited social instability and growing public distrust.

			The place I stepped out into from the city’s SkyTrain station displayed little of this recent history, however. Instead it looked like one of many public spaces built with grandeur typically reserved for private establishments. Though not without its challenges, the city today stands as a testament to the transformation created by 7,462 cities around the world that together form the Global Protocol Network: an open-­membership, shared policy system built with the flexibility and ongoing adaptability of local governance in mind.

			While the city is still referred to colloquially as Vancouver and more recently as K’emk’emeláy, a Squamish Nation term meaning the “Place of Many Maple Trees,”751 the city’s legally recognized global identifier is much longer: Cascadia Bioregion::Pacific Northwest Coastal Forest Ecoregion::Capilano-Seymour-Coquitlam Watershed::Vancouver. Though in the day-to-day the new naming convention is rarely used beyond the watershed level, it was adopted by cities in the network to provide more geographical context as they transitioned from traditional political boundaries to much less rigid bioregional ones. The convention supported this transition by making explicit the ecological constraints they needed to operate under during the peak of the polycrisis.

			“The Bio-Regional Protocol was officially acknowledged by cities that were part of the North and South American Continental Network in 2032, and was later activated at the Global Network level in 2035, after we iterated a bit more on its design,” explains Noa Jaylen, a protocol designer who was part of a randomly selected, rotating cohort of local residents chosen to inform the protocol’s design in the 2030s.

			Vancouver is a part of the Cascadia Bioregion, an area that stretches from southern Alaska all the way down to Mendocino, California, and east into Wyoming’s Yellowstone Caldera. The bioregion contains 75 ecoregions. Common to all the cities within it are not country or state, but rather soil composition, climate patterns, and unique flora and fauna distributions.

			[image: ]

			“The need to prevent a regional water war752 really pushed the whole initiative forward. By doing away with absolute borders in favor of permeable, overlapping ones based on actual resource constraints, the protocol created a new kind of political common ground. But this time through place, instead of in spite of it. Ultimately, it made natural resource management more efficient and localised by giving every jurisdiction, no matter the scale, responsibility for the bioregion’s resource management,” says Jaylen.

			In the decade before the Bio-Regional Protocol was adopted by cities in the network, digitally-enabled online communities were also reinventing governance and state. These communities would buy up territories across the world and implement a membership structure that was purely values-based rather than geographic. Many members and supporters were digital nomads who believed in cross-cultural collaboration and usually had high-paying and fully-remote jobs that allowed them to travel year round.

			“In addition to the Global Protocol Network, these geographically unbound techno-­utopian states were the other major alternative, it was the next logical step for them to create a distributed network of territories they could claim citizenship to based on values-alignment,” Jaylen continues.

			“But what they forgot was that our physical space, the land, shapes our values and tastes, and in turn our values and tastes shape the land. They’re two sides of the same coin and a blank slate approach that ignores this usually does more harm than good.”
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			Jaylen, who was previously an ecologist before their current work in protocol design, was part of a biocultural research team that sequenced the DNA of coastal grizzly bears in 2021. The study discovered that the genetic makeup of bears in the region were split into three distinct groups. However, the geographic distribution of these groups failed to map onto any physical features like waterways or mountain ranges that would otherwise encourage or limit bear mobility.

			“We tried river systems, mountain ranges, and nothing,” says Jaylen, shaking their head. “Bears are generally all-terrain mammals, so it made sense that a wide river or mountain wouldn’t hinder their mobility. What did correlate, however, were Indigenous language families.753 When we overlaid the two it was a striking, but unsurprising, overlap, with bears being more genetically similar within the area of a language family, than those living outside of it. The correlation really came down to resource needs and use. The bears were content to stick to geographies that were resource-rich enough to meet their needs; as were the people. The same resources that shaped grizzly bear genetic distribution, also shaped humans. I’m glad we chose to honor that connection to place instead of distributing it away across the digital ether, but that’s not to say we don’t travel or communicate digitally anymore, it’s actually a core part of what keeps the Bio-regional Protocol and the Global Protocol Network itself functioning,” says Jaylen.

			The city is frequently in touch with other cities located in the Cascadia Bioregion, including Wallamt River Basin::Portland (known as Willamette River Basin until 2033 at which point the community voted to revert to the older Indigenous name) which experiences similar dual issues of drought and flooding, and South Western River Basin:Cork, previously known as Cork, Ireland.

			Vancouver’s interest in Cork, though a very different geographic context, is their approach to saltwater intrusion and Coastal Disaster Protocol (CDP), which involves a triple bottom-line approach involving nature-based solutions. More specifically it is a protocol for managing coastal disaster events, with a first approach leveraging blue-green infrastructure, such as seaweed farms and clam gardens.

			“We’ve reached peak melt and are about halfway to seeing stable sea levels,754 so we know that these water heights won’t be increasing as fast as before anymore. That said, even a slight rise in sea level has an exponential increase in effect when it comes to storms and flood events so we need to be vigilant,” Jaylen explains.

			Cork has been experimenting with seaweed cultivation to reduce wave energy before it reaches their waterfront and are seeing good results. As per the protocol, they’ve opensourced their equipment files so any city, both inside and outside the network, can use them.

			“I’m in touch with a local makerspace to see how we should go about making a few tweaks to their designs. Cork has mostly Laminaria hyperborea, or cuvie as they call it, on their coasts, whereas ours are mostly bull kelp, Nereocystis leutkeana. They have slightly different effects on wave attenuation which we need to account for if this is going to work here. We can’t just copy and paste.”

			The CDP was recently activated globally as a Core Protocol by a local, bioregional, and global vote of confidence. Previously, even without Core Protocol status it was still available for any city within and outside the network to adopt and modify as part of their own set of governing protocols or general governance through a platform known as the Global Protocol Marketplace.

			As a Core Protocol, the CDP now lays out an expanded framework designed to help cities replace lost cultivable land due to saltwater intrusion, attenuate waves, build new shoreline through natural habitat building, support sustainable mariculture, and expand inland river systems—the latter being an addition put forward by the Cascadia Bioregion’s coastal cities from their own experimentation in restoring buried rivers.

			“Each city focuses on learning through the lens of their respective geographies, while the network as a whole is focused on sharing that knowledge with others. Being place-bound and by extension history-bound isn’t a constraint for us anymore, it’s a valuable differentiator that we leverage to come up with better solutions,” explains Jaylen.

			A Half-Built House

			In addition to co-designing protocol policy, the cities within the network are also working to refine physical resource coordination and redistribution, especially during times of need, across all geographic levels.

			“Almost 45% of Vancouver’s food is grown in-house,” says Luciene Otieno, an urban farmer who oversees part of the Strathcona neighborhood’s urban farms. By in-house, Otieno means within the city itself. This was thanks to better watershed management enabled by the Bio-Regional Protocol paired with an approach to growing food informed by ancient Ts’msyen and Coast Salish food gardens755 that were rediscovered along the coast almost fifty years ago.

			They gesture to the converted grass lawns and boulevards that overflow with licorice fern, wild chamomile and salal berry bushes; all climate-­adapted native plants grown from locally harvested seed and interplanted with other edible heat-loving flora like cucumbers, tomatoes, and strawberries.

			Along with three other stewards, Otieno manages everything from seed collection to the distribution of produce. Deliveries from the block’s farms go to small local businesses who provide pickup locations for neighborhoods. The farms, unlike those found in the region’s more rural areas, are not your typical rectangular patch of land. The “fields” weave in and out of alleyways, sidewalks, and yards embedded within the neighborhood’s other infrastructure.

			Proscribed by the city’s local implementation of the core Food Systems Protocol (FSP), the farms and their stewardship model are replicated block by block across the city and merge up through the neighborhood, watershed, ecoregion, and bioregion.

			“Researchers had no idea what they were looking at for the longest time. They couldn’t figure out why certain parts of the forest had unusually high biodiversity counts,” says Alex Livingstone, who spends their time between their hometown of Lake Cowichan First Nation on Vancouver Island, and Vancouver, where she works as one of many community consultants to guide the ongoing implementation of the FSP.
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			It wasn’t until Indigenous communities came in as collaborators and were later funded through a process that gave them full control of long-term fund allocation and distribution,756 that it was discovered these biodiversity hotspots were a result of human hands and have since been re-adopted as an industry standard.

			Fruit trees, berry bushes, and other edible and medicinal plants were interplanted within the forest. Almost 250 years later, these managed forests continued to not only exist but attract twice the number of animals and pollinators than non-­stewarded areas.

			“It is a wonderful example of human beings giving more than they take. I think the discovery of these integrated farms alleviated a lot of shame our generation, which was bombarded with climate doomerism, had internalised around environmental destruction. It opened up the possibility that maybe we aren’t all that bad as a species, that maybe we could follow our instinct to make things better, and do it well,” recounts Livingstone.
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			“It was a revelation. By simply living our lives and meeting our needs, we could, in fact, help other life thrive. Before, we either wiped out existing ecosystems to make room for agriculture, forestry activities, or whatever else we needed or we kept ‘natural’ areas completely off limits to any kind of human activity and made it completely sterile. Both were equally bad approaches. Nature doesn’t need conquering, but it doesn’t need to be abandoned either. A healthy ecosystem needs us as much as we need it,” they continue.

			The neighborhood, which was once prone to higher-than-normal heating risks, known as the urban heat island effect, now has one of the coolest microclimates in the city.

			“Core FSP functions as a half-built house. Provided with a global barebones framework, each jurisdiction makes its own local copy, makes some tweaks, and then goes about filling it in and decorating to meet their community’s tastes and needs,” Livingstone explains.

			The local version of FSP that Otieno and Livingstone support is one of many stemming out of the core FSP, which lays out the protocols’ purpose, policies, and scaffolding that allows it to function as intended and decreases friction in activating it at the local level. In this case, one such core policy, known as a sub-protocol, is the Urban Rewilding Protocol (URP). URP oversees the need to set aside a certain fraction of urban land specifically for native plants and pollinators.

			The URP sub-protocol lays out guidelines to encourage things like pollination, natural pest control, and soil restoration. The exact ratio of plants for pollination to plants for harvest, native or otherwise, is left up to each jurisdiction to decide.

			While the sub-protocol is better positioned to assume responsibility for creating a general solution and governance framework due to the global information sharing network it pulls from, it assumes that cities know their own context better than any other governing body would, and so the governance and implementation specifics are left to city residents to decide.

			Each jurisdiction that has implemented the protocol is alerted through the protocol marketplace if a change is made to the core FSP and has the option to merge the new changes. Similarly, if a local implementation makes any core changes, they have the option to push the changes up to the core level. While these downward merges and upward pushes aren’t always accepted by every city in the network or integrated into the core protocol, they are still accessible to any jurisdiction.

			“So far, the best approach we’ve seen to adopting core protocols is, after some initial deliberation, having everyone adopt the same modified version of the core in the first two years while iteratively gathering community feedback. By the end of the second year, we get a decent sense of what changes people are wanting across the board, which we then integrate into the city-wide implementation of the protocol.

			Some changes are specific to certain areas or communities within the city, in which case each block and neighborhood is given full control of how they want to modify their version of the city-wide protocol,” says Livingstone.

			“We use the city’s modified core implementation, to stay on the same page and keep that common goal in mind. The same logic also applies for any core protocol. Cities in the Global Protocol Network use them as a common meeting ground, whether it’s through data sharing, resource matching, or update requests; it’s there as a place we can all return to despite any differences in how we each go about achieving that goal for ourselves.”

			Fists or Festivals

			In the 2030s, food and labor shortages disrupted and ultimately halted global agricultural imports. Commercial agriculture increasingly produced food with more mass, but very little nutritional content.757 The city, like many others around the world, was forced to relocalize agriculture and make better use of what was already available.

			“It was ridiculous,” says Luciano Otieno. “We would import 99 million kilos of onions from California758 into the province, while farmers here were having to sell their onions in distant markets, having been blocked from local markets. It’s mind-blowing that we ever thought a supply chain like that was a reasonable way to feed ourselves.”

			Otieno was one of many urban farmers who, even before the agricultural collapse, was converting lawns in the city into a patchwork of farms.

			“We were trodding along slowly back then, didn’t produce a lot, but it was enough and satisfying too. We kept about fifty families fed every month. We partnered with food banks. We taught kids how to grow their own food and that it wasn’t a good thing they could get apples whenever they wanted at the grocery store, that apples actually have a season when they’re best, and that season is worth waiting for. It was preparing children to understand what real food should look and taste like and take apart the black box that’s agriculture to most kids. They barely understood the amount of work it took to grow food so readily available to them, all season, so of course they never needed to care,” says Otieno.

			“Then, all of a sudden, food prices skyrocketed and there was barely any fresh produce in the stores. That was when we got moving. We knew we had to act fast before some band-aid food stamp or rationing program was implemented or, a different kind of worse, some technology company swooping in to offer universal basic income in exchange for sticking a data-collection device inside your head.”

			“This was also when people took our work more seriously,” continues Otieno, “it wasn’t just happy-go-lucky gardening anymore. We were keeping people alive and fed. Growing food, being able to mend things, maintain things, all the stuff that was offloaded to the blue-collar workforce, to women, to mothers especially, all the tasks that were underpaid, ignored, and neglected by society and the economy, all this stuff suddenly took the forefront and were in demand.”

			“For the first time in a while, people realised that maintenance, all that glue work and care work, was actually what kept people alive, that kept the entire system running,” Otieno recounts.

			The first thing Otieno and their cooperative of urban farmers did was round up the neighborhood and go knocking door-to-door, speaking with residents and apartment managers in their the three closest neighborhoods.

			“We got folks together and explained what we had been doing and how it could help. A lot of it was convincing people to let us use their lawns or rooftops.”
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			“If a city councillor or the police force didn’t like what we were doing with the urban farms or wanted to fine us for violating any existing rules, I called them ‘expired rules’ since they no longer served our needs. It wasn’t just one big farm in one place they had to deal with, but thousands distributed across the entire city, with new ones popping up every week. If they wanted to stop us, they’d have to take each one down, one by one. That’s how we shifted power from city government to city residents, by distributing it to everyone so that we could put that power to work freely. No one person held the key to the farm network’s operations, we all did.”
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			Otieno says their goal was to scale horizontally, staying small and duplicating as they expanded, and to have no central authority. A local steward runs each site and they maintain consistent communication between them. As Otieno put it, “they needed this to grow rhizomatically759 if it was going to scale to the level it needed to.”

			Topu Salenta, a community organizer who acts as a liaison for expanding Otieno’s urban farm cooperative, says, “Questions started coming up like, ‘What can we grow that we will keep over winter? How much spinach are people eating per week right now and is it the produce that delivers the most nutrients and yield for our needs right now? What’s our Plan B if this block gets washed out by winter flooding again?’ There were a lot of questions to answer, and even more answers to question. Honestly, most of the time and work went into that initial coordination. I think we signed on at least forty new yards in the first few days and had about seventy people sign up to help with planting and conversions by the end of the week.”

			Per the city-wide implementation of the FSP, approximately 35% of each neighborhoods’ land, rooftops included, is reserved for growing food. An additional 10% is dedicated to native pollinating plants that support local biodiversity, counter pests and disease, and naturally pollinate crops. Of this food growing space, half is set aside for the basics, which are inventoried and distributed at the city-level: beans, millet, sorghum, potatoes, squash, garlic, chickens, and a number of berry bushes like cranberries, wild black­berries and oregon grape, which also doubles as fencing for many buildings.

			The remaining half is left open for each neighborhood to decide what they would like to grow and distribute. The distribution occurs at annual neighborhood festivals in November. For three full weeks, food, art, storytelling, and music is combined with roundtables, surveys, workshops, and talks to address last year’s pain points, changes needed to protocol infrastructure, and community needs and discoveries.

			While the city has found that protocolized governance works for them, it is largely dependent on two things: trust between neighbors and neighborhoods and consistent and expansive public engagement, which due to the scale of the endeavor must be community-led and managed with the help of technical tools. “In 2039, we amended the city-wide FSP so that 10% of the neighborhood’s custom produce harvest also goes to a weekly farmers market. This was an addition to Vancouver’s FSP after community feedback was received that people should be able to access different produce markets in case their own didn’t have what they were looking for,” says Otieno. “Of course, some people still want to use household gardens or have access to private plots at the community gardens to can grow what they want. The purpose of this is to make growing food an accessible and shared activity.”

			Now each neighborhood holds a weekly market where community members and a rotating selection of the city’s 22 neighborhoods set up stalls to sell the neighborhood’s produce and items like perogies, jams, and sauces. This modification to the FSP enables each neighborhood to preserve its own food signature, while easily sharing it with the rest of the city and remaining flexible for those with different tastes, regardless of where they live.

			“We naturally accept diversity in art and music. We celebrate these differences because it’s what makes an artist unique. However, the same was hard to say for the public engagement world,” says Salenta, who pushed for amendments to the city’s Urban Farming bylaw. In its original version it was prohibitive for them and many other urban farmers to scale their operations and restricted their produce sales. It took years of advocacy to see changes approved by the city council at the time.

			“Back then, public input hearings were not only the most tedious few hours of your life, you also left them feeling hopeless about the good in other people,” explains Otieno. “Even if you found the time in your schedule to set aside five hours, it was something most of us dreaded going to.”

			“We figured that community engagement and civic participation should be something to look forward to, something to celebrate,” says Otieno. “That’s when Topu spearheaded the idea for a city-wide festival in addition to the data collection already happening through the protocol’s technical infrastructure. Don’t get me wrong, it’s still hard, there’s a lot of facilitation work and emotional calibration involved, but at least now I can say it’s a time of year I genuinely look forward to. It brings the whole city closer together and gives us a clearer vision of what we want the year ahead to feel like.”

			Playing with Legos

			In addition to large-scale community input and deliberation, central to protocolized governance is a data-sharing agreement between and within cities.

			“It’s a way for the cities in the Global Protocol Network to sense each other and their needs without always having to explicitly ask for help,” says Rainah Das, who helps build and maintain the FSP’s technological infrastructure.

			“We’ve all agreed to share certain data, such as around natural hazards at the global scale, where it’s important we redistribute resources quickly to a part of the network in need of urgent help and be on the lookout for any cascading effects. Other agreements look like data shared between neighborhoods to keep track of the total amount of produce grown at the city-scale and to make sure they’re still on track to feeding every resident. Things like health data use a more private data-sharing agreement, and usually this is under the patient’s control to decide who they want to share what with,” says Das, referring to how data is managed by the city’s FSP and medical system, known as the Planetary Health Protocol.760

			Each Protocol also has an associated collection of apps and technical tools that support the protocol’s implementation and coordination needs at scale. These are also housed in the Global Protocol Marketplace, along with the policy infrastructure. The key is that each app is composable and interoperable, meaning that they are able to share users and data, and can be copied and run anywhere, by anyone. These features allow protocols to integrate seamlessly with each other when necessary.

			“It’s kind of like legos,” says Das, “each app is a different lego piece with different colors, shapes and sizes. Some are super simple, others are really complex, but they can all still attach to each other if we want them to. An app can be a single lego piece or it could be made of multiple. Taken altogether though, each protocol’s technological infrastructure is one big lego sculpture that’s made up of smaller pieces that we can add and remove, or generally shift around as we see fit.”

			Das compares the technological infrastructure for Core Protocols to the specific lego pieces that do the most in holding the sculpture together, usually the inner lego blocks that serve in an important load-bearing capacity within the larger piece. The technical term for this design is called supermodularity, which Das says restricts most failures or issues to subcomponents, rather than turning into cascading failure events.

			“They’re harder to reach and see sometimes because of the role they play in keeping the protocol running, but if push comes to shove, they’re removable and can still be shifted around and updated,” they explain.

			The interoperability and composability of the technical protocol infrastructure extends globally. A key aspect of this is the fact that all apps are open-source. Anyone can make a copy of an app in the Global Protocol Marketplace, and simplify it or improve it for their needs. Depending on the scope of changes made and with a vote of confidence from other app maintainers and the wider community that puts the technological infrastructure to use in practice, sometimes these changes are greenlighted to be integrated into the Core Protocol’s app(s).
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			Das, who also acts as a translator between the technological and policy infrastructure for the FSP, explains that the policy system is also modular in its structure, just using a different medium. Like the protocol’s apps, the policy components of protocols are also interoperable and composable.

			The interoperability allows for a seamless transfer of users and data between apps and cities, while the composability comes into play when any aspect of the protocol becomes shared infrastructure that can be combined together or taken apart. Together they allow for the protocol’s apps and policy to be cloned, improved or modified for a specific need, and re-deployed by anyone, anywhere. On the FSPs policy infrastructure, Das says it’s composed of a collection of sub-protocols, such as the Urban Rewilding Protocol, that lays out how much land should be set aside for growing native plants for pollinators.

			Another sub-protocol core to the FSP is the Produce Inventory Protocol which uses produce and general sales data to determine which foods people are buying and how much needs to be grown or processed every year to meet demand. With this information, various governance protocols are used to separate these foods into Base produce and Specific produce. Base produce is food that’s grown by every neighborhood and/or outsourced to nearby rural farms to meet the city’s basic needs. Specific produce, on the other hand, is a growing list unique to every neighborhood and contains plants they will grow specifically for themselves, and allocate a percentage of to the farmer’s markets.

			“My mother was an urban planner and I still remember her complaining about having to write bylaws from scratch, even when other cities had already written exactly what they needed.” Bylaws in this context refer to local-level laws usually written by city planners and passed by city council vote. These laws dictated parking space requirements, where urban farms were allowed to operate and at what hours of the day, whether affordable multi-family housing could be built in a certain lot and what the buildings in the area should look like to maintain visual cohesion on a street. Taken together, bylaws governed the shape, form and limits of the activities and physical infrastructure in cities, and in many instances, hadn’t been updated in decades in addition to being black-boxed to preserve special interests.

			“Copying was such a taboo back then, less so in the software world, especially in open-source, but outside of those bubbles it wasn’t considered acceptable. People were still romanticising the idea of the lone genius or decision-maker,” recounts Das.

			“It wasn’t until we were forced to work together during the collapse that folks realized ideas were meant to be shared and modified; that it was ok to edit and improve upon them. It’s how any new innovation is made and it’s how societies were able to survive rapid change in the past; by sharing what worked and what didn’t with each other and iterating on those solutions,” they continue.

			Uncovering Value Flows

			My parents weren’t happy when I told them I was going to dig around in the dirt and pull weeds for a living. I think I was 26 at the time,” says Connie Santos, who led the design of the Urban Rewilding Protocol (URP), now integrated into the FSP, and oversees the selection and planting of native plants interspersed throughout every neighborhood’s urban farm network.

			“We came from a lineage of small-scale farmers in the Philippines and so my parents came here wanting something more for their kids. Imagine their shock when this is what I ended up wanting to do,” says Santos chuckling.

			Santos, now in their early 70s, began their career as a data engineer before deciding to start their own landscape restoration company in the early 2020s. They started by converting small areas of urban space, like tree pits and boulevard strips, into functioning ecological landscapes.

			“A lot of awesome native plants looked like weeds to most people. Kids could easily recognize a thousand commercial brands, but not even ten plants in their neighborhood. The trick was to include signs of care in our designs; could be as simple as some nice bluestone edging around the bed, but something that said that this neglected area ‘with weeds’ growing in it was cared about by someone gave the plants more legitimacy. The amazing thing was that it worked, despite the plant-blindness society at the time was experiencing at the time or the messiness of the actual design.”

			“When people see signs of care, it makes them question why a ‘weed’ would be looked after, and actually think about what it is they’re seeing instead of walking right past. That was all we were going for when we first started,” says Santos.

			Within the first year of full-time operations, the company soon expanded to front and back yards and within a few years was hired to help support the greenspace design of Indigenous-led master-planned communities along the city’s waterfront.

			“The team chose our plants carefully and looked at our designs as an ecological community embedded within a human ecology. We would always ask ourselves, ‘what are the chances this will make it the next 10 years and do so with minimal hand-holding from us?’” says Santos. The company’s work centred on stewardship over maintenance of natural spaces, and thinking about self-sustenance of the endeavor. It also used previous planted areas as a natural nursery to source plants and seeds for their projects in the year ahead.

			“We’re standing on the shoulders of giants,” says Otieno referring to Santos. “Most people thought Connie was just gardening and making some money off of it when they first started, but what they were actually doing was restoring soils and biodiversity, while also creating a flywheel-like economy for rewilding. Without those years of restored land and increased native pollinator species, we never would have been able to build the urban farm network as fast as we did,” Otieno continues.

			“Her previous clients were also much more open to us using their land to grow food than other people in the city were. In a way she had already formed a community of supporters who were more inclined to support similar efforts that came later, not just the urban farms, but initiatives with serious economic and health consequences like the mutual credit system and the planetary healthcare model too. It’s these kinds of overlapping community-building efforts that really saved us, you could say we hit the ground running because of it,” explains Otieno.

			“My parents’ job was to build up enough safety, financially and socially, to survive here, and because of that, it became my job, my duty, to self-­actualize . . . that’s something they never had the privilege of doing,” says Santos. “But that’s something I could do, if I kept being a bit stubborn, and if I refused to accept the consistent 9 to 5 desk-job or going into the medical field as the only options available to me. Watching the beginnings of the polycrisis, I decided I didn’t have that liberty anymore, and regardless, I realised that safe now wasn’t always going to be safe in the future, and through my new work self-actualization quickly turned into a continuous process of community-actualization,761” they continue.

			The unease Santos felt was common in the late 2020’s. With layoffs and general discontent spreading through the workforce, especially among those early in their careers, a shift to more community-grounded work and self-employment was inevitable in the decade to come.

			“What wasn’t happening at the same time, or as fast as it needed to, was people having their basic needs met while working multiple jobs and contributing to their community. Most of this work, work that directly benefited the community especially, was done unpaid, solely on a volunteer basis,” explains Dru Hui, an experimental filmmaker, self-taught economist and currency designer who was living in Montreal at the time.
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			“It did happen eventually, but not how most people imagined it would, through Universal Basic Income and what not. Instead, it happened with a cultural shift started by the indie and underground artist community that was occurring simultaneously. It was an unlocking of coordination ability, and a realisation that organising was more powerful and effective in fulfilling our basic needs than monetary wealth alone. Our goal was to create a proof-of-concept economic system that made work valuable, though not necessarily profitable.762”

			Hui was part of the wave of economic experimentation that began within communal houses and free residency programs in various cities across the world. In North America, Montreal’s artist and New York’s anarchist communities led the wave of people experimenting with needing less in monetary wealth, but providing more for each other through non-monetary means. These communities served as fully functioning prototypes, demonstrating that a debt-less, money-less existence could flourish within cities, which at the time were seen as the belly of the beast that was capitalism, and yet still operate outside of this economic system.

			With each successive financial crash, these proofs of concept became more mainstream, filling in the gaps where financialization had failed. Almost three decades later, Hui put forth a proposal for each protocol to be assigned its own currency to keep track of the specific kind of value it enables and how it moves through a region. Still in pilot and experimentation phase, Hui and their team, who are situated across the Cascadia Bioregion, will be working on consolidating their learnings during local trials. Next steps will be to expand the proposal to the continental level, with the end goal of having currencies be adopted at the global level, as a new core protocol.

			“The Food Systems Protocol uses AGRI credits to keep track of work hours spent planting and harvesting among other activities and is also the currency used to buy and sell any kind of food item, raw or processed. Directly tied to the AGRI currency, is the WATER currency that is employed by the Water Management Protocol. In turn, WATER is influenced directly by WSHED, RVR, and AQIFR currencies which track the health of water bodies in the region and how various restoration efforts in the region are faring.”

			According to Hui, each protocol is assigned its own currency and has specific dependencies on the health of other currencies. “If a river is contaminated, its currency value decreases and the flow may be stopped until it’s safe again. When this happens, it’s a sign to us that there’s a value flow blockage that needs to be addressed properly before its unblocked or healthy currency value is assigned again,” says Hui.

			Hui explains that the agricultural system governed by the Food Systems Protocol creates a completely different kind of value that requires its own specific inputs, than the building construction system or communal care system, which are governed by their own protocols and use their own inputs. A one-size-fits-all currency, like the money that was previously in use, doesn’t capture the whole picture or the needs of people, the currency users. Instead, different currencies are employed to track and measure each of these unique forms of value and make their flow paths more visible and transparent as they flow through the city in the form of transactions.

			“These currencies are a tool to make previously invisible work, like carework, visible again. It’s like watching a river system from a satellite view. We can now see where a certain value, let’s say housing, is being distributed across the city fully, and where there are blocks and it begins to overflow or stagnate in one place or within one person or organisation,” says Hui.

			“It’s used to realign our economy to actual value again. People don’t work just for the sake of working anymore. Bullshit jobs, as they used to call them, just aren’t monetarily viable within a currency system that’s asset-backed by tangible and intangible forms of value,” they continue. “I don’t think I need much else except for good food, good company to take care of and be cared for by, and the occasional challenge of being stuck between a rock and a hard place, but the list of valuable things could go on.”

			Zero-Sum Games

			Together, all the currencies in use feed into Vancouver’s local currency, called kelem. Along with other cities in the bioregion, kelem influences the value of the bioregional currency, CSCDIA, which Vancouverites use when visiting other localities within the bioregion. This is thanks to the pilot Currency Protocol, as well as the Mutual Credit Protocol, known as the MCP, that governs the regional gift economy system.

			“The MCP is an accounting protocol that was adopted after the 2032 bank megacrash. When the financial sector collapsed under its own weight, people mostly went back to barter systems. Some communities, those which already had enough trust between them, adopted the earliest economic behavior, called gift economies.763 It’s something most groups of friends naturally have, but to do it at the scale we wanted to at the time, we needed a credit-based system of exchange,” says Caro Velez, an alternative economist and advisor on the design team for the pilot Currency Protocol.

			During the 2032 megacrash, garden members developed a pen-and-paper mutual credit system that was later used to inform the MCP Protocol and test its pain points before being piloted across the neighborhood, and eventually the entire region, on the way to being adopted as a Core Protocol.

			Velez describes the MCP as a way to acknowledge that value has been created and received within a gift-based economy. It’s a simple balance of accounts that keeps track of transactions, but going both ways. Each person starts off at 0 in their accounts, but have a limit on how much they can credit to others. In every transaction someone is credited x amount of currency and the other’s account is debited x amount and both parties sign off on the exchange for it to go through.

			“This system actually fits nicely within the plural currency approach that Dru is testing,” Velez says, “We set the credit limit for everyone at the city’s monthly living wage,764 which is 900 kelem, so everyone’s initial range is –900 to +900 in how much they can receive—credit to others, and give—be credited from others. That’s just our base credit though; through a combination of social reputation in the community, current needs or situation, and how much a person engages with and uses the mutual credit network, the credit limit expands. Instead of rewarding spending and the taking on of debt, like credit scores used to do, our system rewards trust-building and community contributions that are verified by the actual community,” says Velez.

			They provide an example of the MCP in action: “if I want to buy a shirt for 10 TXTILE (the currency used to track textiles and fabric), then the seller makes a note to change their account balance by +10, and, assuming I haven’t bought or sold anything else, I would make a note to change my account balance by –10, from 900 down to 890.”

			In Velez’s pen-and-paper system, manual transaction agreement sign-offs were needed; with the MCP, all transactions are set as agreed upon by default. However, all parties involved in the transaction are given the option to change or cancel the agreement both before and after transactions are made, given that there are valid concerns and reasonable modifications. This is enabled through the integration of multiple conflict resolution protocols within the MCP.

			“What’s happening here is that every person now has the power to act like a bank. The difference is instead of issuing money, I get to issue an IOU that only counts for something if both parties in the transaction acknowledge it and accept the terms. When I buy that shirt, I don’t give the seller 10 TXTILE, instead they make a note that they are owed 10 TXTILE so their account now tracks a change in IOU of +10. And I make a note that I owe 10 TXTILE through my account that tracks an IOU change of –10,” explains Velez.
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			“No coins are being passed around, only people keeping track of IOU’s which means, if there’s enough trust and engagement between people in the network, at any time the network’s total transactions approximately cancel each other out. It’s a zero-sum game that we actually do want to be playing in this case,” says Velez, “this way nobody needs to go into interest-accruing debt because all parties in all transactions acknowledge their IOU’s, so the total balance between all parties will be around zero.”

			The MCP isn’t without its challenges, however. For starters, a minimum threshold has to be met for number of participants and variety of the goods and services being exchanged. Without a critical capacity, it becomes difficult to keep the checks and balances averaging. Furthermore, the whole system relies on trust. Without it, the IOU-based system fails as people become unsure if the value they’ve given to others will be returned when they’re in need.

			“Currency, whether it’s an item, credits, or money, is only useful if it’s changing hands, if it keeps being gifted,” says Velez. “When it gets hoarded by a few people or if the flow of it gets blocked from continuously circulating through the system, then that flywheel starts to break down, and we’re no longer able to meet each other’s or our own needs. That’s when people start to look elsewhere, usually in places where there is less trust. It’s also when and why money and debt were first adopted by people, to govern exchanges between people they didn’t know . . . and didn’t trust.”

			“By the time 2030 rolled around we became a ‘mongrel’ city,” recounts Otieno. “We were all just a bunch of strangers living side by side, unused to living so close together and with no good opportunities for connection. It was diversity gone wrong, because no one knew each other,” they continue.

			“It’s funny, after the banks and our ag industry collapsed, there was a switch. Once people were forced to help each other and realized that they could feed themselves and feed their neighbors, they began wondering why they hadn’t done it before. It was like a factory reset was initiated within the community, altruism became people’s default setting again.”

			“And all we had to do was start talking to each other, go through the awkwardness of seeing each other consistently, and meeting each other over and over again at that common ground that survival created for us, despite our differences,” recounts Otieno. “It felt like a light was finally turned on in the room and we could all see each other’s faces, clear as day after a long, long time in the dark.”

			In 2002, an ecological experiment was initiated in what was then Jena, Germany, to better understand plant diversity and its effects on ecosystem functioning. It was the longest-running and most well-known biodiversity experiment in the world.765 After hundreds of trials accounting for all kinds of conditions, it was found that areas that had a higher diversity and density of plants consistently created better-functioning and more stable ecosystems.

			“The Jena experiment validated the fact that each individual plant’s health and the ecological community it was a part of would actually be better for having more mouths to feed, not burdened by it as we would typically think would be the case. Each individual became more efficient at not only taking in resources and making use of less, but also in sharing more resources. It’s even more counterintuitive that this was found to be especially true when resources were scarce or when the community was in danger from pests, drought or otherwise,” explains Otieno.

			The study showed there were some conditions to the benefits of diversity, however, which only began to take effect when at least four functional groups or different plant species were present and increased as the number of plants in each species increased. When this minimum diversity threshold was met, researchers saw it triggered a change in the behavior of the fungal network that supported the nutrient and water uptake of the plants towards mutualism, rather than competition or parasitism seen in less diverse and dense plantings.

			Otieno looks around at the street gardens teeming with end-of-summer life, “there aren’t any clear cut borders or boundaries around here anymore, it’s all a bit messy and undefined.” They shrug. “But, it’s messy with intent; it’s messy, because it works.”

			Rithikha Rajamohan is a civic technologist and founder of V6A Labs, an applied consultancy that researches, prototypes and builds civic infrastructure, leveraging distributed systems and strategic foresight to develop adaptive solutions for an increasingly complex world. She has a background in urban planning and geospatial data analysis, and comes to this work with a love for the interstices. rithikha.com

			Afterword

			Venkatesh Rao

			When the Summer of Protocols began, something like a nascent field of protocols was already taking shape. The goal of the program was to pave the cowpaths and make the contours of the emerging field legible, both to those who haven’t yet paid attention to protocols and to those already deep in the world of protocols who have perhaps not had a chance to reflect on the broader significance of their work.

			In this limited aim, we believe we have already succeeded. Fertile, if fragile, conversations have now taken root in a small but growing community that concerns itself with broad questions about protocols, beyond the specifics of particular domains like blockchains, climate, or healthcare, or the specific priorities of particular academic fields that may concern themselves with particular conceptual aspects of protocols. The conversations have sparked artistic, research, and entrepreneurial initiatives.

			How do we proceed beyond this limited aim, to both broaden and deepen these conversations, and strengthen both the praxis and poiesis of inquiry into protocols?

			In the last two years, in shaping this program, we have sought inspiration from many sources. We looked at influential loose fellowships such as the Vienna Circle and the Bloomsbury Group from a century ago. We looked at influential events and conferences like the Solvay conferences in physics, the Macy conferences in cybernetics, and the International Geophysical Year in earth science. We studied the early genesis of modern fields like economics, information theory, AI, cybernetics, STS (Science and Technology Studies).

			We took cues from examples of broad cultural catalysis, such as the rise of modern science fiction under the stewardship of Astounding magazine in the 1930s, the development of countercultural technology discourses sparked by the Whole Earth Catalog in the 1970s, the role of the O’Reilly publishing in the emergence of the maker movement, the rise of a distinct entrepreneurial culture in Silicon Valley shaped by VC bloggers, and the recent efforts, spearheaded by Stripe, to establish the field of progress studies.

			Any attempt to create a new field and an associated set of discourses, of course, is necessarily both a political project and a practical one. On the practical front, there is the question of prioritization and emphasis in allocation of scarce resources. Should the focus be on foundational theory or practice? On STEM aspects or humanities aspects? Should research stay relatively close to narrow motivating priorities (in this case the sociotechnical problems of blockchains and cryptoeconomics) or follow promising trails wherever they lead?

			We’ve grappled with these tensions over two years and attempted to place reasonably hedged bets. While this volume profiles the theoretical and historical research that resulted, other output from the program focuses on practical applications, art, and pedagogy. Depending on which aspect of our work we are talking about, we speak of protocol studies, protocol science, protocol entrepreneurship, or protocol evangelism. This emerging field doesn’t have a name yet, and perhaps it does not need one. Or perhaps it can have more than one.

			In terms of organizational forms, coming from the world of blockchain protocols, we have a natural bias towards the patterns of organization common in that domain—“working in public” with high openness, bottom-up funding using innovative mechanisms such as quadratic voting, decentralized autonomous organizations, and primarily virtual collaboration supported by overengineered in-person events.

			While we are open to traditional approaches, like working through think tanks, academic departments, disciplinary associations, and conventional funding models, we aim to do so by building bridges and partnerships. We hope to build a coalition of diverse partners unified by a shared interest in protocols. To this end, if you and your institution possess strengths complementary to those of our program, we welcome collaboration overtures. We aim to pursue an eat-your-own-dogfood approach, and catalyze a protocol to study protocols.

			On the political front, any set of priorities, regardless of how reasonable and well-motivated they may seem to us, will necessarily pose a challenge to the priorities and paradigms of existing fields. Over the last couple of years, a few observers have sincerely questioned the need for a new field, and argued that the concerns are already well addressed by existing fields. Various people have proposed a variety of existing fields, such as social psychology, cybernetics, STS, systems theory, critical theory, and economics, as the natural home for the discourses around protocols that we hope to catalyze. The same is true on the more practical front. Does the idea of protocol entrepreneurship, which we have been attempting to codify, add anything to entrepreneurial playbooks that already exist, such as the Silicon Valley model, social entrepreneurship, intrapreneurship, or public sector entrepreneurship? Do efforts to seek general principles across domains weaken focus in particular domains? Does an effort to create a general science of protocols weaken, rather than strengthen, efforts to establish specific climate protocols or encryption standards?

			Such critical considerations are of course valuable and necessary. While such considerations are sometimes raised in bad-faith, driven by an impulse to “capture” a new discourse (a concern we are particularly alive to, since capture dynamics are a foundational topic), most are well-intentioned and sincere, and worth serious attention. Any effort to create a broad new discourse, underwritten by new patterns of individual and institutional attention, risks turning into an exercise in intellectual hubris if it refuses to entertain such considerations.

			At the same time, however, there is a risk of a genuinely valuable new pattern of priorities, a new orientation, being torn apart by such centrifugal forces, even if they are sincere and well-intentioned. How can one balance the tension between being responsive to valid critical concerns, and the need to give a new orientation a chance to prove its worth?

			A weak way to manage such tensions is to simply declare an ideologically colored agenda by fiat, and attempt to brute force a critical level of momentum through some mix of heavy investment of resources, intensive zero-sum marketing and evangelism, and the erection of heavily policed turf boundaries.

			We believe that this approach would be not only misguided and doomed—and typically the result of a curse-of-resources problem we are glad we do not suffer from—but would be deeply ironic in relation to the specific themes of protocols. The je ne sais quoi of protocols, after all, is an ineffable quality of openness, connectivity, serendipity, emergent resources, peering, heterogeneity, and pluralism. It would be strange indeed to attempt to establish a fortress-like “Center for Protocol Studies” that wages war from behind high, impenetrable walls on any competing claims to space of ideas.

			Our approach in the Summer of Protocols program—one that, given the limited resources at our disposal, is really the only one available to us—is based on foundational curiosities and a deep sense of history rather than missionary manifestos, on seduction through nerd-sniping and pilling rather than marketing and overt evangelism, and on radical openness and mutualism over exclusionary control. Beyond hardening our activities against capture or co-option by narrower agendas, and doing our best to articulate, in honest but unapologetic ways, the opinionated tastes we are bringing to our curation and catalysis efforts, we aim to keep our role small and limited, and indeed, shrink it over time.

			As the discourses we aim to catalyze become self-sustaining, hopefully supported by a growing number of individuals and organizations with a variety of perspectives and motives, the Summer of Protocols program, we hope, will become unnecessary. The goal of the program, in other words, is to create a hardened commons around the art and science of protocols, and then stop.

			This goal, we believe, is one that will float all boats and best support the vision of bringing powerful new ideas and capabilities to bear on the opportunities and challenges facing the world. We hope this volume, as an early contribution to this emerging commons, will help jumpstart this process.
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